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Euyapiotieg

Apyxd, Vo ideda var exppdion T EUYOPIOTIEG YOU O0TOV EMPBAETOVTA TNG OITAWUOTL-
x\g pou epyactag Enixovpo Kadnynth x.I'ewpyio I'néuya o onolog pou €dwoe tny
euxanpla vo epyaoTe oto Epyacthpio Trohoyio Tixev YuoTnudtenv xaL Tou onolou 1)
xadodynomn ATy xataAlTIXN Yioo TV exmovnon tne. Emiong, Vo Adela vo suyopl-
otow tov KaOnynth x.Nextdoo Kolden yia 10 udmié eminedo towv dahélewy Tou
Ydpic oTig omoleg aydmnoa Ty Apyttextovix Trohoyioteyv. Euyoeiotd wWuwitepa Tov
uodhpLo B1ddxTwe Anurteto Noxafdea ywelc Tov ontolo dev Va elyo xatapépet va ex-
ToVAoW TNV Tapovoa epyaoia. Axdun, ogethw ToAAd oTov MeTaddoxTtopnd EpELYNTA
Kwvotavtivo Nixa o onolog ye €xove xahltepo emotrApova xou Ye Boryinoe and tnv
TEOTN oTYU 1600 6NV eNTELEN TNE OAOXANPWONS TNS DIMAWUATIXNAC Uou epyaoiog
OG0 XU TWVY TEOCKTUXWY You 6Toywv. H emtuyla pou otn ool ogelheton o TOAD
ueydro Bodud otny Eredva, 1 onola 6ev otopdtnoe olte Aentd va pe otnpellet xan va
ue mopaavel yio o xaAvTEpo. To (Blo oylel xou yio tov Anuocdévn e tov omnolo
umhelaue @llol xou cuvepydtee T TeEAeuTadar 5 ypovia. Téhog, éva TOAD peydho eu-
yopto T ofiCel 0Toug YOVElS Hou xou 6Toug (pihoug ov, ot omolot Aoy TavTa el Yia
epéva.






ITepiAndn

Iohkéc o0y ypovee epapuoyéc yopaxtneilovion we memory-bound Adyw axovovioTev
mpoofacewy ot wiun. O alyodpwluoc tou Dijkstra avrxer oe auty| Tnv xotnyoplo
EQOPUOYWY TOU TdoyoLy and autol Tou eldouc T mpoofdoeic. Ilpayuatonoiioo-
ue extetopévo profiling otov ahyodprduo yior va avoxahOhouue to bottleneck tou xou
yenowonotficoue prefetching Aoylouixol yia vo T0 avTIUETWTICOUUE. XTIC TEQITTWOOELS
UXAVOVIG TOY TEOOBAcEWY 6N UVviuT, To prefetching Aoyiouixol napéyel Ty duvatdTn-
ta prefetching exuetoahhevduevol 1o yapaxtneloTid tou akyoplduou. Ev avtiiéoet,
ot hardware prefetchers dev efvon 1600 cuéhixtol. Xe auth| T SatelBt), Tapouctdlou-
ue to oyfua Prefetch-Process-Thread-Alternation, to omoio fociletar 67t0 To amhd
Prefetching Helper Thread oyfua. To PPTA yenowonotet 800 viuoto tou evahhdo-
covtar petall plag gdong prefetch xan plag @dong extéleong, yio va amoxpUet Ty
xaducTépnor amdxpEIoNg UVAUNG oL TeoxaAeltal and Tor axavoviota LotiBou mpdofo-
ong. A&ohoyolue xat To 500 GYHUATA YENOWOTOLWVTOS BUO0 BLUPORETIXES TAATPOPUES,
ula amd Tic omoleg utootnellet simultaneous multithreading. To nelpdpatd poc, oe
Yedpoug pe auEavOUEVES TUXVOTNTES, Oelyvouy OTL To PPTA emtuyydvel emtdyuvon
ewg 1.82 yio apanoie xou 1.62 yiar muxvolg ypedgoug.

A€Zeg xAewdid: MvAun, Axavovioteg npoofdoeic, Luvtoudtepa yovordTia,
Prefetching






Abstract

Many modern applications are memory-bound due to irregular memory access pat-
terns. Dijkstra’s algorithm belongs in this class of applications that suffer from this
kind of accesses. We performed an extended profiling of the algorithm to discover
its bottleneck and employed software prefetching to compromise it. When complex
data access patterns are considered, the software approach provides the opportunity
of performing sophisticated prefetching based on the characteristics of the algori-
thm whereas hardware schemes are not so flexible. In this thesis, we introduced
the Prefetch-Process-Thread-Alternation scheme which is based on the Prefetching
Helper Thread scheme. PPTA involves two threads that alternately switch between
a prefetching and a process phase, to hide the memory latency caused by cache mis-
ses. We evaluate both schemes using two different platforms, one of which supports
simultaneous multithreading. Our experiments, on graphs with increasing densities,
show that PPTA achieves performance speedup up to 1.82 for sparse and 1.62 for
dense graphs.

Keywords: Memory-bound, Irregular accesses, Dijkstra, Prefetching
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Kegdiowo 1

Eiocoaywyn

H Beltiotonoinon tng anédoong Tev e@appoy®y Tou teplopilovial and Tr uvAurn ebvor
ular dUoxoln epyacior xou xadloTaton axoud mo dUGXKOAN OTAY OEV EXVETOLY TUEOA-
Anhioud pe amhd teomo. AuTéC oL EQuEUOYEC TUTIXE AELTOLEYOUV GE UEYEAO GUVOAXL
0edOUEVLY e Teploptopévn temporal locality. To xdctog tng evratinfc xivnong twv
OEDOUEVWY XOL TWY U XAVOVIXOY TROOPBACEWY ot UvAUN elvon onuavTixd, agol ot
TEPLOOOTEPES AMO QUTEC TIG MPOOTEAJOEL e€uTnEETOUVTOL amd TNV xVpla uvAun. O
AmOXAUNOVUEVOCS TOLYOC-UVAUNG TOVILEL TNV avEyXT YRNONG TEYVIXMDY TOU UELDVOUY TNV

xaducTépnon UviuUne.

1.1 XOyypova cucTHUAT

To o0y yeova GUCTAUATO EYOLY TOMAES BUVATHTNTES TTOU UEWWVOLY UE TNY XaucTéEPNo
UVAUNG %ot aEEVOLUY TNV am6d00oT):

o H teyvuny prefetching ulhixol xan hoyiouxol €yel mpotadel w¢ war and TIC TLo
onuavTixég AGELS Yiot TNV amdxeudm Tng xaduoTéENoNG UVAUNG OTA CUCTAUNTA.
To c0yypova cusTAUATA TAREYOUV apYITEXTOVIXY| UTOCTAHELEY Yia To prefetching
hoylouxoU xou €va uxed optdud and prefetchers viixoo.

o IlohhamAol TUENVES Yiar TNV EXUETIAAEUCT) TOU TORAUAANAIGUOD XL TNV XA{doxa
ATOTEAEOUATIXGL.

o H teyvolroylo HBM emituyydvel udmidtepo ebpog Livng, eV yenoLonotel Al-
yotepn oyl o moAD Uixpotepo péyedoc and to DDR4 # to GDDRS. Auto
emTUYYAveEToL Yenotponowwvtag 3D stacked teyvoroyia uviung, ocuvurnepthapuo-
VopévNg wlag TEooeeTixAg BAong UVAUNG UE EAEYXTH UVAUNG, OL OTIOlEC DlaCUV-
ocovTon pe Yopeg péow mupttiov TSV o twv uxpoBudioudtomy.

e Processing-in-Memory mou moapéyel Bacinéc Aettoupyieg UTOAOYIOTIXAC LOVADUS
oTNY x0ELOL UVHUT] X0 HELWVEL TIG UEYHAES UETAUPORES DEDOUEVWV.

o O povddeg enelepyaoioc yeapxwy (GPU) M dtepa topdAAnin Sour twv ono-
lwv, Tic xaotéd amodotixdTepeg and Tic CPU yevixrg yeriong yia Toug aiydprd-

Houg 6mou 1 enegepyacion UEYIA®Y OUEDWY BEBOUEVKY YIVETOL TORUAATAAL

1



Kegdrowo 1 Ewoywy

1.2 BeAtiotonoinorn memory-bound sgopuoy v
Trdpyouv eniong TeoTOL BEATIGTOTOMONS TWV EQUQUOY®Y TOU GUVOEOVTOL UE TN UVIUT):
o EZoywyr| Tou TapoAANAIool xou a&loTol|on Tou cuvolxy €Vpou {MVNG UVANNC.
o Yyedlaon Souwy Bedopévey e LPNAY arnddoor).
o Profiling ¢ epapuoyfc xou BEATIOTOTOIACELS UEGW TOU UETAYAWTTIOTY.

e Emhoyr) Tou %xatdAANAou opylTeEXTOVIXO0) UOVTEAOU TOU TUELLEL OTIC AVAYXES
NG EQUPUOYNS.

1.3 O aiyoerdpog Tou Dijkstra

Or eQopuoYEc YRuPNUATLY YENOHIOTOOUYTOL EVREWS OTIC UEPES Yag. T mdpyouv ToA-
Mc eqappoyéc oTny owxovopla, TV agpovaumnyxy, ) guoxd, Tt Proloyio (Yo Ty
avdhuon tou DNA) to yardnuotind xaw dhheg meployéc mou yenotgomololy Tn Yewpio
YRUPNUATODVY YL VO LOVTEAOTOLACOUY TOAUTAOXO TROBAUTA. X oUTY| TN SITAWUTL-
x1 epyaota, epopudlouue prefetchinghoylopxol otov olyoprduo tou Dijkstra , xodae
ebvon éva mapdderypa memory-bound eqopuoyric Tne onolag 1 anddoor ennpedleTon op-
VITIXG OO U1 XAVOVIXEC TTPOOPBAGELS OTH UV,




Kegpdhawo 2
AANyopriuog Tou Dijkstra

2.1 TIpoPAnuo cuvTOpOTERTC DLABREOUNS

Yt Yewpla yeapnudtemy, To TEOBANUL TG WxeoTEENS dLadpourc eivon To TEOBANUA TNG
elpeong g dtadpounc uetall 800 xopuedy (1 x0uBwy) oe éva ypdpnuoa, 1ol WoTe
VoL EAayloToToLE(TOn TO UPOLoUN TWY BUp®Y TWV CUVIGTOVTLY XEMY.

To cuvtoudtepo TEOBANUL Bradpourc uTopel var oploTel yia Ypuphuota avedpTnTa
amo To €4y elvor xatevuvoueva 1) uixtd. o xatevduvoueva ypupruata, o 0plouds TNg
oLadpopnc amautel T oOVOEST) TV BLABOYIXWY XOPUPWY UE XUTIAANAN xoTeUTUVOUEV
o).

AVO xopuPEg elvor YEITOVIXEC €QV cuvBEovTal ue Wla axpr. Mo Sadpour| oe €va
un xatevduvouevo ypdpnuo etvon utar oxohoudia xopuedy P = (v, vs, ..., v, )€V x V X
.. XV ®oTe 1 x0puph v; va ebvon yertovin| g v Y 1 <@ < n. Auté to govorndtt
P oplleton ¢ povondtt urixoug n—1 1o omolo Eexwvdel and tov x6uo vy xou tepuotiCe
oTOV Uy,.

‘Eotw e;; 1 axyr) Tou evOVeEL v; xon vj. Aedouévne plog TeoryaTixic ouvaeTtnong
Bagoug f: E — I, xou éva un xateuduvouevo ypdpo G, 1) oUVTOUGTERT) BLUBEOUT| oo
T0 v 010 v elvar To Yovordtt P = (vy, vg, ..., v,) (6TOU v1 = v X v, = ) T0 onolo
ehaytotoroel to dhpotopa Sr ' f(eiirn)-

Trdpyouv oplouéves Tapahhay€C TOU TROBAAUNTOC GUVTOUOTERTC OLUDEOUTC:

o IIp6BAnuo cuvtoudTeEENC BLIBEOURC UE aeTNEld xOUPo, 6To omolo TEENEL Vo
Beolue 10 CUVTOUOTERO LOVOTIATL Ao EVAY APETNELOXNO XOUPBO v TPOG GAOUS TOUG
UTLOAOLTIOUC.

o IIp6BAnuo cuvToudTERNS BLABEOUNEC UE LoVadLXO TEAXS %x6ufo, 670 ontolo TEEmeL
vo. Bpolie TN oUVTOUOTERY Bladpour amd GAoUC Toug xOuBoug TEog vay xouo-
piéslelolelle/VIoR

o IIp6BAnuo cuVTOUOTEPWY UOVOTUTIOY Yiol OAa Tor LelyT XOPUPWY, GTO oTolo
TEETEL VO UTOAOYICOUNE TO GUVTOUOTERO ovordtt xdle euyoplol xoufov v,
v Tou Ypdpou.

Ou o onuavtixol akydprduol Tou Aovouv To Tapamdve TEoBAYUTa etvar ot eEAC:

e O AMyobpuipog tou Dijkstra : Avel To mpoBinua cuVTOUGTERTC BLABEOUNS
UE apeTNELINS AOUfo.



Kegdhowo 2 Alyoprduoc tou Dijkstra

e O ANydbprdnog tou Bellman-Ford : AOvel 1o mpdfinua cuvtoudTeENC
OLUBEOUTNG UE APETNELANG HOUPO oAU XAl oV UTIEOY OLY GXUES UE apvNTLxd 3.

o O Alyobprdpog A* : hiver T0 mpOPBANUA cUVTOUOTERNS BLodpounc Yia €va
Ceuydipl xOUPBwY, YENOWOTOLWMVTIS EVPLOTIXEC GUYVUPTACELS YIOL TNV ETLTEYLVOT)
NG EXTEAEOTS.

o O Alyoprdunog twv Floyd—Warshall : Advel to npdfBinua cuvtoudtepnc
OLadpounic yior Oha Tor Le0YT XORPUPHY.

e O AAyébpripog tou Johnson : AOvel T0 TEOBANUA GUVTOUOTEENC BladpoU|C
yior 6hat Tar CEVYT) XOPUPEY.
2.1.1 Egoappoyég

O olydprduoc tou Dijkstra efvan oe 9€on va unoloyloel T cuvToudTERT BladpOUT| omd
évay xouPo s oe xdde dAAo x6uPo u ot éva ypdpnua e un opvntixd Bden. To edpog
TWY EQUPUOYWY OTIC oTtoleg umopel va ypnowononiel etvor peydho. To mpwmTOXOAY
dpopordynone dutbou ( RIPM, BGP ), o oyeduopoc VLSI, n otoyeodétnon Latex
X0 TAL XOWVGVLXG OixTua efvan uepés amd TIC EQUEUOYES OTIC OTolES YernoluoToteita o
alyopriuoc. Oplouéves Tepmtoels yeriong ivan enlong:

o INorynon GPS & ydptec
o Yyedlaouog TNg xuxhogoplag

e Pofot Motiov avd Nowyatiov

Kivnon poundt xan mhorjynon

Abxtua Metagopoyv

Buteonouyvidw xan Ewcovixeg Ilepinynoeic

2.2 Ylomoinon tou aryopltduou tou Dijkstra

2.2.1 Weuvdboxwodixag & Acsitovpyieg & Aopég Acdouevmy

O alyobprduoc tou Dijkstra unohoyilet tic mo olvtopes dadpoués wioc tnyrc (SSSP)
yior xaTELYUVOUEVYL YRUPAUAT UE WU apVNTXES dxuéc. Elvar acuuntotind o yenyo-
eOTEPOS YVWO 1O ahydetiuog clvToung BLadeouNg LoVAS TNYNS YLt YRUPHUOTA UE UN
TEPLOPLOUEVDL o un apvnTxd Bden. O olydprduog Baoileton otny mapathenoyn 6T
xdde uTodladEoUY| OTOLCONTOTE GLUVTOUOTERNC OLadPOURC efvar 1) (Blo 1) cuvToudTEEN
Sadpouny (BéATiotn umodour)). Buyxexpyéva, éotw G = (V, E) éva xateuduvduevo
Yedpnua ug n = V| x0uPoug xou cuvdptnon Bdpoug w @ K — R 1 ool amodideL
un apvnTixd mporyatd Bden otic axuéc tou G T xdde xopugy| v, To TEORANUA
SSSP unohoy(let 0(v), TV Tn TS cuvtopdTepne SLadEOPAC Amd TNV XOpUPT| TEO-
éhevong s €wg Tov xouPBo v. T xdde xopuen v, o alydprduoc tou Dijkstra Siotnpeet
wor extiunon Beayvtepne ddpourc (1 mpoowewy| andotaon) d(v), 1 onofo eivor éva
AVOTERO OPLO YLOL TNV TEOYUATIXY) TYL| TNG CLVTOUOTERNS Blaldpouc amd s ot v, 0(v).
Apywxd, 1o d(v) éyet oplotel og +00 ot UEGL BLUBOYIXMY YUAUPOOEWY OTIC UXUES
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Kegdhowo 2 Alyopriuoc tou Dijkstra

uetwveTon otadtoxd xou ouyxAiver oe d(v). H yoahdpwon ulac axuic (v, w) opiler tny
) d(w) o min{d(w), d(v)+w(v, w)}, av urnopel va pewdoet o Bdpog tng wxpdteeng
dladpopnc and To s 0T0 W YEow tou v. Télog, o ahyodpriuog autdg evnuep®yvel Evay
Vool ToL OVOUGLETOL Previous, €ToL (OOTE VoL UTOREL Vo avasUyxpotniel avodpoutxd
1) CUVTOUOTERY OLOBEOUT) TIEOS Lol XORUYT V.

O ahyopriuog mapovodleton e Tepioo6TeERT AeTToUépeta otov Ahyoprduo 1. Ato-
neet éva uTtocivoho Tou V' OE xUTaXENUVIOUEVOUG, EloayUEVTEC OTNY OVPd TPOTE-
eaoOTNTAC XaL U1 xatoyeypopuévoug xouBouc.  Ou xotayeypauuévol xoufol €youv
d(v) = §(v); ot x6pPor e ovpdc €youv d(v) > d(v) xou OL UN XATAYEYPOUUEVOL
d(v) = 0o. Apywd, uévo o s Peloxetar oty ovpd e d(s) = 0 xar 6ot ot urdhoLrot
xoufot ebvor pn xortoryeypoppévol. e xdlde enavdindn tou odyoplduou, n xopupy| ue
TNV UXQEOTERT EXTIUNOT TNG CUVTOUOTEENC OLUOPOUNS ETMAEYETOL XOlL 1) XUTAOTAOT| TNG
UETAUTOETETAL POVIUOL OE EYXUTECTNUEVY EVE OAEC OL EEEQYOUEVES OMUES YAUAUPOVOLY,
TEOXAAWVTAS TNV €(0000 GTNY 0UEE OTOLOUBHTOTE amd TOUG YEITOVES TN €V AOYW XO-
PLUYPYC, OE TEPIMTWON TOL 0 AAYOEWILOC OEV TOV €YEL ETLOXEPUEL 0XOUAL.

H Boaowr| dour| dedopévewy mou Bploxetar oty xopdld tou akyopliuou elvar o
0UPA TEOTEPUOTNTAS TV XOUPWY, 1 oTolo xaTatdooeTon Ue Bdon Tig d() Tywéc. H ovpd
OLTNEEL OAEC TIC XOPUPES TOU YRUPHUATOS EXTOC A6 TIC DIEVVETNUEVES XL TEETEL VA
elvon 0uEd EAGYLOTNE TEOTEQUUOTNTAS Yia Var uTtooTneilel Tn Aettoupyla Extract-Min.

Ye xde emoavdhndm, n xopuet Ue To EAGYLOTO XheWi eEdyeTaL and TNV OUEA TEO-
tepandtnog (Extract-Min) xou 1 xatdotoor tne petatpéneton oc visited. Xtn ou-
véyewa, ot egepyoueves dnuéc tne eloydeloos xopughc tou yolopwvovtow (Update)
xo T XAEWOLE d TwV YEITOVWY, TwV oTolwy To state # visited, UEWWVOVTOL oV YEELC TEL.
Ebvar enfone amapaitnto vo evnuepwiel o previous mivaxac xon vor yewwdel to xhetdt
x(&de yertovixol xouPBou oty ovpd TEoTEpAdTNTOS Yl Vo SlaTneniel 1 EAdy Lo TN LOL-
6tntd tou (Decrease-Key).

H mohumhoxdtnta Tou alyopiduou e€aptdton amd To £l00¢ TNG 0UEAS TEOTEPAULOTNTOC
X0 ETOPEVWE AT TNV TOAUTAOXOTNTA TV AEtToupylwy Tne. Eoptdton enlong amd
00T} DEDOUEVKY TOU YENCULOTIOLEITOL YL TNV ATEXOVIOT) TOU YRAUPAUATOG.

H nohumhoxdtnto tne hettoupyiog Extract-Min etvar O(V') dedopévou 61t dheg ol
xopL@éc mpénel va e€ay ol and TNy oupd tpotepatdtnTac. H yerion evée xowol dua-
B0l owpov éyet oav anotéheopa O(ViogV') agol n hettoupyio Extract-Min owtrg
NG 0VPdE TpoTEPALOTNTAS Efvan avdAoy T Teog To Uog Tou owpol. Katd tn didpxeia tng
PAOTC YANIPWONG YANAPOVOUUE TIC axUEC Tou e€€pyovTal amd TNV eEAYOUEVT] XOPLUYN
xaL EVNUEROVOUUE Tov owpd. H Aeyouevn Decrease-Key hettovpyla tng oupde mpote-
pondTnTog exteleltar o€ GAeg TIC axUES TOU Ypdpou elobdou ot xootiler O(ElogV).
LUVETOC, 0 YpOVOS EXTEAECTC TOU OAYORIIUOU YENOLLOTOWWMVTAS EVIV XOWVO BUABIXO
owp6 eivar O(ElogV + ViegV).

2.2.2  Avalrtnon sviaiov xdé6cTOLS

Y1 amhég vAomoloelg Tou alyoplduou Tou ArdxoTea, apyd dAot oL xéufol eledyo-
VIO 0TV 0URd TEOTEEALOTNTAS. AUTH Ouwe dev elvan amapaltnTo: 0 alydpriuog urnopel
VoL EEXWVAOEL UE L0l OURE TTROTEQULOTNTAS TTOU TEQLEYEL HOVO €V GTOLYED XAl VoL ELodryeL
véa oTolyelor xordode avoxohdTTovTOoL (ovtl v %(&voupe plar UElon xAEoL, EAEY Y OL-
UE v To xAEWl Bploxeton 0TV 0uEd, xou GV Elvol UECA, TO PELOVOUUE, OLUPORETLXS
tono¥etolue Tov xOpfo Ue To xAedl Tou). Auth 1 Topahhoyry €yel o (Bl mepLitpla
YELROTERNC TEPIMTWONG UE TNV omAr} uloTolnoy), dlatneel OUKS TNV ouEd Wia oUEd
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Algorithm 1 : Dijkstra’s Algorithm

Require: Graph G(V, E), Source vertex S
Ensure: Predecessors array previous
Shortest distance array d
1: for all v € V[G] do
2. dv] + +o0
3:  previous[v| < undefined
4: d[s] 0
5: S < empty set Insert Operation
6: Q + V[G]
7: while @) is not empty do
8: u < ExtractMin(Q) // Extract Min operation
9: S« Su{u}
10:  for all edge (u,v) outgoing from u do

11: if v ¢ S then

12: sum < d[u] + w(u,v)

13: if sum < d[v] then

14: u < DecreaseKey(Q,v,sum)

15: d[v] < d[u] + w(u,v) Relaxation
16: previous[v] == u

TEOTEPAULOTNTAC ULXPOTERENC TPOTEPAULOTNTOC, ETLTUYLUYOVTOS TIC Aettoupyieg oupde. Emi-
TAEOV, 1) ELOAYWYT OAWY TV xOUPwY ot Eva YEdgnuo Xorho Té BUVATH TNV EMEXTAUO
Tou ahyopripov Kote va Peedel 1 cuvtoudTERT Bradpouy| amd pla poévo TNYY| 6TO TAN-
ol€oTepo amd €va 6OVORO xOUPwy oTOYOL OE dmelpa YpuphuaTa 1 exelva Tou elvan
oD peYdha yiar vou avamopac tadoly ot uviun. O alydprduoc mou mpoxdnTeL ovo-
udletar avaltnon eviaiou x6atouc (UCS) ot Biproypapio TEYVNTAG VONUOGUVNS ol
TEpLYpdpETAUL UE YprioT Peudoxddixa otov ANy, 2.

Speedup - Based on basic Dijkstra
N
1

1.0 T T T T T
10 50 100 200 300

Number of edges (M)
Yyfua 2.1: Emtdyuvon ye v yeron e avalitnong eviodou x6cTouc.
Y10 oyfue 2.1 mapouctdloupe TNV ETTAYUVOT| TOU ETTELYUNXE Y ENOLLOTOLOVTAC

™ Behtiotonoinon UCSavti tou aniol aiyopiduou Dijkstra. H oupd mpotepondtnTog
TOL yenowonotfoope eivon Evag amAdg dUABIXOS GWEOSE XL TO YEAPNU amoTEAE(TOL
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Algorithm 2 : Dijkstra with UCS optimization
Require: Graph G(V, E), Source vertex S
Ensure: Predecessors array previous

Shortest distance array d
1: for all v € V|G| do

2: dv] - +o0

3:  previous[v] < undefined

4: d[s] < 0 // Initialization

5: S < empty set

6: Qs

7. while () is not empty do

8:  u <+ Extract-Min(Q) / Extract-Min
9: S+ Su{u}

10:  for all edge (u,v) outgoing from u do
11: if v ¢ S then

12: sum < du] + w(u,v)

13: if v ¢ @ then

14: Insert(Q,v,sum)

15: else

16: if sum < d[v] then / Update
17: u < DecreaseKey(Q,v,sum)
18: d[v] < du] + w(u,v)

19: previous[v] < u

am6 10MxouBoug xou 500Moaxpéc. To chotnua mou yenotuornotfoade eivar évag Intel-
Broadwell-EPtou onolou 1 8dtaén neprypdgeton oto Kepdhono 5. Emtuyydvouye em-
Thyuvon 1.7 eneldn 1 oupd TEOTEPUOTNTOG TUPAUUEVEL IXEOTERY %) OAT) TNV eXTEAEDT)
Tou akyopldpou. Me autdv Tov TEOTO, damavdTol AYOTEQOS YPOVO YL TNV EVIUERWOT
NG OUPAC TEOTEPAULOTNTIC.

2.2.3 AvanopdoTtoot yedpou

Trdpyouv BLdPoEoL TEOTOL YLoL VoL OVITORUC THCOUKE YRAPOUS OTI VAT, O xoEvag
amd Toug omoloug €yel TAEovEXTANTA Xt UetovexTAuato. Oplopéva onuovTnd xpel-
el Tou TEETEL var AngUoly umddn elvor To amOTUTOUO TN UVAUNG X0t O YEOVOC ToU
yeedleTon yior vor Tpocdloplo Tel av uiot ouyxexpuévn dxur| Peloxeton oto yedgnua. Oo
TEOVCLECOUUE B0 TEOTOUG Yia VoL aoUNXEVCOUUE EVOY YRPO OTT| UVAUT).

ITivaxag I'evtviaong

Me bedouévo éva ypdpnua e |V| xéuBouc, évag mivoxag yettviaong etvon évag mivoxog
|V [times|V | mporypatixdy 1 duodxdv Ty (avdhoyo Ue ToV TUTO TOU YRUPAUATOC),
OTOU 1) Xty WENaN 0T CEWRd © xou 1 oTHAN J ebvar 1 av xon pévo av n dxen (i, j)
Yoapu| mapdoTacy. Av meénel vo utodetoupe Eva Bdpog axpnC, 1 XUTUYWENOT) TOU
avapEEUMXE TROMNYOUUEVKC TIEQLEYEL Lol TEOYUATIXY) TYH w oY To xdoTog Tng axuic (i,
j) ebvon w. Aelyvouye tov Tivoa yeltvioong Yo €va Yedpo U oxués 5U0 xoTeUIUVOENY:

7
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aa
)——

Yyua 2.2: Toapdderyua yedpou pe tov avtiotoryo mivaxa yertviaong Ag.

01 2 00
1 0 10 0 5
2 10 0 6 0
0 0 6 0 8
05 0 80

Alota yewtviaong

"Evag 1o anodoTtindg, »g Teog ToV Y0Opo anoIfXeEucne, TEOTOS Yol VO UAOTIOL|GOUUE £Vl
opad GUVBEBEUEVO YRdpNUa Efval Vo yenouloToticoupe uo Aoto yeirrviaong. Mia AMota
yelrrviaong amotehelton amod par Mota SoUmY OEBOUEVWY IOV Y ENOWOTOLOUY XAELOLS-TUIES
6ToL TO AEWL lvon Wior xopuUPY| xou 1) T ebvon To Bdpog wag axunc. o xde xopuen
i, AmoUNXEVOUPE Ud OELRY AT XOPUPES, YELTOVIXEG OF AUTAY. LUVAUWS EYOUUE Mo
oepd and |V| Moteg yerrviaong, omhadh pla Moto yertviaong avd xopuer. T éva
xotevduvouevo yedpnuo, 1 Moto yeltvioong mepiéyel éva obvolo atotyeinv |E|, éva
otouyelo avd xatevuvouevn axur. Tmdeyouv TOAAEC TapahhayEC auTrc TN Baoxhc
10€0g, TOU BLUPEPOUV OTIC AETTOUEREIEC TOU TPOTOU UAOTOMONE TV oUAOY®Y. O
TOUEOVCLICOUUE D0 TUTIXEG UAOTIONGELG AlGTOVY YELTVIOOTG.

Yuvdedeuévn Alota Y10 oyfjua 2.3 napovoidloupe TN Alota yeitviaong Tou
AVTITPOOWTEVEL TO YRdPNUa Tou Uy Auatog 2.2. Anuoupyeiton pe 0 yenorn cuvoede-
UEVWY AL TOV.

1] p(2,1)] +1{(3,2)

1,1) | = (3,10) | =1 (5,5)

]

1,2) | =M (2,10) | -1 (4,6)

]

3,6) | 1 (5,8)

2,5) | - (4,8)

Yo 2.3: Alota yerrviaong ye Tt ypnorn amhd GUVOEBEUEVRDY MO TGV
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Avvapixog ITivaxag Y10 oyrfua 2.4 n Mota yerrviaong dnulovpyeiton yenot-
HOTIOLOVTOS DUVOULXOUS THVOXES.

1] p(2,1)](3,2)

21 P(1,1)(3,10) (5,5)

31 P(1,2)(2,10) (4,6)

41 P1(3,6)](5,8)

50 P(2,5)](4,8)

Yo 2.4: Alota yerrviaong Ue ypnor SUVOUIXOY TIVAXOY.

ITivaxag yewtvioong vs Alota I'evtvicong

Xopog ot uvhiun

‘Ocov agopd Tov y0Opo UVHUNG, O Tvexag YELTVINOTG HATOVUAWVEL O(V?) xu 0O
X0l 0TV TEQIMTOON APUUMY YRUPNUATWY, O XATAVUAOXOUEVOS Y WEOS TUPAUUEVEL O (BLOg.
Ané v dAAn mhevpd, n Mota yerrvioone yenowonoel O(|V| + |E|) tou yoeou. X
Yewpotepn nepintwon, uropet va undpyet C(V, 2) aprdude oxuddv o€ évar ypd@nuo xorto-
vohwvovrog étor O(V2) yopo.

Aewtovpryieg

Extéc and 1o trade-off otov ywpo mou xotahouBdvouy otn uviun, ol didpopeg do-
UES OEBOUEVLV BlELXOAUVOLY ETlong BlapopeTiés Aettouvpylec. H elpeorn dhwv twv
20pLPWY dimho o€ Uior BEBOPEVN xopLYY| oe o AoTa yelrTviaong efvar 1660 amhy| 660
N ovayvewon e Aotog xan amoutel ypdvo avdhoyo pe tov aptiud Tov yertovwyv. Me
éva mivaxor yertvioong, Teénel vor copwlel plor ohdxhnern oelpd, 1 omolo malpvel éva
UEYOADTEQO YPOVIXG DO TNUA, avEAOYO TOu dELIUO) TV XORUPKOY GE ONOXATPO TO
Yedpnuo. Ané tnv GAAN TAgupd, o éAeyyog TN Umapdng pog dxpng uetaly Vo Bo-
OUEVODY ©0RUPKOY UToREl Vol TEOGOL0PIG TEL TAUTOY POV UE €var TAEYUA YELTOV(OG, EVED
amoutel YEOVO aVaAOYIXOS TIEOS TOV EAAYIGTO Bordud TV 800 XOPUPEY UE TOV XUTIAOYO
yerrvioong.

Y auTr) TN OImAwPATIXT EpYacia, oL YEdpoL Tou Yenotuonololue eivor apatol. Autdg
ebvor 0 Adyog i tov omolo Vo yenowonojcovue Ty AloTa yelTvinong yia vor To
OVATAPAGTACOVKE. LTO Oy ud 2.5 TapouctdlouUe TNV EMITAYUVOT| TOU ETLTUY Y AVETOL
YETOWOTOLOVTOS [tot BOUY| DEBOPEVLY BuVaUIXOU Tivoxa avTl yior GUVOEDEUEVT AoTa,
yro éva ypdgnuo 10M xoufov. Aclyvouue ernlong tn pelwon TV aoToylwy TNe xpuenQ
U

BAénoupe OTL 1 yerion evog duvouxol mtivao avtl plag anAd cuvdedepévng hotog
odnyet oc aodnty| emtdyuvorn. ‘Ooov agopd tor mo Tuxvd Yeduuata, xepdlouue Wia
avgnon Twv embdoEwy X6, 1 onola umopel vo anodovel 6To YEYOVOC OTL Ol aGTOY(EC
OTNY UVAUY CUCNE UELDOVOVTOL XS 50%. Ou Ao TOYEC OTNY XELUPY| UVIUNG MELDVOVTAL,
0EDOPEVOL OTL 1) LAOTIOINOT UE TOV BuVoULXO Ttivaxa w¢ AloTa yertvioomg elvon o QLiuxn
TPOSC TNV XELPT UVIUT OE oyEon e pal amhi-ouvoedeuevn Aota. ‘Otav o alydpriuog
EMOXENTETOL TOUG YELTOVES NG e€oryUelous XOpUPNE Xou YAUNUPWVEL TNV axu) w(u, i),

9
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0.6

Total Cache misses

T T T T T
10 50 100 200 300

Number of edges (M)

Lo 2.5: Emtdyuvorn yenotuomoidviag duvoxols Tivaxes o cUYXELoT UE omAd
oLUVOEDEUEVES AoTeC.

oev yeetalopacte pointer chasing yla vo TNV oamOXTHACOUUE, WOTOCO UTOPOVUE AUTAY Vol
YETOUWOTOLAGOUNE €Vl EVPETNELO YOl VO ATOXTYCOUUE TROGHBGT, GTOV BUVOUIXO THhvorxd.
Auto odnyel ot YeTaopd evOC umhox dedouévwy and TN uvAun otny L1 cache avti va
pépet Lovo éva ototyeio. Autd To Umhox anoTeAelton amd cuvey T oTolyEln Tou Tivoxa
mou Yo ¥EEWOTOLY XaTd TG Endpeves enavalpelc. Enopéveg, autd o xoppdTt v
oedopévewy Ya ebvar otnv L1 cache xou ov actoyleg yewmvovta.

2.3 Ouvupgeg npotepotdTNTUG

‘Evag amd toug onuoavTidtepoug owpeols Tou €youy Teotadel xou agopd TNy utdle-
on aiyopiduou Dijkstra eivon o owpde Fibonacci nou Bascileton otov Siwvuuind cweo.
Autéc o owpde éyet avantuyel and toug Ppeduay et al. [1] xou éyel xohUtepa amoofe-
VIAUEVO YEOVO AElToupYlag amd TOAMES dAAES DOUES DEDOUEVLV OURHS TROTEQUOTNTAG,
CLUTERLAOPPBOVOUEVOU TOU BUABIXOU GKEOV X0l TOL BIWYUULXOV Gweol. AV xa oL Ot-
col PiBovacat patvovton ToA) amoteeouatixol, £youy Ta axdAoudo SUO PELOVEXTHUNTA:
Ebvor meplmioxol 6cov agopd tov mpoypauuatioud toug. Emnicov, dev elvar t6éc0 o-
ToteEhEoUaTIXOl OTNV TEAEN O GUYXELON UE TIC VEWENTIXE ALYOTEQO AMOTEAECUATIXES
HOPPES OLPWY, XIS TNV amAOVUGTERY EXDOY T TOUC AmAUTOUY amoUAXEUoT) XL YELEL-
OU6 TEGOGPWY BETOVY avd x6pfo, o clyxelor ue Toug 800 1| Teewg delxteg avd xépfo
TIOU AMOUTOUVTAL Yol GAAEC DOUEC.

Emniéov, 1 oupd Brodal eivar oupd mpotepoudtnrag ye okl younhn yeovixn mo-
AumhoxdtnTa yewedtepne nepintwone [2]. Eivor 1 mpdtn mopaihoy oweol yio thy
em{teudn aUTOY TV 0plwv Ywelc TEOCEUYY| Ot ATOCBEST) XOGTOUS TWV AELTOLRYLOV.
Av xou €youv xahOTEPU ACUUTTWTIXG OpLaL ATd GAAEG BOPES OUPAS TPOTEQULOTNTIG, €-
tvon, ot Tor Aoytor Tou (Blou Tou Bpodah, “apxetd mepimhoxot’ xou ev e@opuolovio
oTNV TEAET"

Apxetéc BouAelég €youv TROTEIVEL OLPEC TPOTEPAUOTNTAC TOU ETTLY Y AVOUV UPNAEC
OLEXTERUUWTIXES IXAVOTNTES X4t omd LPNAG éhepo. Xto [3] ou Rihani et al. mpote-
tvouv éva oyfua MultiQueue to onolo SiayelpileTtan Ui oeLpd amd 0LEEC TEOTEPAUOTNTOC
cp 6mou To p ebvar 0 apriude TV VNUdTeY Tou cucThdatoc. H allohdynot| touc de-
fyver 6L ) rdlpaxwon tov MultiQueues eivon Toh) xohf) oe cuoTAUATH e Eva socket.
(lot600, 1 onuactoroyio Tng Aertovpyiag Extract-Min eivon yohapr xa 1 evowudtonon
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otov ahyoerduo tou Dijkstra eivon mohOmAoxy.

Apxety| épeuva €yel emlong dieCoaylel we mpog TN yeron TaEdAANAwY 0LUEGOY TEO-
TepandTNTOC Pactopévewy oe skiplist mopd otoug cweoic [4, 5]. H Skip list THPEYEL
OEXETES BUVOTOTNTES YLl TNV eCoywY Y| TOEAAANALONO0, OUWS PE AUENUEVO XOGTOG GTO
UTOTUTOUO UVAUNG X ETOUEVWS YPTOWOTOLELTAL TEPLOTAGLAXY (G OVPE TEOTEQUOTT
Toc.

Téhog, éyouv mpotadel ToAAES 0LEEC TPOTEPULOTNTAS TOU AaBdvouy uTtdy TV Bo-
U7 TNG XEUPYC VAU XL YENOLOTOOVOVTAL GE TEQITTMON UEYSAWY GUVORWY BEQOUEVKY
6].

2.4  TlopoaAAnhomoldvTag TOV AAYORLIUO TOU
Dijkstra

[ vo oyedidoouy TopdAAnies exdéoel; Tou ahyoplduou, ol epeuvnTéc axorouoly
0LO YEVIXEC GTRAUTNYIXEC.

2.4.1 TIloparAinioroinor s&wrepixol Beodyyou

H mpddytn otpatnyws| agopd Ty yoAdewaorn tTng oelptaxhc guone Tou akyoplduou, mo-
paAAnAomolvTog Tov eEwTepd Bedyyo. Auty 1 ey VXY 0dnyel e evahhaxTixolg
ahyoplduouc 6nwe o A — stepping [7] o omolog emtpénet v napdhhnhn e&aywy)
A(OUPOVY omd TNV 0UEY TEOTEQUOTNTAS.

2.4.2 Tlaparinionolnorn scwtepxol Bedyyou

M Srancdntins emAoyn yio Ty Togodinionoinor tou akyoplduou Tou ArdxcTeo etvor
VoL EXUETUANEVTOUUE TOV TORUAANMOUOS OTOV ECWTERIXS BEOY YO YUAUPWVOVTAG OAEC TIG
eCEQYOUEVES AXUES TN XOPUPTIC U, 1) oTtola €€y U o TOV GGE0, TapdAAnAa. Mropolv
VoL YEVOUY 0pLOUEVES TORUTNEACEL OYETIXS UE aUTO TO Oy fua Tapaliniiouov. TodhToy,
1 emiTdyuvon teptopileton amd Tov €GO Bodud TV x0PUPMY, BNA. TNV TUXVOTNTA TOU
yeapruatoc. Eivow cagéc otL av ot xopugéc €youv évay tuxed aptiud YELTOVWDY XAt
Uéoo 6po, ToTE TO MaPGAANAO Tunue Tou ahyopiduou (Yeuuués 10-16) Yo xotovahdver
EVOL PO XAAOU TOU GUVOMXOU YPOVOU EXTEAECTS, XAVOVTUC TO OLUDOYIXO TUAUA
(Yeouur) 8) xuplapyo. H dedtepn napatripnon agopd Tic Toawtdypoves Tpocfdoeic oTny
0UPd TPOTEPALOTNTOC U TI TapdhAniec Asttoupyieg Decrease-Key.

H mpcytn xon udArov agpehiic TeocEYYLoT ToU ETTEENEL TNV TUEUAANALOUS TNE YaoNg
Yahdpwong ebvon 1) yenor evOg xordohxo) XAEWBOUATOS Yol VO XAELDWVOUUE OAOXATPO
TO 6WEO xaTd TN dLdpxela xde Aettoupyloc Decrease-Key. Auté cuviotd éva cuvtr-
ONTXO, AVOPOUERPES CY O CUYYPOVIOHOU OV ETUTEETEL UOVO pla Aettoupyio Decrease-
Key xdle popd xa mpogavng meplopilet tnv tayvtnta. H evoddaxtind, mo aotddoln
Tpocéyyion eivon vo emitpéouue o ToATAES axohoudiec TEOCRACNE OTOV GwWEO VA
exTEAOUVTAL TTaPdAANAAL @ ‘GG0V €youv TEOGBuoT Ot BlaPopeTixd U€pr Tou 6weoL. ITo
CUYXEXQUIEVL, OVTL VO YPNOWOTOLOUUE EVaL XAEIDWUA Yot OAOXATPO TOV OwEO, UTopEl
xavelc Vo ypnolomolfoel Eeyweto Td xAewmuato Yo xdie (edyog yovéa-toudon. Kdie
popd Tou eva ViAo extelel o Aettoupyio Decrease-Key xou amonteiton avtodioryr| xou-
Bou, mEEMEL TEWTA VO ATOXTACEL TO XATIAANAO XAEBWU TOU TEOCTUTEVEL AUTO TO
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ouvyxexpuévo (evyog xOufwy. Me autd tov TeoTo Blac@uhilETon 1) ATOULXOTNTA XL O
alyopriuog umopel va exteheo el TapdAANAa e aopAAELaL.

310 dpdpo [8] ot Avacténovhog et al. Lhomoinoay Ta TpoavoPeEVEVTH Gy RuorTor Xou
ENafay Lo exdva Tng anddooric Toug, xadae aglordynoay yeapnuoata pe 10K xopugpéc
xon 100K ouée. H anddoom tou avBpopepols XAEWmUATog Bev elval amodoTixy, dloTt
elvon €vor cUVTNENTIXG oY YUo xon Bev umopel va ex¥éoel apxeTd TopoAAnions. Emi-
mhéov, To fine-grained »Aeldwua eniong amoTuYydvEL Vo CEMEQACEL TNV GELELONY| AOY W
TWY TOUTOYPOVKY TPoCPdcewy 6Tov owpd. Ta anoteréopata g allohdynorc Toug
Topouctdlovtar oto Lyfua 2.6 e xdde nepintwon mou YENoLUE VoL SLTNENCOUUE TN
ornuactoloyio Tou adyopiduou, Ta vApata elvon oelplomoinuéva, teptopllovtag €Tol Tov
GLVOALXO BLIETUO TOPUAANAIGUO.

1.2

coarse-grained —— fine-grained
1.0

0.8 — -~

0.6

0.4 1

Multithreaded speedup

0.2 1

0.0 T T T T T T T T
2 4 6 8 10 12 14 16

Number of threads

Yyfuo 2.6: Emtdyuvon nopdAAnAony eX000EWY UE YEY|0T) XAELDOUAUTOS.

O Nikas et al. [9] yenowonoinoav Hardware transactional memory xou Bondnuixd
VidarTor yio vor e€arydryouy mapahhnhopo. Autd tar BoninTnd VAUTO EXPORTHMVOUY TIC
TEAEEIC am6 TO %0PLO VAU EXUETUAAEVOUEVOL TNV axOAOUUY LOLOTNTO: Ol YUAUPWOELS
00N YOUV OE UOVOTOVIXE PELOUMEVES TUES YId TIC UTOOTACES TwV xOUPwv Uéypl xdie
amooTao) vou pUdoel oty TEMx| eAdylotn Tyr. H 16éo ebvon dTL Tar mopdAAnAor viuoTa
UTOPOVY VoL YeNOWEDCOLY WS BONUNTING VAUOTA X0 VoL YOAJRWYOLY TOUC YETOVES TRV
%(0UP LY Tou avixouy 6To chvoro Tou Peloxeton oty oupd. To goptio Tou avtioToLyEl
O€ UEPIXES amd auTEC TIg Yohapaoelg Yo agonpeldel amd to x0plo viAua xon Yo emitory Ovel
NV eXTENEON,.
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Kegdiowo 3

Profiling

3.1 Profiling otov aAyodprduo tou Dijkstra

Hpoyuatonotioaue profiling otic Aettovpyiec Tou aiyopiduou tou Dijkstra ue évav
fine-grained tpomo Yo v avoxalUhoupe T ouupoenot Tou akyopituou. Xenowonot-
foaue TNy eviolr) uétenong RDTSCP, 1 onola SwBdlel évay ypovind xatoywenty, yio
v pewooupe to overhead uétpnong xan tar o@dhpata 0Ty oloAOYNOT).

3.1.1 MeOodoroyix

RDTSC

O enegepyaotéc Intel xan AMD Biordétouy €vay xortoywenth Yeovou yio TNV UETen-
oM TV XOXAWY TNG XEVTPXNE LoVAdog eneepyaciog. ZeXVOVTOC UE TOV ENEEERYAOTN
Intel Pentium, ot cuoxeuéc €youv cUUTERLAGBEL EVory AT WENTY| YPOVIGHOU CTUATOY
avd Tuehva 0 omtolog amoUnxeleL TNV TWH TOU UETENTH Yedvou cppay(dac xat o otolog
umopel va dlofactel ye Tig evtorég assembly RDTSC xow RDTSCP.

// measure cycles of function foo
asm volatile ( "RDTSC\n\t"
"mov %khedx, %0\n\t"
"mov %keax, %1\n\t": "=r" (cycles_high), "=r" (cycles_low));

foo(&variable);
asm volatile ( "RDTSC\n\t"
"mov %hedx, %0\n\t"

"mov %heax, %1\n\t": "=r" (cycles_highl), "=r" (cycles_lowl));

start = ( ((uint64_t)cycles_high << 32) | cycles_low );
end = ( ((uint64_t)cycles_highl << 32) | cycles_lowl );

Listing 3.1: Counting cycles with rdtsc

Yy Mota 3.1, mapovoidloupe Tic TpocleTeg EVIOAES assembly mou yenouylomololue
Y10l VoL UETENOOUKE TOV 0pldUd TV XUXA®DY pOAOYLOU TOU YEEIGLETAL YLl VO XOAECOUUE
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wo ouvdptnon. H evtohy RDTSC goptaver tar udhnidtepar 32 bits tou xatoywenth
ypovixic ofuavone otov EDX xan tor 32 bits younivic tne otov EAX. Exteeiton
emlong wla meddn Aoywol OR yuo vor avoxotaoxevaoTel xat vor amoUnxeutel 1 T
TOU XAty weNTYH o W Tomixy| PeToBANTY. Kokolue tnv evtoAy| assembly RDTSC
Yiot VoL BLBECOUUE TOV XOUTAUYWENTH YEOVIOUOU TEty Xohécoude T cuvdptnor foo. Xt
OUVEYELDL, XahOUPE TN cLVETNOT xou SaBdloupe Eavd Tov xatorywenty| ypoviopol (RD-
TSC) vy vor dolpe ool XUXAOL POROYIOU EYOUV TEPEGEL Od THY TEWTY OVAY VWO
Ou 8Y0 petafintee, Start xoun End anodnxebouy Ti¢ TiweS Tou timestamp register otic
avtioTolyeg ypovixéc oTiyuég extéleong Twv eviohwy RDTSC.

Aoyixd o mopamdve xOdXag Eyel VOTUa, 0AAS o TPOcTIadHOOUUE VoL TOV EXTEAEGOU-
ue, Vo umopoUCaUE Vo TEQOUNE GOPUAUOTO XATATUNONG 1) XATOL TEQLEQRY O AMOTEAEGUATAL.
Autéd ouyoivel eneldr dev e€etdoae oplopéva Véuata tou oyetiovial Ue TNV EVIOAN
RDTSC.

e Register Overwriting

o Out-Of-Order Execution

RDTSCP

H evtory RDTSCP etvan o eviohy| assembly 1 omoio SwBdler tautdypova tov ti-
mestamp register xou 1o avayvopotixé e CPU. H tywy tou timestamp register
amodnxevetar otoug xataywentéc EDX xou EAX.H T tou id tng CPU anodnxele-
Ton otov xotaywenth ECX. Autéd mou eivon evblagépov o aut TNy mepintworn etvar 7
“heudo’ oeiptany| wiotnTar Tng RDTSCP. H evtohy RDTSCP mepyuéver péypl vor exte-
AeoTOOV OAEG OL TPONYOUUEVEG EVIOAES TRV OO TNV aveyvwoT) Tou Yetenth. {lotdoo,
Ol EMOUEVES EVTOAEG EVOEYETAL VoL 0ipy (oL Vo exTeloDVTaL TTEw exTeEAEC Tel 1) Bladaoia
avayvewons. Autd onuadver 6T auTh 1 EVIOAA ey yudTon 6Tl 6ha 6o Poloxovton Tédve
amo TNV XAAOT OTOV TNYO XWOXA EXTEAOUVTAL TPV TNV XAToT) TNg (Bl NG EVIOATS.
Aev unogel, wotéco, va eyyuniel 6Tt n CPU dev Ya exteréoel, mptv and tnv xAron
RDTSCP, evtokéc ol ontoleg, otov mnyalo xwoixa, Totodetodvial HETE and TNV xA¥on
¢ hertovpylag RDTSCP. Edv cupfel xdt tétolo, Yo eugaviotel o ubiuvorn otig
UETENOELC oL Tpoxaheltar amd eviolég mou €pyovtan petd to RDTSCP.

BeAtiwuévo benchmarking

//start_timer ()
asm volatile ("CPUID\n\t"

"RDTSC\n\t"

"mov %%edx, %0\n\t"

"mov %%eax, %1\n\t": "=r" (cycles_high), "=r" (cycles_low)::
"hrax", "%rbx", "Y%rcx", "Y%rdx");

function_to_measure();

//stop_timer ()

asm volatile("RDTSCP\n\t"
"mov %%hedx, %0\n\t"

14
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"mov %heax, %1\n\t"
"CPUID\n\t": "=r" (cycles_highl), "=r" (cycles_lowl)::
“%rax", “%I’bX", ”%I‘CX", Il%rdxll);

Listing 3.2: Benchmarking-RDTSCP & CPUID

Ytov mapamdve xwdwa, 1 tenTn xAhon CPUID egapuolet éva eunddio yio var amopeu-
YOel 1 extéleon TV eVIOAGY v xou xdte and v eviod) RDTSC. Ilapdha autd,
auTY| 1) xhfjom ey emneedlel TN u€TenoT, dedouévou 6Tt exteAeltan T and Ty RDTSC
(Onh. Ipwy Vv avdyvwon tou xoatoywent yeoviopot). To mpdto RDTSC Siofdlel
TOTE TOV XUTUYWENTH YEOVICUOU ot 1) TWT| amodnxedetar oTn UvAuY. TN CUVEYEL,
exteheltan 0 xOOag mou Yéhoupe va yetpriooude. Edv o xmdwoag eivon uio xAfon o
utar ouvdpeTnoT, cuvio tdton Vo onAwdel w¢ inline Mote vo uny undpyel emPBdouvon oTny
XAOT TNG CUVERTNOTC.

H evtory RDTSCP SwBdlel yia detepn @opd Tov timestamp register xou yyudto
OTL OAOXANEOVETAL 1) EXTEAECT] TOU GUVOAOU TOU XMOOLXA TOU VENOUUE VO UETRTOOUYE.
Ou 800 evtokéc 'mov’ mou extelolvIal amoUnxelouy TIC TYWES Twv edx o eax o1
uvAun. Ko ot 800 evtokéc eyyuvoiviar e Yo extereatoly petd to RDTSC (6na.
Aev ennpedlouv v uétenom), xodwe utdpyet Aoy eZdptnon uetadd tou RDTSCP
X0l TV XATOYWENTOV edX %ot eax.

Téhog, wa xhfon CPUID eyyudton 6Tt éva eunddlo eqopudleton avd €ToL WOTE
vo ebvar addvato v exteheoTel omoladrtote eviohr) uetd andé to CPUID. Me oauty
™ uédodo amopelyouue vo xorécouue pa eviohry CPUID petoll twv xotoywentoy
YEOVIOUOU.

Profiling Twv Asttovpyiov

Xenowonotoope Ti¢ ued6d0UC cLYXELTIXNC ALOAOYNONC TOU TAUPOUGCLAG TNXAY ToEO-
TAVE YLOL VOU XAUTOYPAPOUPE T1) CUUTERLPORE TV BLUPORETIXWY AEITOURYLHOY TOU ahYO-
clduou Dijkstra.
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Algorithm 3 : Profiling Dijkstra’s algorithm

Require: Graph G(V, E), Source vertex S
Ensure: Predecessors array previous

Shortest distance array d
1: for all v € V[G] do

2. dv] + +o0

3:  previous[v| < undefined

4: d[s] < 0 / Initialization

5: S < empty set

6: QQ < s

7: while @) is not empty do

8:  start_timer()

9:  u < Extract-Min(Q) / Extract-Min
10:  stop_timer()

11: S« Su{u}

12:  for all edge (u,v) outgoing from u do
13: if v ¢ S then

14: sum <— d[u] + w(u,v)

15: if v ¢ @ then

16: start _timer()

17: Insert(Q,v,sum)

18: stop_timer()

19: else
20: start _timer()
21: if sum < d[v] then / Update
22: start _timer|()

23: u < DecreaseKey(Q,v,sum)
24: stop _timer|()

25: d[v] + dJu] + w(u,v)

26: previous(v] < u

27 stop__timer()

3.1.2 AmnoteAéopata Profiling

Y10 Yyfua 3.1 mapouctdlouue Th BlovouT TwY YEOVWY EXTEAEOTS, OF YRUPTUAUTO UE
10M x6uPouc xan auavouevo oprdud axuov. I'o autd to melpaya yenoyorooaue
Evay amh6 dLBLXG 0wWEO K¢ oupd TpotepudTnTag. H Aettovpyia Update mepthauSdvet
TIc yeopués 18,17,19 tou Adlyopiduou 2. Etvor govepd 6t 1) hettovpyla Update yiveTo
T0 %0pLo UEPOC TN EXTEAEONC XS To YRAUPTUATO YIVOVTOL TUXVOTERX Xl O YPOVOC
EXTENEOTC NG PAoNG apytxoToinong elvon eEAdyLoTog o olyxplor pe tnv Extract-Min.

Ko ot 800 autég Aettoupyleg e€apt@dvTon and TNV oupd TEOTEPAUOTNTAS TOL YENOl-
womoteltar 6Tov oAyopripo. Evag tpdémog yio vo auénooupe Ty amddoon etval va yer-
OLUOTIO|COUUE OURES TPOTEPAULOTNTUS TOU THPEYOLY TOAUTAOXOTNTES YAUUNAO) XOGTOUC
xa Agttoupyolv ue peydha throughputs oe peydho civoha dedouevmY.
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Lo 3.1: Koatavour| tou tococtol) ypdvou extéheons. H hertovpyia Update
XUTUAVUPEVEL TO PEYORDTEQO XOUUATL TOU YEOVOU GE UV, YOUUUOTAL.

3.2 Ovupeg npotepoldTNTAS

TNV ETMCTAUN TV UTOAOYIGTGV, ULo 0Vpd TEOTERUOTNTAS Efvan Evag agpnenuévog TOTog
0edopEVwY 0 omolog elvor ooy Uiot xovovixr] dour| BeBoUEVWY oup®Y 1) oTolBag, ahhd
omou emmAéov xdle oTolyelo ExEL Ulol "TEOTEQUUOTNTA TOU GUVOEETAL UE AUTO. XE OUPd
TEOTEPAUOTNTAS, €Val GTOLYElD e LPmMAN / YOUNAT TeoTEpatoTNTA EEUTNEETELTOL TTELY oo
éva otouyelo ye yaunhh / vpnh mpotepudtnta. Edv 800 otouyeia éyouv v Bl
TEOTEPAUOTNTA, ECUTNEETOUVTOL CUUPWYA UE TN GELRd TOUC GTNY 0URd.

ITohhéc epapuoyéc anoutoly v emelepyalOUAOTE AVTIXEUEVI UE TUEIVOUNUEVIL XAEL-
0Ld, ohAd Oyt amopaitnTor 6 TAYEN TOEWVOUNUEVT GELRA Xou Oyl amaEolTNTA UE TAUTO-
yeoviopo. O ahyopriuoc tou Dijkstra efvon wa egopuoyy| otnv onola yeeloalopacte
UL OUEG TTPOTEPALOTNTAC YL TNV EXTEAECT] TV AEITOURYLOVY TNC.

Mo oupd mpotepondTnTaC TEETEL TOUAAYLOTOV Vo uTooTNeilel Tic axdroudeg Ael-
Toupylec:

e Ewaywyr): mpocleote €va oTolyelo GTNY 0URd UE UL OYETIXY) TEOTEQULOTNTA.

o Agaipeon peyiotou/ehayiotou: agupéon tou otoryeiov To omolo €yet Ty un-
Notepn /yonhotepn TEoTEPUOTN AL

Ye auth) Vv evotnTa Yo avahUGOUUE TIC AELTOUPYIES TELOY BaoX®Y 0LPGY TEO-
TEQUOTNTAS OL OToleg avTamoxpivovTal DLUPORETIXG 0TI ActToupyieg Tou ahyopliuou
Dijkstra xot 9o aglohoyficouue 1 yerion touc. Ot oupéc mpotepondtnTog Tou Yo e€e-
Tao oLV elva 0 d-ary cwpdg, o owpeodg Fibonacci xaun v Skip list.

3.2.1 D-ary cwpog

O D-ary owpdc eivon évo mhfeec D-ary 6évtpo yeudto amd aplotepd mpog to 8e€ld 6o
omolo x&de yovixog xopfoc €yet udmioteen (1 ion Tun) and 6,tL 6ha oL xoufBol-Toudid
[10]. Ot owpol tou céfovtar authv TNV SLdtaln ovoudlovia cweol peyiotou, enewdy o
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x0UPog e TN UéyioTn Ty ebvan 6TNY xopugy| Tou Bévtpou. Avdhoya, o min-heap eivou
EVog owpde, otov omolo xdie yovindg xouBog Eyel younhoteen (r] ion) T ambd OAoug
TOUG amoyY6Voug Tou. Xdpn o€ aUTEG TIC WIOTNTEG, O d-ary 6weog CUUTEQLPERETOL (WG
ovpd mpotepondtTnTac. Mio eldxr| tepintwan tou 8-op owpol (d = 2) elvor 0 Buadixdg
oWEOGS.

O D-ary owpdc dtav yenolonoleitor 6Ny VAOTOINoT TS 0VRAS TEOTEQUOTNTAC
emteénel TayOtepn Aettoupyia uelwong xhewdod oe olyxplon UeE ToV duadixd GwEO
(1)O(logan) v Buadind owed vs (i) O(logkn) gop d-ary cwpde. Ilapdha autd, mpo-
xohel Ty adZnon e mohumhoxoétntoc TN Aettovpyioc Extract-Min oe O(k - logikn)
oe olyxplon e v molvmhoxdtntar O(logen) 6Tav yENoHoTOoLETE dUUBIXOS 0WEOS
oav ovpd mpotepatoTnTaC. Autd emitpénel otov D-ary cwpd va eivar mo amodotixde
o€ alyopriuouc 6Tou ol Aertovpyieg uelnwong mpotepatdTNToC Eivan o GUYVES amd TN
Aewtovpyio Extract-Min. O alyodpruog Dijkstra elvor wa tétolo nepintworn. ‘Otay
enelepyalOUaoTe EVal YRAPNUAL UE M GXUES Xou 1 XOPUYES, 0 akybprduog Tou Dijkstra
yenowomotel éva pv-nean oto onolo mpayUoatonotovvtal 1 Aettovpyiee Extract-Min
xou m Aettoupylec Decrease-Key . Xpnowonowdvtog d-ary owed pe d = m/n, ot ou-
voAol ypdvol yior autolg Toug 800 TOToUC TEALEWY Unopel Vo lcopportndoly uetadd
TOUg, 00NYOVTUS OE €val GUYOMXO Yedvo O(mlog, m).

O D-ary owpdg elvon mo @uuxog yior TNy xpu@y| Uviun o€ oyéon Ue €va duadind
owpd, xon YU oautd To Adyo o d-ary owpdc eivan mo yeryopog oTnv mEdln, oV %ol
n Aertovpyio ExtractMin napouctdler yeyolitepo yewdtepo ypovo extéheone (O(k -
logim)).

Yhoroinoy O d-ary cwpdc uhoroteiton GUVATKC YENOUOTOLOVTIC EVory Tivaxa.
[ %xdde xopPo Tou cweol tou Tomoveteltar ot Véon n, o yovéoug Tou TornoVeTeiton
ot Véon (n— 1)/d xou oL andyovol tou tonodetodvia ot Véoewc d+1, ..., d -k +d.

()
(5) \@

Lyfuo 3.2: 3-ary owpdg xou 1) avamapdoTact) Tou Ue Yenor mivoxa
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Aewtovpryieg

e Extract-Min

H Suaducasta yia tn Srorypapy| Tne pllag amd Tov 66po ok TNV ATOXATICTICT) TOV
WoThTLY ovoudleton heapify-down.
IToAuvnmhoxotnTor O(d - loggn)

e Decrease-Key
H pelwon tou xAedol) evog xoufou mpoyuatonolelton UELOVOVTAC TNV Ty Tou

YAEWBLOY XL OTY) GUVEYELN TROYUUTOTOWWVTAS (Lot Aettoupyia heapify-up.
IToAuvnmhoxotnTar: O(loggn)

e Insert
o va tpociécouye €va oToyelo ot €va owed TEETEL Vo EXTEAEGOUNE Lol AEL-

Toupyia heapify-up.
IToAunhoxotnTar O(logan)
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3.2.2 Y wpeodc Fibonacci

‘Evac owpdg Fibonacci efvor gt GUANOYT amd BEVTEA TOU IXAVOTIOLOUY TNV LOLOTNTA
ehdytotou owpol [1]. To xhewdi evog moudod eivor mévto Yeyohltepo 1 (oo ue o
xhewdl Tou yovéa. Autod onuaivel 0Tt To eAdyLoTo xAEW! ebvon mavTa oTr) pilo EVOC €x
TV 0évipwy. To 6évtpa dev €youv xadoplouévo oyfjuc xon oTny axpaia Tepintwon o
owpoOg Unopel va €yel xde otolyelo ot Leywplotd 6EvTpo. Auti 1 cuehiéio emiTpEnEl
optopéves Aettoupyieg va exteholvton Ye évayv lazy teomo, avafidihoviac T epyaoieg
Y10 UETAYEVEOTEPES AELTOVPYIEC.

min
17 (24) @ @ 3

G @ @ iy G @
) 9) @)

Yyfua 3.3: Toapdderyuo owpod Fibonacci

Aewtovpryieg

e Extract-Min

H herrovpyta Extract-Min mpoypotonoeitan o tpeic gpdoec. Ilpwtov, emhéyou-
ue TN plla mou mepEyEL TO EAdYIGTO GTOLYElD Xou TNV apanpoVue. To mandid tng
Yo yivouv pllec vEwv dévipwv. Av o oprdudc Twv madioy ftay d, yeetdleTo
yeovoc O(d) yio v eneepyaoio GAwv TV VEwv plldv xou Tic mdavég auihoele
xatd d — 1. Emoueveg, o anooBeoueviuevog Ypovog EXTENECTC QUTHE TNG AEL-
toupyiao eivar mathcalO(d) = O(logn).

IToAunhoxotnTor O(logn)

e Decrease-Key

H Aerroupyio Aecpeaoce-Ked da peidoet to xhewdt Tou xéufou xon o nepintwon
Tou 1) WLoTNTA eAaryioTou mapafacTel, o xouPog Vo amoxonel and Tov xoufo-
yovéa.

IToAunhoxotntor O(k)

e Juyywveuon

H ouyy®veuon uvlonoteitoan amhéde ouvdbudlovtog Tic Aloteg Twv pllov 0Evipwy
TV 800 owpetv. Autd unopel vo yivel e GUVEYY YEOVO XoL TO BUVOUIXO OEV
oAAGCEL, 0BNYWVTAC TEAL ot oTadepd Ypovo andofeong.

IToAunAoxotnTor O(1)
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e Insert

H Aertoupyio Insert mporyuatonoteiton SNutovpydvTog Eva VEO 0wpd UE €V GTOL-
YELO %o CLYYWVEDOVTOC TOV UE ToL UTOAOLT BEVTEN. AuTo amantel oTordepd yedvo
X0l TO BUVOULXO AUEAVETOL XTd €Va, ETIEWDY| O aELIUOC TWV BEVTEWY AUEAVETL.
LUVETOC, TO anooPBeUUEVO xOGTOC TAPUUEVEL GTadERO.

IToAumhoxotnTar O(1)

3.2.3 Skip list

H Skip list etvon plor dour| 8edouévwy mou emtpéncet ypryope avalnthoelc o€ o tavo-
unuévn axohouvdia ototyeionv (key-value pairs). H yeriyopn avalftnon emtuyydveton
dltnewvTag Wi cuVOEdEUEVT Lepapyior utaxohovhay, xdlde plo Tpoomepvdel xdmota
ototyela. H Skip list €yel enineda. To xatddrepo eninedo €van pio cuvnhouévn To-
Ewvounuévn Mota. Eva xhewt oto eninedo i epgavileton oto eninedo i + 1 ye xdmota
otadepr) mavotnTa p. Etol, xdde otoyelo tng doprc €xel éva tuyaio Uog Tou o-
VTITEOoWTEVEL ToL Eineda oo omoior eupaviCeton To xAewdl Tou otoyelov. H skiplist
€yel éva PéyioTo Udog xan xdde popd mou éva cTotyelo elodyeTon, Talpvel v Tuy ko
Uhog avdpeoa ot 1 xaw oo Yéyioto Uog g skiplist. To oyfua 3.4 areixovilel éva
Topdoetyuo uiog Skip list.

Mia avalrtnon yu éva otdyo-cToryeio apy(lel and tnv xopugy| Tne AioTog and To
umAdTepo eminedo xan TEoywedeL opllovTia Uyl va Bpedel éva ototyelo yeyaliTepo
1) {oo amé to xAewi Tou oTdyoL-cToLyEloL. AV TO ¥AEWL TOL oToLyEloU Elval (G0 UE QUTO
TOL 0TOY 0V, TOTE 1) AELTOLEYIN ETIGTREPEL EMTUYMOS. ALPOPETIXG, enavahouBdveTal 1)
(B Sradeasior Yo To emduevo mo yaunAd eninedo tng Skip list. O cuvohixde yedvog
extéheonc g Aertovpylag avalhtnong etvan avdhoyog e O(logn).

30 > 00
30 50 00
30 50 70 00
30 — 40 50 — 60 70 80 [ 00

Yyfuor 3.4: Tlopdderypo Skiplist

Aewtovpyieg

e Insert

TrE WWoERTIOV AAYORLTNU (POP GXLT MG TS UGES povOOULATIOV TO BEGLOE TNE NELYNT
0 TNE TOWEP POP TNE VEW EVTEY.

O ahyopriuog eloaywyng yenotwonotel TuyadTnTa Yoo var anogooioel to Uog
Tou 0€VTEOU Tou xovolplou GTolyelou.
IToAunhoxotnTar O(logn)
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e Decrease-Key

[ vo mparypotonotioouue €va Decrease-Key diaypdgoupe to otolyelo xan to
ELOGYOUNE €X VEOU UE XOUVOURLA TROTEQULOTNTAL.
IToArurhoxotn T O(logn)

o Extract-min
H e€ayoyn ehaylotou mpaypatonoleiton diorypdpovTog Tov TpeTo TipYo, o onoiog

olatneet To eNdytoTto oTolyelo.
IToAurhoxotnTa: O(1)

Bl insert [ extract [ update
100 A
o mmm 0N
2
&)
= 60 A
.S
3 40 -
20 +
2-heap  3-heap  4-heap fibonacci skiplist
(o) Tpdypoc 10Mx50M
B insert [ extract [ update
B EEREN
8 80
Q
&
= 60
.S
3 40 A
20

2-heap  3-heap  4-heap fibonacci skiplist
(B") Tpdypoc 10Mx500M

Lyfuo 3.5: Katavour tou ypdvou extéreong xdlde Aettovpyiag tou ahyopliuou tou
Dijkstra yio xde ovpd TpotepadTNTOG.

Y10 oyfua 3.5 mapouctdloule T SLOUT| TwV YROVWY EXTEAECTC VLo XAUE AEITOVE-
yio xou xde oupd mpotepandTNTUC, 08 2 Yedgoug ue 10M xouBoug xa 50M & 500M
opéc. ‘Oocov agopd toug 2,3,4 - ary cwpolc, TapaTneoUue TUpOUOL GUUTERLPORS. OE
x&e ypdpnuo. XNy mepinTtewon Tou oweol Fibonacci, 1 Aertoupyla Extract-Min etvou
O DUTAVNPT] OE OYEOT] UE TIC UTOAOLTIEG OLEES TEOTEPALOTNTAG, YEYOVOS OUWS TO 0Ttolo
avapévape. ‘Ocov agopd tn Skip list, mapdtt T0 x60T0¢ TNg Acttoupylog Extract-Min
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elvon uxpdTERO Ot OYEom Ue TI¢ uTdAolneg, ol Acttoupyieg Insert xou Update (Tou amo-
teheltan and eva Decrease-Key xan pio Xoc)\dcpo)on) emfBdrhouy agtoonueinto overhead.
‘Ocov agopd tov Tuxvo Yedgo mtou anoteheltar amd H500M e, DUMGTOVOUNE
otL 1 Aertovpyia Update diatnpel to ueyahitepo pépog Tou Ypovou eXTEAECTC xou OTL
o avtixtunog xdlde oupdc mpotepaudTNTC Efval aEXeTd Uxed. Autéd cuuPolvel axoua
xan oTny TEpinTwon owpeol tou Fibonacci, onou 1 toAumhoxdtnta Tou Decrease-Key
elvon otadepr]. Adyw autod Tou ouumepdouatog, Yo cupmeptAdBoude TN Asttoupyia
Decrease-Key oto profiling xou 9o npoonadfjcouye var avoxoahOPoupE 10 ToryorTind
bottleneck tou ahyoplduou to onolo eivon xpuppévo otny Acttoupyio Update.

3.3 Extetauévo Profiling

Y10 oyfua 3.6 TopouctdloupE TN BLOVOUT] TWY YEOVWY EXTENECNC, OE YEAUPTINTA |UE
10M x6uBoug xan auavouevo aptiud axpoy. H Aertovpyia Update mepthaufdver tig
yveouuée 18,19 tou Alg. 2 e€anpoupévne tne yeauunc 17, dmiady) tng Actoupyiog
Decrease-Key. Eivaw mpogaveg 6t og auty| v nepintwon, 1 Acttoupyio Update yw-
olc to Decrease-Key, xotohouBdvel T0 UEYUAVTERO UEQOS TNG EXTENEONG XAUOS TA
YeupAuaTo YivovTon TUXVOTEQU XoL O YPOVOG exTéREoTg Tng Acttoupyiog Insert efvou
ENAYIOTOC OE OYEDT) UE TIC UTONOLTES.

120 - Extract-min I Update I DecrKey

~ 100 A

Q

D]

g 80-

SR A RNRRRRRRRRRRN]

T [

N

3 |

S 407 8 BEEE

>

& SERRRRENR
L
O T T T T T T T T T T T T T T T T

O N0 N0 D QA0 N \QQ ,LQQ ,500 AN 5QQ PANENN %QQ

Number of edges (M)

Yyfua 3.6: Katoavour|) twv ypdvewy extereong.

‘Onwe gafveton 610 oyfua 3.6, ol Aertovpyieg Extract-Min xou Decrease-Key enn-
eedlouy To Ypovo extéleone Ayotepo and to Update, xodog ta ypaphuota yivovton
mo tuxvd. H Aettoupylo Update anotehelton and técoepic hettovpyle avdyvmorng mou
TEoXOTTOLY Yo Xx&de ooeur| TG E€AYOUEVNC XOPUPTC.

O téooepic Véoelg pviung mou mpénet va dlofoaotoly elvan: 1 anéotaor d appad
oTg VEoEIC U XL U, TO X6GTOG TNE oxne w(u,v) xou o mivoxog previous otn Véom
v . H avdyvworn tou distance xon tou previous mivaxa, tou onofou to uéyedog elvou
(oo pe tov opriud v xopuedv (10M), oe tuyaia Véon v, mpoxael mpdoPuon oe
Tuyodo VEom uvAuNG Ue amotéheoyo actoyiec otny cache. Me dhha Adyto, dev uTdpyEt
temporal locality uetad tov dedouévmy Tou YeeldlovToL Yio VoL YoUhUpOCOoLY TIC UXUES
TOU U. MTOL TUXVE YRUPAUATA, TO QUVOUEVO auTO elvol To €vTovo, xomg o opriudg
TWV AUV oVl xopugy| eivon peydhog. Kadng ol un xavovixég npoofdoeic ot uviun
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Kegdhowo 3 Profiling

oLEAVOVTOL X TO GUOVORO BEGOUEVMVY BEV YWEUEL GTA YUUNAOTERY ETUTEDN TNG Lepapyfog
NG XEUPYIC UVAUNS, 1) ATOBOOT] YELPOTEREUEL OAO XL TTEPLOGOTEQO.
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Kegdhawo 4

Prefetching

Ye autd 10 xePdAoo Vo avahOoOUUE TOV TEOTO PE Tov omofo umopel Vo eQoapuooTel
prefetching otov ahydpripo tou Dijkstra xow Yo mapovoidoouue Vo oy fuato Tou Yer-
owornoloLy software prefetching yio vo avtiyetwnicouy Tic un xavovixéc mpocBdoeic

OTN PVALN.

4.1  Mmnyavicuol Prefetching

To prefetching etvor €vac unyavioudc yia Ty UeTopopd Bedopévey o uPnAdTEpa EinE-
oo oTNV Lepapyior uvAuNg Teog avouovh Yo perhovt yerion. To mpegetenvy unopet
vou Yiver pe yefiomn UAxoU, Aoylouixol 1 o€ cuvduaoud xon twv dvo. To prefetching
AOYLOULXOU EAEYYETOL GUECH OO TO TEOYQUUUA 1} TOV UETUYAOTTIOTH XU (S EX TOUTOU
ebvon eu B0V Toug VoL EXdIBOLY TIC XUTIAANAES EVTOAEG TIPEPETCTVY TNV XATUAANAT OTLY-
un. To prefetching vAixod elvon 1 evodhotind| Tteplntwon), émou évag eAeyx TG UMD
OnutovpYel TACELS TEEPETCNIVY oo TANEOQOopieg Tou umopel var AdBet xatd Tn) didpxeLa
eEXTEAEOTC (n.x. oLV uvoT UVAUNG ot Ao ToYIES UVANG cache). T'evixd, ot prefetchers
AOYIOUIXOU YENOWOTO0V TANEOPORIES OL OTIOlEC TIOPEYOVTOL ATtO TN UETOYAWDTTION Kol
To profiling, eve ou prefetchers vAxoU yernowonoolv TAnpogoplec ypdvou extéle-
ong. Kou o 800 €youv tar TAEOVEXTAUATS TOUG Xt ot Tal BUO UTOPOLY Vo elvar TOAD
amotelecpoTixd [11].

4.1.1 Prefetching Aoyiocuixod

To prefetching Aoyilopixol Topéyel BIEUXONDOVOELS Y10l TOV TROYROUUATIO T / UETAY AW T-
TIO T WOoTe va unopet va eloaydyel pntd prefetch evtodéc 6mote exetvog emupet. Autod
umopel vau yivel elte cupmeptlopfBdvovTag uiar EVIOAT) pOpTwOoTNG OE €Vl GUVOAO EVIOAGY
UXEOETEEEQYATTAOVY 1| UEGEK OPIGUEVMY XOUTOYWENTWY TOU UTOROVLY VoL Blaop@pe ol
X0l VoL TROYRoUHATIo TOUY omd To Aoylouxd. H teyvuer prefetching Aoylouxol uno-
eel va yiver eite anevdeiog and tov mpoypoupatioTh (T.y. otov xwhdxa C) A and tov
UETOYAWTTIOTY 011 @don Pedtiotomoinong, xaddg xot oTov TEAXO XWOWXO CUVIQUO-

AoYMoTC.

EvtoAéc Prefetching

H emhoyr tng tomodeoio wag evtohrg prefetch oe oycon ye tig avtioToyeg eviokég 1)
ebvon yvwoth wg prefetch scheduling. Ilapdého mou to prefetching hoyiopxoO propet
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VO YPYOWOTIOLACEL TEPLOGOTEREC TANEOPOPiEC amd Tov peTapeao Ty Yo To scheduling
oo hardware teyvixeg, 0ev elvon eQuxtd YepXeg Qopeg var tparydatortondoly axptBeic
meoPAédec. Enedn o ypovog extéheong uetall prefetching xou twv avtictoywy evto-
AV eVOEYETOL VL BLapEpouy To (Blo cuufaivel xau Ye TNy xaduc TépnoT avTaTOXELOT TNG
uviunc. Edv n eviohr gpdptwong mpayuatonotniel ToAd vewplc, 1 Teocwmev Wy uro-
el var avTixatao THoEL To umhox yia éva véo prefetched block. Ta éyxoupa prefetches
eVOEYETAL ETIONC VoL AVTIXATAO THOOUY Tt BESOUEVDL TToL e&oxohovlel va yenoluoTotel 1
CPU, xou awtd Yo mpoxareoel opdiuo mou dev Yo ouveBave ywplg to prefetching, to
omnolo ovoudletar cache pollution.

Eotndlovtac otic evtohée prefetching, ov eviohéc autéc umopolv va ewcaydolv
Ue To Yépl opéowe mev amd TIc xAfoelc Aettovpyiag, €tol wote v emiteuydel éva
mhfpeg prefetching xon va Befonwydolue 6T ebvon drardéoueg otny cache mowv apyicouvy
va exteholvTan.  Autd umopel v elvar TOA) WEENUO Yo XOX0UE TOU €YUV TdEA
Tohhéc xhfoelc Aettoupyiog X xhNoeig mpog eCwtepés Bihiodrxes.  Puowxd, autod
amoutel €vor ex Twv TpoTtépwy profiling tng aitnong, xon avoryvielon e dievuvong xou
Tou peyédoug Twv blocks xaig X TWY BLUPORETIXOY AEtToLEYIOY. ATd TNV dAAN
TAEUEE, YENOWOTOWVTAS ENTd Tig evToAeg fetch evdeyetan enlong va emipepouy wdmola
performance penalties eneid] To yey€oug Tou x@OLxa ALEAVETAUL UE TNV TEOC VXN TV
oonytewv prefetch. o autd 10 Adyo, elvan onpoavtind va Bertiotoroiniel ) 9€on xa to
uéyedog Towv eviohwy prefetch €tol dote va Befonwiodue ot emruyydveton n BérTio
anédoan [21].

Irregular access patterns

To software prefetching amotelel pla Seheac T TEOTAUON Yior T TUEETUTO TEOTUTL
TpooPaong dedousvey. H 1o€a elvar 6TL 0 mpoypoupatio g yenotuonolel dour| dedo-
UEVWV xal AAYORLIUIXES YVOOELS VLo VO ELOXYAYEL EVIOAEC GTO TROYQEOUMA UE OXOTO
VoL PEPEL VWRIC TOL AT TOUUEVOL BEQOUEVY, BEATIOVOVTUS £TOL TNV AMOOOCT| UE ETUXAAU-
TToPEVES TPOoBAcELS ot uviun. 2to [12] o prefetching code dnuroupyeitar autoduaT
om6 Tov compiler avti and TNV elooy WY UE PN auToUaTo TEOTo. AvETTUCay €vay VEO
alyoprduo yio TNV autouatonolnoy Tng ewoaywyng software prefetching yio cuueocec
TEOGPACELS GTY) UVAUT).

YuvoiCovtag, to software prefetching Sivel 6Toug TpoyEoUPATIOTES TOV EAEY YO XOU
v eveM&lo, xon emTEENEL TN oOVUETH avdAUGT) XL T1) HOPYOTOINCT) TWYV EPUPUOYDY.
Eniong, 8ev anatodv onuovtixéc tpomonotioelc Uhxo0. AN amd Ty GAAn Thevupd,
oev ebvar oAU ebxoho va exteréoelc €yxonpa prefetches. I't dutd amouteiton extevég
profiling ex twv npotépwy.

4.2 System Prefetchers

e auTh TN dimAouaTixy epyaota yenotwonowjoaue Evay Intel Broadwell-EP, tou orno-
fou Ta yapoxtneloTnd teptypdgpovion oto Kegpdhato 5. Trndpyouv 2 hardware prefe-
tchers mou oyetilovtar pe v Al Sota cagne (eniong yvwotol wg DCU) xau 2 pre-
fetchers mou oyetiCovtan ye v A2 coacne. Tmdpyer évagc Model Specific Register
(MSR) oe xdie muprva pe devduvon 0x1A4 mou unopel va yenotponomiel v tov
éheyyo autwyv Tov 4 prefetchers. Ta bits 0-3 o€ auTtéV TOV MOTAYWENTY UTOEOLUY VA
YENOWOTONUOUY YL VO EVEQYOTIOLACOUY 1] Vo UTEVERYOTOLACOUY auTOUG Toug prefe-
tchers. Xtov mapaxdte mivoxa, topouctdloude Toug ev Aoyw hardware prefetchers.
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Prefetcher Description

Fetches additional lines of code or
data into the L2 cache

Fetches the cache line that co-
L2 adjacent cache line prefetcher | mprises a cache line pair (128 by-
tes)

Fetches the next cache line into
L1-D cache

Uses sequential load history (ba-
sed on Instruction Pointer of pre-
vious loads) to determine whether
to prefetch additional lines

L2 hardware prefetcher

DCU prefetcher

DCU IP prefetcher

4.2.1 Ernidpaon octnv andédoon

Ou hardware prefetchers tou Intel-Broadwell arotuyydvouv va ¢opt)couy 10 6woTd
XOUUATL OEBOUEVWV GE N xaVoVIXEC TeooBdoelg oTn uvAun. O ev Aoyw enelepyaoThg
xoL TOAAG amd Tor olyypova cuoTAuata Oev mopeyouv prefetchers yuo vor avtyetw-
mloouy TIC un xavovixég tpoofdoelc ot uviun. Xty Ewdva 4.1 napousidloupe Ty
emtevyeioa emtdyuvorn otny nepintwon mou ol hardware prefetchers eivou evepyo-
TounuévoL o€ cOYXpELoT PE TNV TEPITTwoN Tou elvon amevepyomonuévol. Aaudvovrtog
unodn yeaprato otny mepoy Twv 40M-500M, mopatneolue por TTHoT TG anddo-
ong, xotd nepinov 5% xatd péoo 6po. Iopatnpolue 6t o prefetchers dev odnyolv
oe ad&nom Tng amédoong o autdy Tov ahyoprduo o omolog yopuxtneiletar améd un
AAVOVIXES TTIPOCPBACELC OTN) UVAUT. XE auTH TN Otmhwuatixt| epyaota, Yo eQupudcouue
software prefetching yio vo emitayOvoupe tétoleg TEOGBAcES 0TN Uvrun A€LOTOLOVTOG
TAL YOEUXTNELO TIXA TOU ahyopiluou.

1.2 1

Speedup(%)

0.2 - prefetchers-on

0.0 T T T T T T T T T T T T T T T T
OO 0 N0 N QA0 ® \QQ ’),QQ ,,JQQ A\ 5QQ 600 ,\QQ %QQ

Number of edges (M)

Yo 4.1: H enldpoon twv hardware prefetchers otnv anédoon tou aiyopiduou.
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4.3 Xpron prefetching ctov aAydprduo tou Dijk-
stra

O otoyoc pag etvar va amoxpldoude TNV xoduoTépnor eLUTTNEETNONG TOV UTHOEMY
oTNV UV Tou Tpogpyovton and TNy Acttoupyio Trdote Tou akyoplduou tou Dijkstra.
To prefetching tou cwotol TUAUUTOC dedOPEVELY GTneileTon otV TEOBAedN Tng emi-
xeluevng xopuPng eAdLoTOU XAEWDOL u. XENOWOTOLOVTIS TS TANEOPORIEC Tou elvon
omoUNUEVUEVEC GTNY OURE TPOTEQULOTNTAS, E(UACTE O VEGT Vo XAVOUUE [iol aELOTLO TN
TEOPBAEdN yior TNV ENOUEVT €Y OUEVT XORUPT).

4.3.1 TIedéBAedn tng enduevng eEayoUuevng X0pLYNg

H ewaocio pog etvan 611 yepind and ta xopugota eEAdyloTa oToLyelo TG ovpds TEOTE-
panoTNTaC pmopel va elvon 1) emduevr e€ayouevn xopupr. To xouudtt Twv dedouévmv
70 0Ttolo VENOUUE VO POPTOGOUUE O UVAUN €lvan oL YETOVES TNG EAGYLOTNG XOPUPTC
NG VPGS TEOTEQAOTNTAS UETA TN Acttoupyla Extract-Min tng tp€youocag gdone tou
alyoplduou aAld mewv amd v Aettovpyio Update. H ewaoio pag elvon ot umdpyet
ueydhn mdavdTnta oL n -ton xopuéc 6mou n < 10 Yo e&dydodv ot cuvéyela (UeTd
v Teéyovon Extract-Min Aertoupyla). Xto oyfua 4.5 napoustdloude To T0GOGTO
owoTwV TEoPAEYEwY Yo n = 1,2,3,4. Ozwpolue 6Tt wa TpoBiedn eivon owoty av
70 © — 05t ToT cTolyElo Eyel oy Vel YeTd amd To TOAL ¢ emavokribelc Tou ahyoplduou.
Hopotneolue 6Tt otny mepintwon n = 1 ol tpofAédelg elvar oyeddv téheeg. Xpnot-
womotwvtag to n = 1, n mavétnTa v yenowonomndoldy to dedouéva, ta onola Yo
xdvoupe prefetch, etvar okl upnioTeen.

100 1
80
60
40

¢

P e o o e e e o e e e e e e e e o

Correct Predictions (%)

0 T T T T T T T T T T T T T T T T

O 0 QN0 P A0 P \QQ ,LQQ %QQ chQ ‘JQQ QQQ,\QQ %QQ
Number of edges (M)

Yo 4.2: Tlocootéd 6wotmv TpofAédewy Tou enduevou e€ayOUEVOU EALYLOTOU
oTouyelou-xoufou.

4.3.2 Idavixd prefetching

‘Onwe avagépetar oto Kepdhato 2, 1 pla Tou duadixol owpot etvar 1 ehdytotn xopupi-
xhedl xan Yo ebvon o emopevog e€arywuevoc x6ufog tou alyopituou. Mo medtn Teo-
oéyyion Yo ATay Vo QORTOCOUUE OTN VAU TOUg YElToveg TG eCayOUEVNS XORUPTIC
Ayo mewv mparypatonomndoly ol xutdhhnheg yarapwoeg. Me autdv tov tpdmo, ToL Oe-
dopéva mou Yo amoutndoly and tn Aertoupyion Update, Yo €youv uetagpeplel eyxalpwe
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otnv Lepopyion TS xELPHC uvAung. Xto oyfue 4.3, Tapouctdlouuse Toug YeOVouC &-
xteheong twv Aettovpywwy Update xan Extract-Min xaw enlong tov cuvolixd ypdvo
exTtéheomg. XT0 oy 4.4, OelyVoupE TO TOCOOTO UEOTS TWV ACTOYIWY UVAUNG TNG
Aertovpylag Trdote. Hapatneolue 6Tl 1) TEY VXY TEEPETCNVY UELOVEL TIC Ao TOY(EC TNG
L2 cache xa tng L3 cache xotd nepiocdtepo and 75 %. Auth n yelwon pog mpotdedlet
OTL TO TEEPETCNIVY UTopel Vo BEATIOOEL oNuavTIXd TNV amddocT) Tou oAyopiluou yoc.
Y1ov Alyoprduo 4 tapouctdlouE TOV XMOXO Yol QUTAY TNV TEYVIXT.

Algorithm 4 : Optimal prefetching

while () is not empty do
min < Extract-Min(Q)
for all neighbors of min do
prefetch neighbors' data
for all edge (u,v) outgoing from u do
relaxation phase

100 1
S » |-
S > —
= »X
3 80 - W
2
g
2 60 1
Q
<
Q
B 40 A
g L1 - L2 -6 L3
2 20
=
(]
[
0 T T T T T
100 300 500 700 800

Number of edges (M)

Yo 4.3: Xpdvog extéheone ue yerion wavixol prefetching.
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Yo 4.4: Actoyiec cache ye yprion wavixol prefetching.
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4.4 Prefetching-Helper-Thread

Apyxd, uhomoioope éva anhé oyfuo Prefetching-Helper-Thread (PHT) napéuoto pe
0 oyfua [13].

MeYodohoyia

To oyfua mou mpotetvoupe anotereiton and n + 1 vAuata. To mpwto extelel cuve-
YOS Tov akybprduo (x0pto) xou tar dhho o AettoupYoUV TapdAANAG UE TO XUELo VAU
XL XAVOLY TEEPETCY OEDOUEVA OTNV XOWOYENO TN TEOCWEWVE UvAUY, Pondovtac To
%x0plo VAP Vo OmOQUYEL TUYOV UMOAEIES OO ENEPYOUEVES UT XUVOVIXES TPOGBACELS
ot uvAun. Mo onuoavTtix emAOYT Yo auTO To OO apoed TNV ETAOYY TV YEL-
TovwY Tou Yo yivouy prefetch and to Bondntnd vAuara.

1o cuYXEXEWEVA, OTNY EQUPUOYY| UG TO X0PLO VU QY LXOTIOLEL OAES TIC OTUolES
TOU OMOUTOUVTOL YLOL CUYYQPOVICUO TeV 000 VNUATWY Xol TWV dou®y dedouévey @, d
xau previous. Katd tn owdpxeio xdde yipou tou akyoplduou to xlplo viuo elvou
uredduvo yia TNV ExTEREST) Tou aAyopituou eve To fondnTind viuata xdvouv prefetch
T 6edopéva mou Va amoutnloly xatd Tov enduevo yUpo. To xdpo viApa e€dyel Ty
ENGYIOTN HOPUPT|, EVE TOL UTOAOLTOL VAKTA TEQUEVOUV €B0TIONGN Yia Vo EEXVCOLY
vo. xdvouyv prefetch. Metd tn Aettovpyla Extract-Min, to xOpto viuo onuatodotel
o BoniInTnd viuota MoTE Vo BBdcoLY TIC 1 TOT EAGYLOTES XOPUPES OO TNV 0L
TEOTEQUOTNTAS Xou VoL oy {Gouy va xdvouyv prefetch Toug yeltovég Toug. Xtn ouvéyel,
T0 VLo ViU Eextvd TN AetToupYla EVIUERWOTS, 1) OAOXAHIEWOT) TNG OOl DLUXOTTEL Tol
umohoima vipota. Aut 1 dtadiasta cuveyileton 660 1 Q) dev elvon xevi|. Emiéyovtoc
n =1, n miavotnTa va yenowonotnoly ta dedopeva o onota xdvouue prefetch etvou

OEXETA LPNAT).

4.4.1 3uvToviouog

O cuVTOVIOUOC TV YNUATKOY ETUTUYYAVETOL YENOWOTOWWVTAS U0 onuaiec cuYyEOoVL-
ouol. To éva ebvar amapaitnTo yioo vao onuatodothoel To BoninTtnd vApata KHote va
opyloouv va xdvouv prefetch xon to 6edtepo yior var Tar Stoxdpouy. Btoug akyopiduoug
5 xat 6 TopouctdlOUUE AETTOUERMS TOV XMOWA Yia TNV TepinTtwon n = 1.

Y10 Myfua 4.2 mopouctdlouvde TNV €mTAYLYOT Tou emiTUYydveTar and to PHT
oty yevviolvton n Bondntixd viuota. Eivar tpogavég 6t otny nepintwon étou n = 1
EMTUYYAVOUUE TIC UPNAGTEPES emtarydvoelc. Emmiéov, undpyouv mepintioelg, Omeme
n = 4, 6nou mapatneovue emBpdduvor. ‘Otav to Bonintixd viAua xdver prefetch
0edOpEVAL TTOL Yot YEELCTOUY GTO HoXEVO UENAOV, 1) Lepapyiol TNG xEUPNG UVAUNG TEoYEL
cache pollution xou oe oplouévec mepintdoelc Unopel va avTxataotadoly onuavTixd
blocks dedoyevwy. Bdoel autol, n emhoyq n = 1 ebvan n xaddtepn.

To PHT oyfua ndoyer amd Eva yeydro petovextnuo: Oev eluacte oe Véom va &-
TAEEOUUE TTOU VoL XAVOUUE TREPETSY Tor dedopéva. Autéd cuyfaivel 86Tt To BoninTind
VAUO XEVEL TREPETET) ToL BEBOUEVL GTNY XELPT] UVAUT TTIOL UotpdleTon PE TO x0pLo VL.
'Etot, 10 oyfua PHT eloptdton amd tnv apyiteXTOVIX) TOU GUCTHUOTOS XOL G TEQE-
fron evediloc. Me Bdorn autd to xivnteo, mpotévouue to Prefetch-Process-Thread-
Alternation oyrua, o onoio Baciletar oto PHT odhd umepvind awtd to petovéxtnua.
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Kegdrono 4
2.00
175 - PHT-1 —4— 3
—-— 2 —>— 4
1.50
a, 1.25 4
=
g
v 0.75
0.50
0.25 4
0.00 T T T T
A\0 BN ,,JQQ ,\QQ
Number of edges (M)

Yyfuo 4.5: Emtdyuvon e yerion PHT 6tav yevwiodvton n < 4 Bondnuxd vAporta

E= Idle time A Interrupted Prefetching

Extract-Min - Update |:| Prefetching
Time

>

Thread 1 _

Thread 2 S

round i round i+1

Yyfuo 4.6: Moo extéreong tou PHT oyruatog

Algorithm 5 : Main Thread code for PHT scheme

Initialize @, d, previous
prefetch < 0
interrupt <— 0
while () is not empty do
u <+ Extract-Min(Q)
prefetch < 1
for all edge (u,v) outgoing from u do
relaxation phase
interrupt < 1

Algorithm 6 : Helper Thread code for PHT scheme

while () is not empty do
while(pre fetch=0);
prefetch <0
min < ReadMin(Q)
for all neighbors of min and while interrupt=0 do

prefetch neighbors’ data
while(interrupt=0);
interrupt <— 0
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4.5 Prefetch-Process-Thread-Alternation

Ye auté T0 oY fua Tapouatdlouye éva o e€eAlyuévo oyua Tou ovoudleton Prefetch-
Process-Thread-Alternation (PPTA). Ilooxetton yior évor oyfjua e 2 vAporTor to omoto
yenowomololyv software prefetching. Xtnv npaypoatixdtnta, tpoctodolue va xeudou-
ue TV xaduc TEENON UVANG YENOYOTOLOVTAS 000 SLUPORETINES PACELS Yo XGUE VAU
e CUYXEION UE TOV 0EYXO AAYORLIUO, AVOUEVOUUE OTUXVTIXT HELWOT) TV A TOYLOY
NG ®EUPNG UvAuNg, ta omola druoupyRinxay and tn Aettovpyla Update, ye anotéie-
oua ) Bertinon tng anddoong.

4.5.1 Medosoroyia

Yy vhoroinoy| yag, éva amd ta 800 vApata apyilel ue TNV TEoeTowasin GAWY TKV
OTUOLMY TOU ATAUTOUVTOL YL TO GUYYPOVIOUO Xl TV BLO VNUATOY XoL TGV OOUGY
oedopévwy @, d xau previous. To oyfua yog anoterelton amd 6Vo @doec o xdie
yYUpo Tou aiyopiluou: T @don prefetch xou @don extéheone Tou alyopliduou. Eva
omo Tor viarta efvon uteduvo yia TV extéheon Tou ahyoplduou, evd to prefetch viua
popTeVEL Tar dedoueva ou Yo amoutriody xatd tov emduevo yupo. Ewdwodtepw, To
Vo mou extelel Tov ahyoprduo e€dyEL TNV EAGYIOTY) XOPUPT] EVEK TO TEEPETCT VAU
Tepével orjua yioe va Lexwvioet o prefetching. Metd ) Aertovpyia Extract-Min, to
viua extéleong ewomotel To prefetch viAua yio v SwoBdoetl To véo eAdyioTo xAewdt Tng
OURAC TPOTEPALOTNTAUC XAl VoL 0EY(OEL VO PEOVEL GTNY TEOCWEIVY| UVAUY TO XATIAANAO
o0Ovolo Bedouévwy. LTn cuvéyewd, To VAU extéheong Eexwvd Tn hettoupyio Update, 1)
oloxMjpwor| T omolug oNuaTodoTel To TENOG Tou YUPOL xou evuepwvel To prefetch
VAU OOTE VoL oTopaThoEL T Agttoupyio Tou. ‘Onwg gatveton oto oyfua 4.7, otny apyn
ToU YUpou ¢ + 1, tar 800 vAuaTo ahhdlouy pOAOUC, YOl VO EXHETUAAEUTOUY TO YEYOVOC
6Tt to prefetch viua €pepe oty xpUER uvAun To Bedouéva Tou yeewdlovTon Yo TNV
emuxelpevn Update Aettovpylor .

Aut 1 Swdacio cuveyiletan evolloxTixd 660 To ) v eivon dodeto. Tmdpyouv
000 TEPINTWOELS TOU TEETEL VoL EEETACOUUE OYETIXG e T pdon prefetch. Autéc amer-
xoviCovtan oty exdva 4.7. Xtoug YOpoug @ xat i + 1, To VAU 2 €YEL 0OAOXANEOOEL TN
@don prefetch mowv to vAua 1 ohoxAnpwoet tn Aettoupyior Update. Avtideta, xotd
OLEEXELXL TOL XUXAOU 4+ 2, TO VA 2 BLaXOTTETAL XAUTE TN OLIEXELN TN TEEPETST QPACTC
xou Eexvd T Aettovpyio Extract-Min ywplg va €yel mponyouuévwe @opt®oel oAOXAT-
PO TO GUYORO TWV BEBOPEVKY TOU EIVAL AmAPOlTNTA Yiar TN Pdon Yohdpwons. Autd To
eldog dlaxomyic ebvan amopalTnTo, BEBOUEVOL OTL oV TO VU 2 TEPLUEVEL Yiol OAAL TOL XO-
UATIOL TWV BEBOUEVKY TTOU TEETEL VoL popTwYoLV, 1) enepyOUeVn Acttoupyio Extract-Min

= Idle 7, Interrupted Prefetching
> [ Extract-Min [ Update [ ] Prefetching

Process phase | Prefetch phase| Process phase |

Time

round i round i+1 round i+2
Prefetch phasel| Process phase | Prefetch phase |

Yyfua 4.7: Mot{Bo extéheong tou PPTA oyruatog
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oev Yo exteleoTel Y€yl vo ohoxhnewiel prefetching xou emopévewe 1 extéleon Tou
oAyoplduou Yo emBpaduviel. O x@oxag xan yior To 500 VAUATA THEOLCIALETAL OTOUG
alyopituouc 7 & 8.

4.5.2 3uvToviopog

o va ouvtovicouue To 600 VAUATO YENOWOTOLOUUE TEGOEQLC ONUALEC GUYYPOVIGUOU.
Amnoutodvton 800 onuaies yior Vo ONUATo80TACOLY TNV EVapln TNG TEEPETST dong xdie
VAUOTOG X0l BUO oXOUT YLoL VO TOUG EVIUERMOOUY YLOL TNV OMOXARWOT TN QdoTg
Yahdpwone xou TNy évapén e Aettovpylag Extract-Min.

Algorithm 7 : Thread 1 code for PPTA scheme

Initialize @, d, previous
prefetchy < 1 extract; < 1
prefetchy <— 0 extracty < 0
while () is not empty do
while(pre fetch,=0);
prefetchy < 0
min < ReadMin(Q)
for all neighbors of min and while extract;=0 do
prefetch neighbors' data
while(extract;=0);
extract; < 0
u <+ Extract-Min(Q)
prefetchy < 1
for all edge (u,v) outgoing from u do
relaxation phase
extracty <+ 1

Algorithm 8 : Thread 2 code for the PPTA scheme
while () is not empty do

while(pre fetchy=0);

prefetchy < 0

min < ReadMin(Q)

for all neighbors of min and while extractoa=0 do
prefetch neighbors’ data

while(extracty=0);

extracty < 0

u < Extract-Min(Q)

prefetchy < 1

for all edge (u,v) outgoing from u do
relaxation phase

extract; < 1

33



Kegdhono 4 Prefetching

34



Kegpdhawo 5
A&LoNoYNnoN

5.1 lleipopatixy agloAoynon

5.1.1 Puduloeig

Mo tor Telpdpatd pog yenotwonotiooue 600 servers ye 2 sockets, eComMopéva ue ene-
Eepyaotéc AMD Opteron xou Intel Broadwell-EP. Ta xOpto yopaxtneio tixd tov 80o
oLCTNUdTWY Ttopouctdlovtar otov Tivoxa I xou ot iepopylec xpupric uvAung topouct-
dlovton avtictotya oto oyfua 5.1. Xpnowonotjooue ta configurations mou moEouct-
Glovton TopodTw:

e Opteron:
1. NApota to omolo Teéyouv oe Tuprveg mou Uotpdlovton tnv L2 cache

e Broadwell-EP:
1. Nfuara to ontolo Tpéyouy o mupriveg mou potpdlovta Ty L1 cache (SMT)
2. NApota T onolo Tp€youy ot muprveg mou uotpdlovton tnv L3 cache

Ko ta 800 cuothpata avamtiydnxay yenowwonowwviag C++. Yuyxexpyéva, ol or-
uolec cuvToVIoUo) oL Yenowonotfinxay xou oTa BV0 oy uATH VAOTOLAUNXAY YeNol-
uomotwvTog atopéc hettovpyiee tne C++ xou v acquire & release memory order.
Enfong, anevepyonotfooue toug hardware prefetchers, ue 3don ta aroteréoyata Tou
Kegdrowo 4.

35



Kegdhowo 5 AZioldynon
ivaxag 5.1: Puduioeg ocvotnudtomy
Intel
Name
AMD Opteron Broadwell-EP
7+ Cores 4x8 2 x 22
7+ Threads 32 88 (SMT)
Core clock 2.4 GHz 2.2 GHz
L1(Data) 16 KB, 4-way, 64B 32 KB, 8-way, 64B
block size block size
- 256 KB? 8-way, 64B 9 MB. 16-way, 64B
block size (shared : .
block size (private)
per 2 cores)
16 MB, 128-way, 64B | 56 MB, 20-way, 64B
L3 block size (shared per | block size (shared per
NUMA node) die)
Memory 250 GB 64 GB
08 Debian 8.8 Debian 8.3
Linux Kernel 3.2.0 4.7.0
lelele 4.9.2 With ‘—03 4.9.2 With '—03
optimization optimization

5.1.2 ToOrotv yeapnudtwy

[t vor TELpaUATIo TOOUE OF YRUPAUATO UE TTOLXAlYL TUXVOTNTAS %ot BOUNG, YPTOYLOTOL-
foope v yevAtewr GTgraph [14]. Kotooxevdoope ypdpoue ue 10M xopugéc xou
OLPOPETXO aELIUd XUy oo T owxoyéveleg Random, R-MAT xon SSCA.

e Random: Oum axpéc xataoxeudlovton emtAéyovtog €va Tuyalo (ebyog ueTal
n ®OuBwy.

e R-MAT: Kataoxeuvdleton pe 1 yphon tou Avoadpouxot Hivoxo (R-MAT).

e SSCA: Xpnowonotelton oto benchmark DARPA HPCS SSCA.

5.1.3 AmnoteAéopata aAnddoong

Oa a&oloyfooupe 600 T0 oyYAua PHT 660 xou to PPTA. To oyfuata 5.2, 5.3 mo-
EoUGLELOLY TNV EMUTAYUVOT), TO GUEOLOUN TWY AG TOYLWY UWVAUNS cache xat Tnv avohoyia
TV 0Ed0UEVKY Tou €ytvay prefetch avd @dorn yahdpwone. To aroteréouato oyetind
Ue Tic aoToylec NG XELPHC MVAUNG EEOUONOVINXOY YENOLLOTOLOVTNS OUTH TOU [E-
TENONXay amd TN OO EXTEAECT) X0 AVAPEROVTAL OTT| PACT) EXTEAECTIC XAl TWV 0VO
oymudtev (xbeo vipo oto PHT). Yty nepintwon tou Opteron, dev etyoue ) Suva-
TOTNTA Vo UETENooUPE TIC aoToyieg uvAung tne L3 cache Adyw €hhewdne xatdhhnhev
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L3

L2

L2

L1

L1

L1

(o) Opteron

(3") Broadwell

Yoo 5.1 Tepapyior xpuphc uvAung twv 2 cucTUdTwY

epyalelwy mapaxorolinong tng anédoons. Eotdlouye tn uerétn pag oe pio owo-
yévewr ypapnudtwy, Ty Random, xadoe ot dhheg oixoyEveleg Topouctdlouy TapoUoLy
ouurepipopd. To yeagphuata 5.2, 5.3 mopouvcidlouy To anoteréopota Yo Tov AMD
Opteron xou Tov Intel-Broadwell, avtictouyo. IMapoxdte, avarbouye o amotehAéopota
XU TWY 000 GYNUATWY Xt To CUCYETICOVUE UE TOL YORAUXTNPIO XA TWY GUC TNUATWY.

Random RMAT SSCA
2.0 2.0
PPTA =& PHT 2.0 PPTA =& PHT PPTA =& PHT
1.5 1.5
15 1 %
1.0 10 4 1.0
05 T T T T T T T 05 T T T T T T T 05 T T T T T T
1.25
W] 1:PPTA W] 1:PPTA W] 1:PPTA
1 00 i /| L2 2:PHT 100 . | A /| L2 2:PHT 100 . /| L2 2:PHT
R 1 . L2 2 1 2 T 2 , | 2
0754 | F : : 0.75 ] 1o 0.75 - £ , :
! ! 1 1 1
0.50 : : ‘ 0.50 - 0.50 A
0.25 0.25 0.25 1

PPTA =& PHT PPTA =& PHT PPTA =& PHT
80 80 80
60 60 60
40 - \H(___)(\)N\( 10 4 M 40 W(
20 20 20
O T T T T T T T O T T T T T T T 0 T T T T T T
A S NI\ VEE\ NP\ NP\ N A NI NI\ P\ RPN VIR AU I (R ffbb '5‘36

Number of edges (M)

Yyfua 5.2: Anoteréopota AMD-Opteron .

Number of edges (M)

Number of edges(M)

‘Ocov agopd to PHT oyfua, mapdro mou 1 anddoor o apond yeupruata elvou
xohOtepn amd o PPTA, nopatnpolue onuavtixy emBpdduvorn 600 ot ypdgot yivovto
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Tuxvotepol. Xpnowonowwvtoc to oyfue PPTA, ta 6edouéva yivovtar prefetch otny
xpueh) wrun L1, Xty nepintworn tou PHT ta 0edoyéeva mou €ywvay prefetch and to
Bondntd viuo petopépovtan otnv L2 cache (Opteron) 7 L3 cache (Broadwell) xou 7
Towt| actoylag etvar uPnAoTEEN o oUYXpELoN ue To prefetching dedouévev otny L1.

Hapatnpolue 6Tt 1 emitdyuvon), 6cov agopd to oyfua PPTA otov Opteron, etvau
aVIAOYT) UE TNV TUXVOTHTA TOoL Yedpou. Koo ot ypdpol yivovton mo muxvol, teplo-
o6tepa dedouéva yivovton prefetch, ol actoyieg xpughc uviung tng @dong extéleong
UEWOVOVTOL, Xou EMITUYYdveTar Yeyahitepn emtdyuvor. To PPTA odnyel oc auoint
uelwon twv actoylov g cache, pe To PéyloTo va ebvan 45% omwe qotvetan 0To My fud
5.2, odnywvtoag oe péyloTn tayltnTa 1.62 yenowonounviag To mo Tuxvd Yedgo o
omolog anotehelton and 7T00M oxuéc .

Random RMAT SSCA
2.0 A
1.5 1.5 1
1.5 1
1.0 1.0 H
1.0 4
0.5 4 0.5 A
PPTA =)= PPTA-SMT PPTA  =3= PPTA-SMT 0.5 4 PPTA =)= PPTA-SMT
== PHT  =fill= PHT-SMT == PHT  =fill= PHT-SMT == PHT  =fill= PHT-SMT
00 T T T T T T T 00 T T T T T T T OO T T T T T T
19l 1:PPTA-SMT 2:PHT-SMT 1ol 1:PPTA-SMT 2:PHT-SMT 1ol 1:PPTA-SMT 2:PHT-SMT
12 3:PPTA 4:PHT ODi2  3:PPTA 4PHT D2 3:PPTA 4PHT
—) —) ) —1v}

=3¢= PPTA-SMT

=3¢= PPTA-SMT

PPTA

=3é= PPTA-SMT

== PHT w=fill= PHT-SMT 30 - =N PHT w=fill= PHT-SMT 30 - == PHT w=fill= PHT-SMT
60 60
40 40 %
20 20
T T T T T T T 0 T T T T T T T 0 T T T T T T
AN NI VRN NI\ ST\ NN A NI U\ NI\ ST\ NPV NI I N B S

Number of edges (M)

Number of edges (M) Number of edges (M)

Yo 5.3: Anoteréopara Intel-Broadwell-EP. Kot yio ta 600 cucstijdota, oL Gelpég
ToEOLGLICOLY TNV ETULTAYLVOT), TIC AGTOYIEC UVAUNG TNG PAONC EXTENEOTC Yol To
dedopéva mou €youv yivel prefetch pe emituylo. Ov oThec aviinpocwnebouy TIC TEELC
OWOYEVELEC YRAPWY.

Auté 1o potiBo mopatneeiton enlong otic ueterioeic Tou Broadwell, émou ) uéylom
emtdyuvor etvan 1.5.

(261660, UTdEYEL UEYEAN BLaPORE OGOV APOES TOL PN YRUPHATA. L TNV TEQITTE-
on tou Broadwell, mapatneolue wa onuovtixy emBpdduvor o apoud yeapruaTo ot
avtideon ye v mepintworn Tou Ontepov dmou UTdEYEL Uiol et ETTdyuvoT. Autod
umopet vo amodoVel 6To yeyovoc ot ue T yeron Tou PPTA oyruatoc ewodyouue ove-
rhead ouyypovioud xar cuvdgetag uviune. Ko ta 800 viuata enelepydloviar cuyvd
TNV 0VEd TEOTEEALOTNTAS XaL Toug Tivaxeg distance, previous xou 6tay xdde Eva amod
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ouTd mpoomoel va dlafdoel | va ypdper o autéc Tic V€oeic uviung, ot unyaviouol
CLVAQELNG TNG XEUPHC UVAUNG evepyorooly Ti¢ cache-to-cache petagopéc. ‘Ooov a-
popd Ty xow| tepapyta L3 tou Broadwell, to apoud ypagphuata extdétouy to overhead
QUTOV TWV UNYAVIOUOY CUVAGELIS Tou eivon UYMAGTERO GE GUYXELOT UE TNV TEPITTKWOT
Tou Opteron, 6mou cuuPBaivouy UETAPORES BEBOUEVKY UETAL) TV XEUPMY uvnuwy L2.

Yuurepaivoude 6TL 1 xohiTteEN emthoyT) yia To PPTA oyrjua eivon va yenotponolobue
Tuprve Tou polpdlovTal 600 TO BUVATOV TEPLOCOTERN EMIMEDA TN LEEOEY l0C TNG UVANC.
Me autév tov Tp6TO, elpacte o Y€on va Yetoouue To cuvolxd overhead, xodwg ta
OEDOMEVA UETOUVOUVTAL VLo UXEOTEPES UMOCTACELS EVIOC TNG lepupylag TNG xeuPrC

pvrune.

100

PPTA —e— PPTA-SMT
80 —a+— PHT —+— PHT-SMT

(%)

60
40

7 /‘——‘/

0 T T T T T T
O X N WO P 0
Number of edges (M)

Total cycles

Out-of-order stall cycles

Lyfuo 5.4: TIocootd 1wV xOxhwY xaTor T1 SIIEXEL TWY OTOIWY TO VAUX EXTEAEOTS
Topopével adpavég eCoutlag Tng cuupdenone oto pipeline

Xpnowwonowwvtoag tov Broadwell-EP, urnopolue va yenowonotjoouue nreptnpe-
adg mou polpdlovton ohOXANEN TNV LlEpopyia UVAUNG oUUTERLAAUBaVOUEVOLU Tou LdTN-
Aotepou emnédou xpuphc uviune (L1). To oyrfuo PPTA-SMT nopoucidlet afidbroyeg
emToyUVoELS o€ apatd Ypaphuata. 26T0c0, xadog oL yedpot yivovior TuxvotepoL, ot
emdooelC emdeveveTal. Autd pmopel va amodolel 6To yeyovoe 6Tl xadadg 1 @don
prefetch yiveton mo amoutnTer yia ™) YvAun, to hyperthread Swotnpet évay auvavoye-
vo optiud mopwv tou pipeline yio to yia xdvel prefetch to dedouéva Tou amantovvTOL
OmO TNV EQPUEUOYT UG XoL OTr ouVEYEL emPBEadUVEL TN Aettoupyio evruépwong mou
extehelton amd 10 v depyaoctoc.

270 oyfua 5.4 PETPACUUE o Yo T 0V0 OYAUAUT, TO TOCOCTO TWY XOUAWY HOTA
T OLdPXEL TV OTolWY TO VAN eXTENEOTC Tapopével adpavég eCoutiog TN oLUUPOEN-
ong oto pipeline. Iapatnpolue otL, ye tn yeron twv hyperthreads, xau xodog o
YeaphuaTa yivovtar TuxvoTERa, TO XVPLO PEPOG TNG EXTEAECTC DUTOVATOL OTNV UVAUOVY
vt Toug moépoug tou pipeline. H cuugoenomn auldvetar enione Adyw tou ueyahitepou
GUVOAOU DEDOUEVMY TIOU YENOWOTOLEITOL. JUYXEXQWEVA, GTNY TERINTWOT Tou Yedpou
Twv 500M axpwv Random, mopd Ty Topdpota BElWoT) TwV Ao TOYLOV OTI UVAUY TOU
emruyydvouue pe TN yeron PPTA xaw PPTA-SMT, n emtdyuvon etvan uixpdtepn ot
oeuTepn mepintwon e€outiog Tou TpoavapepUévtog overhead cupgpdenong.

‘Ocov agopd tnv Broadwell, undpyet éva onuavtixd trade-off doov agopd ) yerion
tou hyperthread. [Tapdho mou pewdvoupe 1o overhead cuVQELNC YENOLLOTOWBVTAS ULd
xown tepapyla UVAUNG X WPENOVUACTE OF 0Eatolg YREAUPOUS, Ol TUXVOTEQOL ATOXO-
AomTouy To aulavéuevo overhead cuugdenone oto pipeline.
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Yvunepdopota & MeAlovtixy
EQELVA

270 TPWTO PEPOC TNE TUPOUCUS DIMAWUATIXAC ERYUCIOS, EQY O THXAUE APy IS OE DLAPO-
eec mpaxTixég BerTioTonow|oelc Tou ahyoplduou tou Dijkstra yia var avaxoAbdoupe to
onuelo ouupdenorc tou (bottleneck). Aigpeuviioaue 0 Yo GYEBUGULOY TWV 0UEMY
mpotepaudTnTag. I' autd, ulomooouE TEELC DLUPOPETIXEC OUPEC TPOTEPULOTN TS YLo!
var avoahOpoupe Tov avtixtund Toug oty amédoor tou ahyopituou. Kdlde oupd e-
Tneedlel SlopopeTd TI¢ AstTovpyie Tou alyopiuou ohhd 1 anddocY| Tou TAUPUUEVEL
oYEDOY 1) (Do

Emmiéov, xataypddoue Tic Asttoupyieg Tou AemToucp®s, avoxohldoue To ornueio
oupgéenonc (Update) xau tov yopaxtneiooue évav memory-bound ohyéptduo, n o-
168001 ToU 0ToloL EMNEEACETOL VEVNTIXG OO TIC Y] XOUVOVIXEC TEOGBACELS OTH) UV,
Ipoxewévou vo Yewdooude TNV xoduoTEENOT AMOXELONG TS UVAKNG, TOEOUCIACOUE
0o oyfuata Ta onola yenowonotoly prefetching Aoyiouxold v v avtyetonion
QUTOY TV UTNUATWY UVAUNG ot TNV emitdyuvon tou ahyoplduou tou Dijkstra. To
oyédo Prefetch-Process-Thread-Alternation mpoépyetar and tny aniolotepn TEYVIXA
Prefetching-Helper-Thread. Ané tn pla, to PHT Snuioupyel éva xbpto viua mtou e-
xtehel Tov alyoprduo, eve éva Bondnuind viua xdvet prefetch to dedouévo oTny %o
XxEUPY WVAUN. Ao Ty dhhn mhevpd, To PPTA mepthauBdvel 500 viuata mou evaiido-
covtan YeTall pag @dong prefetch xou piog @done extéheorng, yia vo anoxpdouye Ty
xaduc TEENOT TOU TEOXUAELTOL UTd TIC ACTOYIES TNG XEUPTC UVAUNG.

Yuunepatvouue 6Tt 1o PPTA eiodyel overhead cuvdgelag to omolo umopel va uetew-
Vel ypnowonowdvtag Tupriveg Tou Uotpdlovial 600 TO BUVITOV TEPLOGOTERN ETUTEDA
e tepopylag TN wviune. Emnpdécieta, to PPTA emtuyydver avgavoueva speedups
xadoe ta yeapruata yivovtow o muxvd xou Cemepvdel to PHT. O AMD Opteron
emTUY Vel maximum emtdyvvon 1.62 yio toug mo muxvolg yedpoug xor o Intel
Broadwell-EP ¢tdver 1.82 vy €var apond ypdepo, yenowonowwvtag to hyperthread.
Aopfdvovtag unody Tt oeplaxt| @Oor Tou alyoptduou tou Dijkstra xou tic eyyeveic
OUOXOMES TOPAAANALOUOD TOV, AUTO ATOTEAEL EVaL ONUAVTIXG XEEBOG ATOBOOTS.

To yeyovoc 6t to PPTA oyrjuo emtuyydver évay aulavouevo putud emtdyuvong
xadog ou ypdpot yivovtor mo muxvol, elvon Eva onuavTixd amoteheoud, xadng Eyouy
TeoxOel e€onpeTIXd UEYAANG HA{Uoag Yeoupr|daTo OE B1dpopes 0UYYPOVES EPUPUOYECS,
OTWE TO YRAPNUA TOU XOvwVixol dixtOou Tou Twitter xou tou Human Brain Project.

Q¢ yelMovtnt| SlepelivnoT, oxoTEVOUPE Vo eEETAoOLUE TIg duvatoTnteg Tou PPTA
OYMUATOC X TG UTopEl var eqopuooTel o dhhoug memory intensive ahyoplduoug
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Kegdhowo 6 Yuunepdopato & Mehhovtixy épeuva

Tapouotag goone. ‘Eva dhho onuavtind (Atnue eivar 10 ToC autd To oY Uo UTOREL Vo
YA UEl amoTEAEOUATIX.

Oa depeuviicoupe entfong Ty Wea evog Near-Data Processing oyfuotog mou no-
ey el e€EOWEUPEVO UAXO Xt xatdhhnho Aoylouxd API yio tnv avtigetédmion memory
intensive egopuoymy, 6Tne N encéepyacia Ydpwy.
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Chapter 1

Introduction

Optimizing the performance of memory-bound applications is a challenging task
and becomes even harder when they do not expose parallelism in a straightforward
way. These applications typically operate on large data-sets with limited tempo-
ral locality. The cost of intensive data movement and irregular memory accesses is
significant since most of these accesses are served by main memory. The so called
memory-wall accentuates the need to use techniques that tolerate or reduce memory
latency.

1.1 Modern systems

Modern systems have many abilities that reduce memory latency and increase per-
formance:

e Hardware and Software prefetching have been proposed as one of the most im-
portant solutions to hide memory latency in systems. Modern systems provide
architectular support for software prefetching and a small number of hardware
prefetchers.

e Multiple cores to exploit parallelism and scale efficiently.

e High Bandwidth Memory technology achieves higher bandwidth while using
less power in a substantially smaller form factor than DDR4 or GDDR5.This
is achieved using 3D-stacked memory, including an optional base die with a
memory controller, which are interconnected by through-silicon vias (TSV)
and microbumps.

e Processing-In-Memory that provides to the main memory module computing
capabilities and reduces large data transfers.

e Graphics processing units (GPU) whose highly parallel structure makes them
more efficient than general-purpose CPUs for algorithms where the processing
of large blocks of data is done in parallel.
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1.2 Optimizing memory-bound applications
There are also ways to optimize the applications that are memory-bound:

e Extract parallelism and exploit the total memory bandwidth.
e Design data structures with high throughput.
e Profiling of the application and compiler optimizations.

e Choose the appropriate architectural model to suit the needs of the application.

1.3 Dijkstra’s algorithm

Graph applications are used widely in our days. There exist many applications
in economy, aeronautics, physics, biology (for analyzing DNA), mathematics and
other areas that utilize graph theory to model complex problems. In this thesis, we
apply software prefetching to Dijkstra’s algorithm since it is a challenging example
of memory-bound application whose performance is negatively affected by irregular
IMemory accesses.
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Dijkstra’s Algorithm

2.1 Shortest path problem

In graph theory, the shortest path problem is the problem of finding a path between
two vertices (or nodes) in a graph such that the sum of the weights of its constituent
edges is minimized.

The shortest path problem can be defined for graphs whether undirected, di-
rected, or mixed. For directed graphs the definition of path requires that consecutive
vertices be connected by an appropriate directed edge.

Two vertices are adjacent when they are both incident to a common edge. A path
in an undirected graph is a sequence of vertices P = (v, vg, ..., 0,)eV X V x .. x V
such that v; is adjacent to v;;; for 1 < ¢ < n. Such a path P is called a path of
length n — 1 from v; to v,.

Let e;; be the edge incident to both v; and v;. Given a real-valued weight
function f : £ — R, and an undirected graph G, the shortest path from v to v’
is the path P = (vy,va,...,v,) (where v; = v and v, = v') that over all possible n
minimizes the sum Z;:ll f(esi+1). When each edge in the graph has unit weight or
f  E — 1, this is equivalent to finding the path with fewest edges.

There are some variations of the shortest path problem :

e The single-source shortest path problem, in which we have to find shortest
paths from a source vertex v to all other vertices in the graph.

e The single-destination shortest path problem, in which we have to find shortest
paths from all vertices in the directed graph to a single destination vertex v.
This can be reduced to the single-source shortest path problem by reversing
the arcs in the directed graph.

e The all-pairs shortest path problem, in which we have to find shortest paths
between every pair of vertices v, v/ in the graph.

The most important algorithms for solving this problem are:
e Dijkstra’s algorithm: solves the single-source shortest path problem.

e Bellman-Ford algorithm: solves the single-source problem if edge weights
may be negative.
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e A* search algorithm: solves the single pair shortest path using heuristics
to try to speed up the search.

e Floyd—Warshall algorithm: solves all pairs shortest paths.

e Johnson’s algorithm: solves all pairs shortest paths.

2.2 Algorithm’s History & Proof of Correctness

In 1959 a three pages long paper entitled A Note on Two Problems in Connexion
with Graphs 1] was published in the journal Numerische Mathematik. In this pa-
per Edsger W. Dijkstra - then a twenty-nine-year-old computer scientist - proposed
algorithms for the solution of two fundamental graph theoretic problems: the min-
imum weight spanning tree problem and the shortest path problem. Edsger Wybe
Dijkstra is also known for his many essays on programming and received the A. M.
Turing Award (widely considered the most prestigious award in computer science)
in 1972. Today Dijkstra’s Algorithm for the shortest path problem is one of the
most celebrated algorithms in computer science (CS) and a very popular algorithm
in operations research (OR) . In the literature this algorithm is often described as a
greedy algorithm. For example, the book Algorithmics (Brassard and Bratley [1988,
pp. 87-92]|2]) discusses it in the chapter entitled Greedy Algorithms. The Encyclo-
pedia of Operations Research and Management Science (Gass and Harris [1996, pp.
166-167]) describes it as a "... node labelling greedy algorithm ... " and a greedy
algorithm is described as "... a heuristic algorithm that at every step selects the
best choice available at that step without regard to future consequences ..." (Gass
and Harris [1996, p. 264]).

Although the algorithm is very popular in the OR/MS literature, it is generally
regarded as a "computer science method". Apparently this is due to three factors:
(a) its inventor was a computer scientist (b) its association with special data struc-
tures, and (c) there are competing OR/MS oriented algorithms for the shortest path
problem. One of the main reasons for the popularity of Dijkstra’s Algorithm is that
it is one of the most important and useful algorithms available for generating exact
optimal solutions to a large class of shortest path problems. The point being that
this class of problems is extremely important theoretically, practically, as well as
educationally. The algorithm exists in many variants. Dijkstra’s original algorithm
finds the shortest path between two nodes, but the most popular variant of this
algorithm fixes a single node as the "source" node and finds the shortest paths from
the source to all other nodes in the graph, producing a shortest-path tree. Further-
more, in some fields (artificial intelligence) Dijkstra’s algorithm or a variant of it
is known as uniform-cost search and formulated as an instance of the more general
idea of best-first search.

Lemma: When a vertex u is added to S set (visited nodes), then dist[u] =
d(s,u)where 0(s,u) is the length of the shortest path from the source to vertex
u.

Proof: Suppose that the algorithm attempts to add a vertex u to the set S for
which dist[u] # §(s,w). Then, dist[u] > §(s,u).

4
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Now consider the shortest path (Fig. 2.1) from source s to vertex u - s € S and
u€ V\S. Let (z,y) be the edge taken by the path, where x € S and y € V'\ S (it
may be that = s and/or y = u).

Figure 2.1: Proof of correctness

After doing the relaxation in vertex x we can conclude that
distly] < dist|x] + w|z, y| (2.1)

where w : E — R maps edges to real-valued weights.
By hypothesis x € S so :

dist[x] = (s, x) (2.2)
But < s,...,x,y > is a subpath of the shortest path of Fig. 2.1 so :
d(s,y) = dist[z] + w(z,y) = (s, z) + w(zx,y) (2.3)
In addition, it is true that y precedes of u in the shortest path (s,u) so
3(s,y) < (s,u) (2.4)

and therefore d[y] = (s, y) < (s, u) < d[u].

The vertex we are going to extract is u so d[u] < d[y] since both y,u € V'\ S.

Using 2.4 it is concluded that d[y] = d(s,y) = d(s,u) = d[u]. This is a con-
tradiction to our hypothesis that du| # 0(s,u). By the lemma, it is true that
dist[u] = (s,u) when u is added to S for all vertices u € V.

2.2.1 Applications

Dijkstra’s algorithm is able to compute the shortest path from a node s to every
other node u in a graph with non-negative weights. The range of applications it can
be used in is wide. Network routing protocols (RIPM,BGP), VLSI design, Latex
typesetting and social networks are some of the applications that this algorithm is
used in. Some use cases are also:

e GPS navigation & maps

Traffic planning

Robot Motion and Navigation

Driverless vehicles

Transportation Networks

Video Games and Virtual Tours
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2.3 Basic Implementation of Dijkstra’s Algorithm

2.3.1 Pseudocode & Operations & Data structures

Dijkstra’s algorithm computes single source shortest paths (SSSP) for directed graphs
with non-negative edges [1]. It is asymptotically the fastest known single-source
shortest-path algorithm for graphs with unbounded non-negative weights. The al-
gorithm is based one the observation that any subpath of any shortest path is itself
a shortest path (optimal substructure). Specifically, let G = (V| E) be a directed
graph with n = |V| vertices, and w : E — % weight function assigning non-negative
real-valued weights to the edges of G. For each vertex v, the SSSP problem computes
d(v), the value of the shortest path from a source vertex s to v. For each vertex
v, Dijkstra’s algorithm maintains a shortest-path estimate (or tentative distance)
d(v), which is an upper bound for the actual value of the shortest path from s to
v, 6(v). Initially, d(v) is set to +oo and through successive edge relaxations it is
gradually decreased, converging to d(v). The relaxation of an edge(v, w) sets d(w)
to min{d(w), d(v) + w(v,w)}, which means that the algorithm tests whether it can
decrease the weight of the shortest path from s to w by going through v. Finally,
this algorithm updates an array called previous so that the shortest path to a vertex
v can be recursively reconstructed.

The algorithm is presented in more detail in Algorithm 1. It maintains a partition
of V into settled, queued and unreached vertices. Settled vertices have d(v) = §(v);
queued have d(v) > 6(v) and d(v)! = oo ; unreached have d(v) = oco. Initially, only
s is queued, d(s) = 0 and all other vertices are unreached. In each iteration of the
algorithm, the vertex with the smallest shortest-path estimate is selected, its state
is permanently changed to settled and all its outgoing edges are relaxed, causing
any of its neighbors that were unreached by the source vertex until this point to
become queued.

The basic data structure lying at the heart of Dijkstra’s algorithm is a priority
queue of vertices, keyed by their d() values. The queue maintains all but the settled
vertices of the graph and must be a minimum priority queue in order to support the
Extract-Min operation.

At each iteration, the vertex with the minimum key is extracted from a min-
priority queue (Extract-Min) and its state is settled to visited. Then, its outgoing
edges are relaxed (Update) and the keys d of the neighbors, whose state # visited,
are decreased if needed. It is also essential to update the previous array and decrease
the key of each neighbor-node in the priority queue to retain its minimum property
(Decrease-Key).

The complexity of the algorithm depends on the kind of the priority queue and
therefore the complexity of its operations. It also depends on the data structure
used to represent the graph. The Extract-Min’s operation complexity is O(V') since
all vertexes need to be extracted from the priority queue. Using a common binary
heap results in O(ViogV) since the extract-min operation of this priority queue is
proportional to height of the heap. During the relaxation phase we relax the edges
starting from the extracted vertex and update the heap. The so called decrease
key operation of the priority queue is performed to all the edges of the input graph
and it costs O(ElogV'). Consequently, the running time of the algorithm using a
common binary heap is O(ElogV + ViogV').

6
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Algorithm 1 : Dijkstra’s Algorithm

Require: Graph G(V, E), Source vertex S
Ensure: Predecessors array previous
Shortest distance array d
1: for all v € V|G| do
2: dv] - +o0
3:  previous[v] < undefined
4: d[S] 0
5: S < empty set Insert Operation
6: QQ + V[G]
7. while () is not empty do
8:  u <+ ExtractMin(Q) // Extract Min operation
9: S+ Su{u}
10:  for all edge (u,v) outgoing from u do

11: if v ¢ S then

12: sum < du] + w(u,v)

13: if sum < d[v] then

14: u < DecreaseKey (Q,v,sum)

15: d[v] < d[u] + w(u,v) Relaxation
16: previous[v] :=u

2.3.2 Uniform Cost Search

In common presentations of Dijkstra’s algorithm, initially all nodes are entered into
the priority queue. This is, however, not necessary: the algorithm can start with
a priority queue that contains only one item, and insert new items as they are
discovered (instead of doing a decrease-key, check whether the key is in the queue;
if it is, decrease its key, otherwise insert it). This variant has the same worst-case
bounds as the common variant, but maintains a smaller priority queue in practice,
speeding up the queue operations. Moreover, not inserting all nodes in a graph
makes it possible to extend the algorithm to find the shortest path from a single
source to the closest of a set of target nodes on infinite graphs or those too large to
represent in memory. The resulting algorithm is called uniform-cost search (UCS)
in the artificial intelligence literature and is described using pseudocode in Alg. 1.

In Figure 2.2 we present the speedup achieved by using the UCS optimization
instead of the default Dijkstra’s algorithm. The priority queue we used is a simple
binary heap and the graph consists of 10M nodes and 500M edges. The platform
used is an Intel-Broadwell-EP whose configuration is described in Chapter 5. We
reach a 1.7 speedup since the priority queue remains smaller during the execution
of the algorithm. Thus, less time is spent on updating it.
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Speedup - Based on basic Dijkstra
N
1

1.0 T T T T T
10 50 100 200 300

Number of edges (M)

Figure 2.2: We show the speedup reached by using the UCS optimization.

2.3.3 Representation of graph

There are several ways to represent graphs in memory, each one of them having
pros and cons. Some important criteria to take into consideration is the memory
footprint and how long it takes to determine whether a given edge is in the graph.
We are going to present two ways to store the input graph in memory.

Adjacency matrix

Given a graph with |V/| vertices, an adjacency matrix is a [V| x |V | matrix of real or
binary values ( depending on the type of the graph). In the case of a non-weighted
graph, the entry in row ¢ and column j is 1 if and only if the edge (i,j) in the graph.
If we need to indicate an edge weight, the entry mentioned before contains a real
value w if the edge’s (i,j) cost is w. We show the adjacency matrix for a weighted
bi-directional graph:

.
(——)

Figure 2.3: Graph and adjacency matrix. Example graph with 5 vertices and 5
edges and its adjacency matrix Ag.

01 2 00
1 0 10 0 5
210 0 6 0
0 0 6 0 B8
05 0 80

Adjacency Lists

A more space-efficient way to implement a sparsely connected graph is to use an
adjacency list. An adjacency list consists of a list of data structures using key-values

8
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Algorithm 2 : Dijkstra with UCS optimization

Require: Graph G(V, E), Source vertex S
Ensure: Predecessors array previous
Shortest distance array d
1: for all v € V|G| do
2: dv] - +o0
3:  previous[v] < undefined
4: d[s] < 0 // Initialization
5: S < empty set
6: Qs
7. while () is not empty do
8:  u <+ Extract-Min(Q) / Extract-Min
9: S+ Su{u}
10:  for all edge (u,v) outgoing from u do

11: if v ¢ S then

12: sum < du] + w(u,v)

13: if v ¢ @ then

14: Insert(Q,v,sum)

15: else

16: if sum < d[v] then / Update
17: u < DecreaseKey(Q,v,sum)
18: d[v] < du] + w(u,v)

19: previous[v] < u

where the key is a vertex and the value is the weight of an edge. For each vertex
1, we store an array of the vertices adjacent to it. We typically have an array of
|V | adjacency lists. For a directed graph, the adjacency list contains a total of |E|
elements, one element per directed edge. There are many variations of this basic
idea, differing in the details of how the collections are implemented. We are going
to present two typical implementations of adjacency lists.

Linked List In Figure 2.4 we show the Adjacency List representing the graph
of Figure 2.3. It is created using linked lists.

1 (372)

]

—t (3,10) | —{ (5,5)

1 (578>

]

)
)
)| P (2,10) | 1 (4,6)
)
)

17 (478>

Figure 2.4: Adjacency list implemented using linked lists.
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Dynamic Array In Figure 2.5 the Adjacency list presented is created using
dynamic arrays.

1] p(2,1)](3,2)

2| b (1,1)(3,10) (5,5)

]

31 P(1,2)(2,10) (4,6)

1| Hi6) 6

]

5| P(2,5)](4,8)

Figure 2.5: Adjacency list implemented using dynamic arrays.

Adjacency Matrix vs Adjacency List

Space

As far as the memory space is concerned, the adjacency matrix consumes O(V?)
and even in the case of sparse graphs, the consumed space remains the same. On
the other hand, the adjacency list uses O(|V| + |E|) of space. In the worst case,
there can be C(V,2) number of edges in a graph thus consuming O(V?) space.

Operations

Besides the space tradeoff, the different data structures also facilitate different op-
erations. Finding all vertices adjacent to a given vertex in an adjacency list is as
simple as reading the list, and takes time proportional to the number of neighbors.
With an adjacency matrix, an entire row must instead be scanned, which takes a
larger amount of time, proportional to the number of vertices in the whole graph.
On the other hand, testing whether there is an edge between two given vertices can
be determined at once with an adjacency matrix, while requiring time proportional
to the minimum degree of the two vertices with the adjacency list.

In this thesis, the graphs we are using are sparse. That is why, we are going
to use the adjacency list to represent them. In Figure 2.6 we present the speedup
achieved by using a dynamic array data structure instead of a linked list, for a 10M
nodes graph with varying number of edges. We also show the reduction of cache
misses.

We witness that using a dynamic array instead of a linked list leads to noticeable
speedup. Regarding the densest of our graphs, we gain a 6x performance boost which
can be attributed to the fact that cache misses are reduced by 50%. Cache misses are
reduced since the dynamic array implementation of the adjacency list is more cache-
friendly than a single-linked-list. When the algorithm iterates over the neighbors of
the extracted vertex and accesses the edge w(u,?) we do not need a pointer chasing
to access it, however we can simply use an index to access the dynamic array. This
results in transferring a block of data from the memory to the L1 cache instead of
bringing just one element. This block consists of continuous elements of the array
which will be needed during the next iterations. Therefore, this piece of data will
be in L1 cache and cache misses are reduced.
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Figure 2.6: Speedup reached by using dynamic arrays instead of linked lists.

2.4 Priority Queues

One of the most important heaps that have been proposed and concern Dijkstra’s
Algorithm case is the Fibonacci heap which is based on the Binomial heap. This
heap has been developped by Fredman et al. 3] and has better amortized running
time than many other priority queue data structures including the binary heap and
the binomial heap. Although Fibonacci heaps look very efficient, they have the
following two drawbacks: They are complicated when it comes to coding them. In
addition, they are not as efficient in practice when compared with the theoretically
less efficient forms of heaps, since in their simplest version they require storage and
manipulation of four pointers per node, compared to the two or three pointers per
node needed for other structures.

Furthermore, the Brodal queue is a priority queue with very low worst case time
bounds [4]. It is the first heap variant to achieve these bounds without resorting
to amortization of operational costs. While having better asymptotic bounds than
other priority queue structures, they are, in the words of Brodal himself, "quite
complicated" and "not applicable in practice".

Several works have proposed priority queues that reach high throughputs under
high contention. In [5] Rihani et al. propose a MultiQueue scheme which manages
an array of cp sequential priority queues where p is the number of the systems’
threads. Their evaluation indicates that MultiQueues scale really well on single
socket systems. However, the semantics of the Delete-Min operation are relaxed
and integrating in Dijkstra’s algorithm is complex.

Much research has also been conducted towards the use of Skip list based concur-
rent priority queues rather than heaps [6, 7|. Skip list provides bigger opportunities
for extracting parallelism, at the cost of memory footprint and thus it is occasionally
used as a priority queue.

Finally, there have been proposed several cache-oblivious priority queues which
are used in case of large datasets [8]. A simple approach would be to increase the
degree of the underlying heap and ensure that all successors of a node in the heap
reside in the same cache line.
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2.5 Parallelizing Dijkstra’s Algorithm

To implement parallel versions of the algorithm, researchers follow two general
strategies.

2.5.1 Outer loop parallelization

The first one attempts to relax the sequential nature of Dijkstra by creating more
parallelism in the Extract-Min in the outer loop. This leads to alternative algorithms
like A — stepping [9] that enable concurrent extraction of multiple nodes from the
unvisited set.

2.5.2 Inner loop parallelization

An intuitive choice for parallelizing Dijkstra’s algorithm is to exploit parallelism at
the inner loop by relaxing all outgoing edges of vertex w from the heap an then
its outgoing edges are assigned (e.g. via cyclic assignment) to parallel threads for
relaxation. A number of observations can be made concerning this parallelization
scheme. First, the speedup is bounded by the average out-degree of the vertices,
i.e. the density of the graph. Clearly, if vertices have a small number of neighbors
on average, then the parallel segment of the algorithm (lines 10-16) will consume
a small fraction of the total execution time, making the sequential part (line 8,
Extract-Min) dominant. The second observation concerns the concurrent accesses
to the priority queue by the parallel Decrease-Key operations.

The first, and rather naive, approach to enable parallelization of the relaxation
phase, is to use a global mutex to lock the entire heap during each Decrease-Key
operation. This constitutes a conservative, coarse-grain synchronization scheme that
permits only one Decrease-Key operation at a time and obviously limits concurrency.
The alternative, more optimistic approach is to allow multiple sequences of node
swaps to execute in parallel as long as they access different parts of the heap. More
specifically, instead of using one lock for the entire heap, one can utilize separate
locks for each parent-child pair of nodes. Whenever a thread executes a Decrease-
Key operation and a node swap is required, it must first acquire the appropriate
lock that guards this specific pair of nodes. In this way atomicity is guaranteed and
the algorithm can be executed safely in parallel.

In [10] Anastopoulos et al. implemented the aforementioned schemes and ob-
tained a picture of their efficiency, as they evaluated graphs with 10K vertices and
100K edges. The performance of the coarse-grained locking scheme is not good since
it is a really conservative scheme and cannot expose enough parallelism. Moreover,
the fine-grained locking also fails to outperform the serial execution because of the
concurrent accesses to the heap. The results of their evaluation are presented in
Figure 2.7. Whenever this kind of concurrency occurs, the threads are serialized,
thus limiting the total available parallelism.
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Figure 2.7: Speedups of lock-based parallel versions. The relaxations are performed
in parallel and each thread acquires the lock to update the priority queue.

Nikas et al. [11] employed hardware transactional memory and helper threads to
extract parallelism. These helper threads offload operations from the main thread
in a transparent way by exploiting the following property: the relaxations lead
to monotonically decreasing values for the distances of unsettled nodes until each
distance reaches its final minimum value. The idea is that parallel threads can
serve as helper threads and relax neighbors of nodes belonging to the queued set.
Optimistically, the load corresponding to some of these relaxations will be taken off
the main thread and accelerate the execution.
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Chapter 3

Profiling

3.1 Profiling Dijkstra’s algorithm

We profiled the different operations of Dijkstra’s Algorithm in a fine-grained way
to discover the bottleneck of Dijkstra’s algorithm. We used the RDTSCP assem-
bly instruction, that reads the timestamp register, to avoid overhead and errors in
benchmarking.

3.1.1 Methodology

RDTSC assembly instruction

Intel and AMD CPUs have a timestamp counter to keep track of every cycle
that occurs on the CPU. Starting with the Intel Pentium processor, the devices have
included a per-core timestamp register that stores the value of the timestamp counter
and that can be accessed by the RDTSC and RDTSCP assembly instructions.

// measure cycles of function foo
asm volatile ( "RDTSC\n\t"
"mov %%hedx, %0\n\t"
"mov %heax, %1\n\t": "=r" (cycles_high), "=r" (cycles_low));

foo(&variable);
asm volatile ( "RDTSC\n\t"
"mov %j%hedx, %0\n\t"

"mov %heax, %1\n\t": "=r" (cycles_highl), "=r" (cycles_lowl));

start = ( ((uint64_t)cycles_high << 32) | cycles_low );
end = ( ((uint64_t)cycles_highl << 32) | cycles_lowl );

Listing 3.1: Measuring cycles using rdtsc

In listing 3.1, we present the added inline assembly instructions that we use to
measure how many clock cycles it takes to call a dummy function. The RDTSC
instruction loads the high-order 32 bits of the timestamp register into EDX, and the
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low-order 32 bits into EAX. A bitwise OR is performed to reconstruct and store the
register value into a local variable. We call the RDTSC assembly instruction to read
the timestamp register before calling the foo function. We then call our function and
read the timestamp register again (RDTSC) to see how many clock cycles have been
elapsed since the first read. The two variables, Start and End store the timestamp
register values at the respective times of the RDTSC calls.

Logically the code above makes sense, but if we try to compile it, we could get
segmentation faults or some weird results. This is because we didn’t consider a few
issues that are related to the “RDTSC” instruction itself:

e Register Overwriting

RDTSC instruction, once called, overwrites the EAX and EDX registers. In
the inline assembly that we presented above, we didn’t declare any clobbered
register. Basically we have to push those register statuses onto the stack before
calling RDTSC and popping them afterwards. The practical solution for that
is to write the inline assembly as follows:

asm volatile ("RDTSC\n\t"
"mov %%edx, %0\n\t"
"mov %keax, %1\n\t": "=r" (cycles_high), "=r" (cycles_low)::
"heax", "Yedx");

Listing 3.2: Push and pop eax and edx to the stack

e Out-Of-Order Execution

Most modern CPUs support out-of-order execution of the code. The purpose
is to optimize the penalties due to the different instruction latencies. Unfortu-
nately this feature does not guarantee that the temporal sequence of the single
compiled C instructions will respect the sequence of the instruction themselves
as written in the source C file. When we call the RDTSC instruction, we pre-
tend that that instruction will be executed exactly at the beginning and at
the end of code being measured (i.e., we don’t want to measure compiled
code executed outside of the RDTSC calls or executed in between the calls
themselves).

The solution is to call a serializing instruction before calling the RDTSC one. A
serializing instruction is an instruction that forces the CPU to complete every
preceding instruction of the C code before continuing the program execution.
By doing so we guarantee that only the code that is under measurement will
be executed in between the RDTSC calls and that no part of that code will
be executed outside the calls. A simple choice to avoid out of order execution
would be to call CPUID just before both RTDSC calls; this method works but
there is a lot of variance (in terms of clock cycles) that is intrinsically associated
with the CPUID instruction execution itself. This means that to guarantee
serialization of instructions, we lose in terms of measurement resolution when
using CPUID.
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RDTSCP assembly instruction

The RDTSCP instruction is an assembly instruction that, at the same time, reads
the timestamp register and the CPU identifier. The value of the timestamp register
is stored into the EDX and EAX registers; the value of the CPU id is stored into the
ECX register. What is interesting in this case is the "pseudo" serializing property of
RDTSCP. The RDTSCP instruction waits until all previous instructions have been
executed before reading the counter. However, subsequent instructions may begin
execution before the read operation is performed. This means that this instruction
guarantees that everything that is above its call in the source code is executed before
the instruction itself is called. It cannot, however, guarantee that the CPU will not
execute, before the RDTSCP call, instructions that, in the source code, are placed
after the RDTSCP function call itself. If this happens, a contamination caused by
instructions in the source code that come after the RDTSCP will occur in the code
under measurement.

Improved benchmarking method

//start_timer()
asm volatile ("CPUID\n\t"

"RDTSC\n\t"

"mov Y%jhedx, %0\n\t"

"mov %keax, %1\n\t": "=r" (cycles_high), "=r" (cycles_low)::
"Yrax", "%rbx", "%rcx", "%rdx");

function_to_measure();
//stop_timer ()
asm volatile("RDTSCP\n\t"
"mov Y%%hedx, %0\n\t"
"mov %heax, %1\n\t"
"CPUID\n\t": "=r" (cycles_highl), "=r" (cycles_lowl)::
"Yrax", "%rbx", "%rcx", "%rdx");

Listing 3.3: Benchmarking method using RDTSCP and CPUID

In the code above, the first CPUID call implements a barrier to avoid out-of order
execution of the instructions above and below the RDTSC instruction. Nevertheless,
this call does not affect the measurement since it comes before the RDTSC (i.e.,
before the timestamp register is read). The first RDTSC then reads the timestamp
register and the value is stored in memory. Then the code that we want to measure
is executed. If the code is a call to a function, it is recommended to declare such
function as “inline” so that from an assembly perspective there is no overhead in
calling the function itself.

The RDTSCP instruction reads the timestamp register for the second time and
guarantees that the execution of all the code we wanted to measure is completed.
The two “mov” instructions coming afterwards store the edx and eax registers val-
ues into memory. Both instructions are guaranteed to be executed after RDTSC

17



Chapter 3 Profiling

(i.e., they don’t corrupt the measure) since there is a logical dependency between
RDTSCP and the register edx and eax (RDTSCP is writing those registers and the
CPU is obliged to wait for RDTSCP to be finished before executing the two “mov”).

Finally a CPUID call guarantees that a barrier is implemented again so that it is
impossible that any instruction coming afterwards is executed before CPUID itself
(and logically also before RDTSCP). With this method we avoid to call a CPUID

instruction in between the reads of the real-time registers.

Profiling the operations

We used the improved benchmarking method presented above to profile the differ-
ent operations of Dijkstra’s algorithm. We inserted the functions start timer() and
stop _timer() to measure the cycles that each operation consumes to complete its
work. Using the benchmarking method previously mentioned we isolate the execu-
tion of each operation from other ones to accurately measure its cycles.

Algorithm 3 : Profiling Dijkstra’s algorithm

Require: Graph G(V, E), Source vertex S
Ensure: Predecessors array previous

Shortest distance array d
1: for all v € V|G| do

2. dv] + +o0

3:  previous[v| < undefined

4: d[s] < 0 / Initialization

5: S < empty set

6: QQ < s

7: while @) is not empty do

8:  start_timer()

9:  u < Extract-Min(Q) / Extract-Min
10:  stop_timer()

11: S« Su{u}

12:  for all edge (u,v) outgoing from u do
13: if v ¢ S then

14: sum < d[u] + w(u,v)

15: if v ¢ @ then

16: start _timer()

17: Insert(Q,v,sum)

18: stop_timer()

19: else

20: start _timer()

21: if sum < d[v] then / Update
22: start _timer()

23: u < DecreaseKey(Q,v,sum)
24: stop _timer|()

25: d[v] + dJu] + w(u,v)

26: previous(v] < u

27 stop_timer()
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3.1.2 Profiling results

In Figure 3.1 we present the distribution of the execution times, in graphs with
10M nodes and increasing number of edges. For this experiment, we used a simple
binary heap as the priority queue. The Update operation includes lines 18,17,19
of Algorithm 2. It is evident that, the Update operation becomes the main part
of the execution as graphs become denser and the Initialization phase’s piece of
execution time is minimal compared to Extract-Min.

Both these operations depend on the priority queue that is used in the algorithm.
One way to increase the operations’ performance is to use priority queues that
provide low cost timing complexities and operate fast on large datasets. This way
the Decrease-Key operation which is a part of the Update, will be accelerated and
performance will be increased.
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Figure 3.1: Breakdown of execution time percentage. The Update operation
dominates in dense graphs.

3.2 Priority Queues

In computer science, a priority queue is an abstract data type which is like a regular
queue or stack data structure, but where additionally each element has a "priority"
associated with it. In a priority queue, an element with high/low priority is served
before an element with low/high priority. If two elements have the same priority,
they are served according to their order in the queue.

Many applications require that we process items having keys in order, but not
necessarily in full sorted order and not necessarily all at once. Often, we collect a
set of items, then process the one with the largest /smallest key, then perhaps collect
more items, then process the one with the current largest /smallest key, and so forth.
Dijkstra’s algorithm is an application following this pattern and that is why we need
a priority queue to perform its operations.

A priority queue must at least support the following operations:
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e insert: add an element to the queue with an associated priority.

e extract-max/min: remove the element from the queue that has the high-
est/lowest priority, and return it.

In this section we analyse the operations of three basic priority queues which
target different operations of Dijkstra’s algorithm. The priority queues that will be
examined are the D-ary heap, the Fibonacci heap and the Skip list.

3.2.1 D-ary heap

D-ary heap is a complete d-ary tree filled in left to right manner that every parent
node has a higher (or equal value) than all of its descendands [12]. Heaps respecting
this ordering are called max-heaps, because the node with the maximal value is on
the top of the tree. Analogously min-heap is a heap, in which every parent node
has a lower (or equal) value than all of its descendants.Thanks to these properties,
d-ary heap behaves as a priority queue. Special case of d-ary heap (d = 2) is the
binary heap.

D-ary heap allows faster Decrease-Key operation as compared to a binary heap:
O(logon) for binary heap vs O(logxn) for d-ary heap. Nevertheless, it causes the
complexity of Extract-Min operation to increase to O(klogin) as compared to the
complexity of O(logan) when using a binary heap. This allows D-ary heap to be
more efficient in algorithms where decrease priority operations are more frequent
than Extract-Min operation. Dijkstra’s algorithm is such a case. When operating
on a graph with m edges and n vertices, Dijkstra’s algorithm for shortest paths uses
a min-heap in which there are n Extract-Min operations and as many as m Decrease-
Key priority operations. By using a d-ary heap with d = m/n, the total times for
these two types of operations may be balanced against each other, leading to a total
time of O(mlogy,/»n) for the algorithm, an improvement over the O(mlogn) running
time of binary heap versions of these algorithms whenever the number of edges is
significantly larger than the number of vertices.

D-ary heap has better memory cache behaviour than a binary heap which allows
them to run more quickly in practice, although it has a larger worst case running
time of both ExtractMin() operation (being O(k - loggn) ).

Implementation D-ary heap is usually implemented using an array. For every
node of the heap placed at index n ,its parent is placed at index (n — 1)/d and its
descendants are placed at indexes d -k + 1, ..., d -k + d. It is also useful choosing
heap’s arity is a power of 2, since we can easily replace multiplications used in the
tree traversal by binary shifts.
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()
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Figure 3.2: 3-ary heap example and its array implementation

Operations

o Extract-Min

The procedure for deleting the root from the heap and restoring the properties
is called heapify-down.
1. Replace the root of the heap with the last element on the last level.

2. Compare the new root with its children; if they are in the correct order,
stop.

3. If not, swap the element with one of its children and return to the previous
step. (Swap with its smaller child in a min-heap and its larger child in a
max-heap.)

Complexity: O(d - loggn)

e Decrease-Key
Decreasing the key of a node is done by lowering the key’s value and then
performing a heapify-up operation by following this algorithm:

1. Decrease the key of the selected node.

2. Compare this node with its parent; if they are in the correct order, stop.

3. If not, swap the element with its parent and return to the previous step
Complexity: O(logan)

o Insert

To add an element to a heap we must perform a heapify-up operation by
following this algorithm:

1. Add the element to the bottom level of the heap.

2. Compare the added element with its parent; if they are in the correct
order, stop.

3. If not, swap the element with its parent and return to the previous step

Complexity: O(loggn)
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3.2.2 Fibonacci heap

A Fibonacci heap is a collection of trees satisfying the minimum-heap property [3].
The key of a child is always greater than or equal to the key of the parent. This
implies that the minimum key is always at the root of one of the trees. The trees
do not have a prescribed shape and in the extreme case the heap can have every
element in a separate tree. This flexibility allows some operations to be executed in
a lazy manner, postponing the work for later operations.

G @0 @ iy & @
) 39 @)

Figure 3.3: Fibonacci heap example

Operations

e Extract-Min

Extract-Min operates in three phases. Firstly, we choose the root containing
the minimum element and remove it. Its children will become roots of new
trees. If the number of children was d, it takes time O(d) to process all new
roots and the potential increases by d — 1. Therefore, the amortized running
time of this phase is O(d) = O(logn).

However to complete the Extract-Min operation, we need to update the pointer
to the root with the minimum key. Unfortunately there may be up to n
roots we need to check. In the second phase decrease the number of roots by
successively linking together roots of the same degree. When two roots u and
v have the same degree, we make one of them a child of the other so that the
one with the smaller key remains the root. Its degree will increase by one.
We repeat this until every root has a different degree. To find trees of the
same degree efficiently we use an array of length O(logn) in which we keep a
pointer to one root of each degree. When a second root of the same degree is
found, they are linked and the array is updated. The actual running time is
O(logn + m) where m is the number of roots at the beginning of the second
phase. At the end we will have at most O(logn) roots (because each one has
a different degree).

Complexity: O(logn)

e Decrease-Key
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Operation decrease key will find the node, decrease the key and if the heap
property becomes violated (the new key is smaller than the key of the parent),
the node is cut from its parent. If the parent is not a root, it is marked. If
it has been marked already, it is cut as well and its parent is marked. We
continue upwards until we reach either the root or an unmarked node. Now
we set the minimum pointer to the decreased value if it is the new minimum.
In the process we create some number, say k, of new trees. Each of these new
trees except possibly the first one was marked originally but as a root it will
become unmarked. One node can become marked. Therefore, the number of
marked nodes changes by —(k — 1)+ 1 = —k + 2. Combining these 2 changes,
the potential changes by 2(—k +2) + k = —k + 4. The actual time to perform
the cutting was O(k), therefore (again with a sufficiently large choice of ¢) the
amortized running time is constant.

Complexity: O(k)

e Insert

The insert operation works by creating a new heap with one element and then
performing a merge. This takes constant time, and the potential increases by
one, because the number of trees is increased. Thus, the amortized cost is still
constant.

Complexity: O(1)

e Merge

Merge is implemented simply by concatenating the lists of tree roots of the two
heaps. This can be done in constant time and the potential does not change,
leading again to constant amortized time.

Complexity: O(1)

3.2.3 Skip list

A Skip list is a data structure that allows fast search within an ordered sequence
of elements [13]|. Fast search is made possible by maintaining a linked hierarchy of
subsequences, with each successive subsequence skipping over fewer elements than
the previous one. This structure is built in layers. The bottom layer is an ordinary
ordered linked list. Each higher layer acts as an "express lane" for the lists below,
where an element in layer i appears in layer i+1 with some fixed probability p (two
commonly used values for p are 1/2 or 1/4). On average, each element appears in
1/(1 — p) lists, and the tallest element (usually a special head element at the front
of the skip list) in all the lists. The skip list contains log, /,n lists.

A lookup, called SkipSearch(k), of a target element begins at the head element
in the top list, and proceeds horizontally until the current element is greater than or
equal to the target. If the current element is equal to the target, it has been found.
If the current element is greater than the target, or the search reaches the end of
the linked list, the procedure is repeated after returning to the previous element
and dropping down vertically to the next lower list. The expected number of steps
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in each linked list is at most 1/p, which can be counted by tracing the search path
backwards from the target until reaching an element that appears in the next higher
list or reaching the beginning of the current list. Therefore, the total expected cost
of a search is (logi/,n)/p , which is O(logn) , when p is a constant. By choosing
different values of p, it is possible to trade search costs against storage costs.

30 > 00
30 50 00
30 50 70 00
30 — 40 50 — 60 70 80 [ 00

Figure 3.4: Skip list example

Operations

e Insert

The insertion algorithm for skip lists uses randomization to decide the height
of the tower for the new entry. We begin the insertion of a new entry (k, v) by
performing a SkipSearch(k) operation as described in the previous paragraph.
This gives us the position p of the bottom-level entry with the largest key less
than or equal to k. We then insert (k,v) immediately after position p. After
inserting the new entry at the bottom level, we "flip" a coin. If the flip comes
up tails, then we stop here. In the case of heads , we backtrack to the previous
level and insert (k,v) in this level at the appropriate position. We again flip a
coin; if it comes up heads, we go to the next higher level and repeat. Thus,
we continue to insert the new entry (k,v) in lists until we finally get a flip that
comes up tails.

Complexity: O(logn)

e Delete

The removal algorithm for a Skip list is quite simple. That is, to perform a
remove(k) operation, we begin by executing SkipSearch(k). If the position p
stores an entry with key different from £, null is returned. Otherwise, we
remove p and all the positions above p, which are easily accessed by using
above operations to climb up the tower of this entry.

Complexity: O(logn)
e Decrease-Key

In order to perform a Decrease-Key operation we begin by deleting the element
and then by reinserting the element with the its new priority.

Complexity: O(logn)
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o Extract-Min

Extracting the minimum element from the skiplist is performed by removing
the tower of the first element which holds the minimum key.

Complexity: O(1)
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Figure 3.5: Breakdown of execution times of each operation for each priority queue.

In Figure 3.5 we present the distribution of the execution times for each operation
and each priority queue, in graphs with 10M nodes 50M & 500M edges. Regarding
the 2,3,4 - ary heaps we witness similar behaviour in every graph. In Fibonacci
heap’s case the Extract-Min operation is more costly than every other priority queue,
which is expected. As far as the Skip list is concerned, although the Extract-Min’s
cost is smaller compared to the other ones, Insert and Update (which consists of a
Decrease-Key and a relaxation) impose noticeable overhead.

In the dense graph consisting of 500M edges, we observe that the Update opera-
tion reserves the biggest part of the execution time and the impact of each priority
queue is minor to performance. This occurs even in Fibonacci’s heap case whose
Decrease-Key’s timing complexity is constant. Due to this conclusion, we will in-
clude the Decrease-Key operation in our profiling and attempt to discover the true
bottleneck of the algorithm which is hidden under the Update operation.
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3.3 Extended Profiling

In Figure 3.6 we present the distribution of the execution times, in graphs with 10M
nodes and increasing number of edges. The Update operation includes lines 18,19
of Alg. 2 excluding line 17, i.e. the Decrease-Key operation. It is evident that
in this case, the Update operation without the Decrease-Key, becomes the main
part of the execution as graphs become denser and the Insert operation’s piece of
execution time is minimal compared to the other ones.
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Figure 3.6: Breakdown of execution time percentage. The Update operation
dominates in dense graphs.

We observe that the Update operation dominates as graphs become denser.

The Update operation consists of four read operations that occur for every edge
of the extracted vertex: (i) the distance array at indexes v and (ii) w, (iii) the cost
of the edge w(u,v), and (iv) the previous array at index v. Reading the distance
and the previous array, whose size is equal to the number of vertices (10M), at a
random index v, generates irregular memory accesses resulting in cache misses. In
dense graphs, this phenomenon is more intense since the number of edges per vertex
is large. Therefore, more relaxations are needed and random memory accesses are
increased.

On the other hand, the percentage of the Extract-min operation becomes less
important as graphs become denser, while that of the Decrease-Key operation
remains constant and significantly smaller. Both operations consist of an upward
traversal of the binary heap that involves a small number of hops, since the height
of the heap is logarithmic to the number of vertices. In addition, the Decrease-
Key operation is performed only if an edge relaxation is necessary. Finally, the
percentage of the Initialization phase is negligible.
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Chapter 4

Prefetching

Memory latency has become increasingly important as the gap between proces-
sors speeds and memory speeds grows [14]. Many methods have been proposed
to overcome this disparity, such as caching [15], prefetching [16], multi-threading
[17], and out of order execution. These techniques fall broadly into two categories:
those that reduce latency, and those that tolerate latency. Techniques for reduc-
ing latency include caching data and making the best use of those caches through
locality optimizations. Techniques for tolerating latency include buffering, pipelin-
ing, prefetching, and multithreading. In this chapter, we will analyse how software
prefetching can be applied to Dijkstra’s algorithm and present two schemes that
employ software prefetching to deal with irregular memory accesses.

4.1 Background on Prefetching

Prefetching is a mechanism to speculatively move data to closer to the CPU in an-
ticipation of future use for this block. Prefetching can be performed in hardware,
software, or a combination of both. Software prefetching is directly controlled by
the program or the compiler and therefore it is their responsibility to issue proper
prefetch requests at the right time. Hardware prefetching is the alternative case,
where a hardware controller generates prefetch requests based on information it
obtains at run-time (e.g., memory references and cache miss addresses). Gener-
ally, software prefetchers use compile-time and profiling information while hardware
prefetchers use run-time information. Both have their advantages and both can be
very effective [16]. Prefetching reduces the cache miss rate because it eliminates the
demand fetching of cache lines in the cache hierarchy [18]. Tt is also called a latency
hiding technique because it attempts to hide the long-latency transfers from lower
levels to higher levels of the memory hierarchy behind periods of time during which
the processor is busy executing other instructions.

A central aspect of all cache prefetching techniques is their ability to detect and
predict particular memory reference patterns. Prefetching must be done accurately
and early enough to reduce/eliminate both miss rate and miss latency. There are
four basic questions which need to be answered:

e What addresses to prefetch: Prefetching useless data wastes resources
and consumes memory bandwidth. Prediction can be based on past access
patterns or by using the compilers’ knowledge of data structures. Nevertheless,
a prefetching algorithm determines what to prefetch.
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e When to initiate a prefetch request: If prefetching is done too early then
prefetched data might not be used before they are evicted. On the other hand if
prefetching is done too late, it might not hide the whole memory latency. This
is defined by the timeliness of the prefetcher. Prefetcher can be made more
timely by making it more aggressive (try to stay far ahead of the processors
access stream (hardware) or moving the prefetch instructions earlier in the
code (software) [16].

e Where to place the prefetched data: Prefetched data can be placed in-
side the cache or in a separate prefetch buffer. If it is placed inside the cache,
a simple design is required, however cache pollution is an issue. If a sepa-
rate prefetch buffer is designed, the data in the caches will be protected from
prefetches and thus cache pollution is avoided. However, this design is more
complex and costly. It is important to research on how to place the prefetch
buffer, when to access it (parallel vs. serial with cache), when to move the
data from the prefetch buffer to the caches, and how to size the prefetch buffer.

e How to prefetch: Prefetching can be performed in hardware, software, or as
a cooperation of both. Also, it can rely on statically profiling the application
and analyzing its patterns, or it can be performed dynamically.

4.1.1 Hardware Prefetching

Hardware prefetching is typically performed by employing a dedicated hardware
mechanism in the processor which monitors the stream of instructions or data being
requested by the executing program, predicts the next elements that the program
might need based on this stream, and prefetches them into the processor’s cache.

Hardware monitors the memory access pattern of the running program and
triesto predict which data are going to be accessed by the program and prefetches
them. Then it memorizes the patterns/strides of the application and in order to
generate prefetch addresses in an automated way. There are few different variants
of how this can be done.

Sequential Prefetching

Sequential prefetching can take the advantage of spatial locality by prefetching con-
secutive smaller cache blocks, without introducing some of the problems that exist
with large blocks.

Next-line prefetching (one-block look-ahead) is the simplest form of hardware
prefetching [19]. In this scheme, when a cache line is fetched, a prefetch for the next
sequential line is also initiated. One way to do this is called the prefetch-on-miss
algorithm [20], in which the prefetch of block b+1 is initiated whenever an access
for block b results in a cache miss. If b-+1 is already cached, no memory access is
initiated. Next-N-line prefetch schemes extend this basic concept by prefetching the
next N sequential lines following the one currently being fetched by the processor
[21]. The benefits of prefetching the next N-lines include, increase the timeliness
of the prefetches, and the ability to cover short non-sequential transfers (where the
target falls within the N-line “prefetch-ahead” distance). In adddition, this method
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is simple to implement and there is no need for sophisticated pattern detection. This
scheme works well for sequential /streaming access patterns.

A stream prefetcher looks for streams where a sequence of consecutive cache
lines are accessed by the program. When such a stream is found the processor starts
prefetching the cache lines ahead of the program’s accesses [22|. Again, this method
is simple to implement and it can be designed as an extension to the basic next-line
prefetchers.

A stride prefetcher looks for instructions that make accesses with regular
strides, that do not necessarily have to be to consecutive cache lines. When such
an instruction is detected the prefetcher tries to prefetch the cache lines ahead of
the access of the processor [23]. It should be noted that stream prefetching can be
considered as a special case of stride prefetching (with stride of 1). Also, strides >
1 does not apply to instruction caches and is only useful for data.

Non-sequential Prefetching

In many applications cache misses occur because of transitions to distant lines,
especially when the application is composed of small functions or there are frequent
changes in control flow. There are some kinds of prefetchers specifically targeted at
non sequential misses. Target-line prefetching, for example, tries to address next-
line prefetchings inability to correctly prefetch non sequential cache lines. It uses a
target prefetch table maintained in hardware to supply the address of the next line
to prefetch when the current line is accessed [24].

Moreover, hybrid schemes can be built by combining different prefetching tech-
niques. For example, in a combination of next line and target prefetching both
a target line and next line can be prefetched, offering double protection against a
cache line miss [24]. Finally, a combination of hardware and software prefetching
mechanisms can be implemented to benefit from both of their capabilities.

Indirect Prefetching

Sequential hardware prefetching does not work for irregular access patterns, as
seen in linked data structures, and also in indirect memory accesses, where the
addresses loaded are based on indices stored in arrays ; A[B[i]]. The Indirect Mem-
ory prefetcher is an example that deals with this kind of memory accesses [25]. It
combines an irregular pattern detector used to track irregular patterns and a con-
ventional stream buffer system to track indices.

4.1.2 Software Prefetching

Software prefetching provides facilities for the programmers/compilers to explicitly
issue prefetch requests whenever they want. This can be done either by including
a fetch instruction in a microprocessors instruction set, or through some registers
configurable and programmable by software. Software prefetching can be either
done directly by the programmer (e.g. in the C code), or by the compiler in the
optimization phase, and on the final assembly code.
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Prefetch Instructions

Prefetch instructions can be manually inserted in the code and prefetch data in the
caches before they are needed by the application. On the other hand, using explicit
fetch instructions may also bring some performance penalties since the addition of
the prefetch instructions result in increased code size. For this reason, it is important
to optimize the location and size of the prefetch commands to make sure the optimal
performance is achieved [21].

Irregular access patterns

Software prefetching is alo a tempting proposition for irregular data access patterns.
The idea is that the programmer uses data structure and algorithmic knowledge to
insert instructions into the program to bring the required data early, thus improving
performance by overlapping memory accesses. In [26]| prefetching code is autogen-
erated by the compiler instead of manually inserting prefetch instructions. They
developed a novel algorithm to automate the insertion of software prefetches for
indirect memory accesses into programs. Within the compiler, they find loads that
reference loop induction variables and use a depth-first search algorithm to iden-
tify the set of instructions which need to be duplicated to load in data for future
requests.

4.2 System Prefetchers

In this thesis we are using an Intel Broadwell-EP | whose characteristics are described
in Chapter 5 . There are 2 prefetchers associated with L1-data cache (also known
as DCU) and 2 prefetchers associated with L2 cache. There is a Model Specific
Register (MSR) on every core with address of 0x1A4 that can be used to control
these 4 prefetchers. Bits 0-3 in this register can be used to either enable or disable
these prefetchers. In the table below, we present these prefetchers.

Prefetcher Description

Fetches additional lines of code or
data into the L2 cache

Fetches the cache line that com-
prises a cache line pair (128 bytes)
Fetches the next cache line into
L1-D cache

Uses sequential load history
(based on Instruction Pointer
DCU IP prefetcher of previous loads) to determine
whether to prefetch additional
lines

L2 hardware prefetcher

L2 adjacent cache line prefetcher

DCU prefetcher
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4.2.1 Impact on performance

The hardware prefetchers of Intel’s Broadwell-EP fail to prefetch the correct piece
of data in irregular cases, such as Dijkstra’s algorithm. Intel’s Broadwell-EP and
many of the modern systems provide no hardware prefetchers to deal with irregular
memory accesses. In Fig. 4.1 we present the achieved speedup when hardware
prefetchers are enabled compared to when they are disabled. Given graphs in range
of 40M-500M, we notice a drop in performance, at about 5% on average. We observe
that prefetchers provide no performance boost to this irregular memory accesses
algorithm. In this thesis, we will apply software prefetching to accelerate such
memory accesses by exploiting the characteristics of the algorithm.

1.2 1

Speedup(%)

0.2 1 prefetchers-on

0.0 T T T T T T T T T T T T T T I
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Number of edges (M)

Figure 4.1: The effect of enabling hardware prefetchers on Intel Broadwell-EP.

4.3 Prefetching for Dijkstra’s Algorithm

Our goal is to hide the latency of cache misses that originate from the Update
operation through software prefetching. The idea is to predict irregular memory
accesses, so that the soon-to-be-used data is loaded from the main memory to the
cache hierarchy before it is accessed by the application |26, 27].

4.3.1 Speculative selection of the Next-Extracted vertex

Prefetching the correct chunk of data in the Update operation relies on the pre-
diction of the forthcoming extracted minimum-key vertex u. We observe that the
information stored in the priority queue provides a reliable insight about the next
extracted vertex. Hence, the piece of data we target for prefetching are the neigh-
bors of the minimum element of the priority queue, once the Extract-min operation
of the current phase has finished but before the Update Operation is performed.
Our key observation is that there is a high probability this vertex will be the one
extracted next. We quantify this potential for correct prefetching by counting a pre-
diction as correct when the i, top vertex of the priority queue is extracted at least
after ¢ rounds. Fig. 4.5 presents the ratio of correct predictions for ¢ = {1, 2,3, 4}.
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We observe that the prediction for ¢ = 1 is almost perfect, and consequently the
probability that the prefetched data will be actually used by the application is much
higher.
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Figure 4.2: Correct Predictions (%) of the forthcoming Extracted minimum vertex.
The prediction is 99.1% accurate on average.

4.3.2 Optimal prefetching

As mentioned in Chapter 2, the binary heap’s root is the minimum key-vertex and
will be the next extracted node of the algorithm. A first approach would be to
prefetch the neighbors of the extracted vertex just before performing the appropriate
relaxations. This way, during the Update operation, the data which will be required
are going to be transferred in the cache hierarchy on time. In Figure 4.3, we present
the reduction of execution time of the Update operation. In Figure 4.4, we show the
ratio at which cache misses of the Update operation have been reduced. We witness
that the Update’s operation execution time and the cache misses have noticeably
been reduced - up to 75% on average. The reduced execution time of the Update
operation is nearly optimal since we prefetch the correct piece of data, at the correct
moment. In Algorithm 4 we present the code for this technique.

Algorithm 4 : Optimal prefetching

while () is not empty do
min < Extract-Min(Q)
for all neighbors of min do
prefetch neighbors' data
for all edge (u,v) outgoing from u do
relazxation phase
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Figure 4.4: Normalized Update’s cache misses of optimal prefetching

4.4 Prefetching-Helper-Thread scheme

To begin with, we implemented a simple Prefetching-Helper-Thread (PHT) scheme
similar to [28].

Helper Threading Mechanism

Helper threading is an optimization technique used in non traditional parallelism
to accelerate a program and provide performance speedups. Helper threads are
"assist" threads that perform certain critical computations on behalf of a main
thread in order to help the main ("master") thread and reduce its tasks. Typically,
this optimization has been exploited either to prefetch future data accesses or to
precompute the outcome of blocks of code that would otherwise be executed by the
main thread. Finally, to adapt to the dynamic behavior, helper threads need to be
activated and synchronized frequently. Thus, a low overhead thread synchronization
mechanism is needed.

Methodology

The scheme we propose consists of n + 1 threads. The main thread constantly
executes the algorithm and n helper threads work in parallel with the main one
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and aggresively prefetch data to the nearest shared cache memory, helping it avoid
misses from upcoming irregular memory accesses.

More specifically, in our implementation the main thread initializes all the flags
needed for synchronization of both threads and the data structures (), d and previous.
During each round of the algorithm the main thread is responsible for the execution
of the algorithm while the helper threads prefetch the data that will be required
during the next round. The main thread extracts the minimum vertex while the
helper threads spin-wait to start prefetching. After the Extract-Min operation the
main thread signals the helpers to read the n top minimum key-vertices from the
priority queue and start prefetching their neighbors. Then, the main thread begins
the Update operation whose completion interrupts the prefetching threads. This
process continues while () is not empty.

4.4.1 Coordination

Coordinating the threads is achieved by using two synchronization flags. One is
needed to signal the helper threads start prefetching and the second one to interrupt
them. In Algorithms 5 and 6 we present the code for the case of n = 2 in detail.

In Figure 4.2 we present the speedup achieved by the PHT when n + 1 helper
threads are spawned. The n helper threads prefetch the n top minimum vertices
that are stored in the priority queue. It is evident that in case of n = 1 we achieve
the highest speedups. In additions, there are cases, such as n = 4, where we notice
slowdowns. When the helper thread constantly prefetches data that will be needed in
the far future, the cache hierarchy suffers from pollution and in some cases important
blocks may be evicted. Based on this, n = 1 will always be selected as the tentative
next extracted vertex.

The PHT scheme suffers from a major drawback: we are not able to choose
where to prefetch data. This happens since the helper thread prefetches data at the
cache that is shared with the main thread. Thus, the PHT scheme depends on the
system’s architecture and lacks flexibility. Based on this motivation, we came up
with the Prefetch-Process-Thread-Alternation scheme which is based on the PHT
but overcomes this disadvantage.
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Figure 4.5: Speedup of PHT when n < 4 helper threads are spawned
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Figure 4.6: Execution pattern of PHT scheme

Algorithm 5 : Main Thread code for PHT scheme

Initialize Q, d, previous
prefetch < 0
interrupt < 0
while @) is not empty do
u < Extract-Min(Q)
prefetch < 1
for all edge (u,v) outgoing from u do
relaxation phase
interrupt < 1

Algorithm 6 : Helper Thread code for PHT scheme
while () is not empty do
while(pre fetch=0);
prefetch < 0
min < ReadMin(Q)
for all neighbors of min and while interrupt=0 do
prefetch neighbors' data
while(interrupt=0);
interrupt <— 0
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4.5 Prefetch-Process-Thread-Alternation

In this scheme we present a more sophisticated scheme called Prefetch-Process-
Thread-Alternation (PPTA). It isa two-thread scheme that employs software prefetch-
ing. However, this technique derives from the idea of moving computation near data.
In fact, we try to hide cache misses using two different phases for each thread. Com-
pared to the original algorithm, we expect a significant reduction of cache misses,
created by the Update operation, that results in improved performance.

4.5.1 Methodology

In PPTA, one of the two threads starts by initializing all the flags needed for syn-
chronization as well as the data structures @), d, and previous. Our scheme consists
of two phases in each round of the algorithm: (i) the prefetch phase and (ii) the
process phase. One of the threads is responsible for executing the algorithm (pro-
cess phase), while the other thread prefetches the data that will be required during
the next round (prefetch phase). More specifically, the process-thread, i.e., the
thread that is currently in the process phase, extracts the minimum vertex while
the prefetch-thread, i.e., the thread that is currently in the prefetch phase, is waiting
for the prefetch signal. Once the Extract-Min operation finishes, the process-thread
notifies the prefetch-thread to read the new minimum key of the priority queue and
start prefetching the neighbors of the speculatively selected minimum key-vertex.
Then, the process-thread begins the Update operation and, upon completion, sig-
nals the end of the round and informs the prefetch-thread to stop prefetching. As
shown in Fig. 4.7, at the start of the next round the two threads change roles; hence,
the new process-thread finds in its L1 cache the data that were just prefetched in
the previous round.

This execution model continues alternately until ) is empty and all distances
have settled. There are two cases we need to examine regarding the prefetch phase.
They are also illustrated in Fig. 4.7. In rounds 7 and ¢ 4+ 1, the prefetch-thread
has completed prefetching before the process-thread completes the process phase.
In contrast, in round i + 2, thread 2, i.e., the current prefetch-thread, is notified
to alternate to the process-phase before prefetching the whole set of data. This
notification is necessary because if thread 2 waits for all data to be prefetched,
then the upcoming process phase will be delayed and therefore the application’s
performance will decrease.

The code of PPTA for both threads is presented in Alg. 2 and Alg. 3.

= Idle 7, Interrupted Prefetching
> [ Extract-Min [ Update [ ] Prefetching

Process phase | Prefetch phase| Process phase |

Time

round i round i+1 round i+2
Prefetch phasel| Process phase | Prefetch phase |

Figure 4.7: Execution pattern of the PPTA scheme
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4.5.2 Coordination

To coordinate the execution of the two threads, we use four synchronization flags.
Two flags are needed to signal the beginning of each thread’s prefetch phase and
two more to notify the completion of the relaxation phase and the beginning of the
Extract-Min operation.

Algorithm 7 : Thread 1 code for PPTA scheme

Initialize Q, d, previous
prefetchy < 1 extract; < 1
prefetchy <— 0 extracty < 0
while () is not empty do
while(pre fetch,=0);
prefetchy < 0
min < ReadMin(Q)
for all neighbors of min and while extract;=0 do
prefetch neighbors' data
while(extract;=0);
extract; < 0
u <+ Extract-Min(Q)
prefetchy < 1
for all edge (u,v) outgoing from u do
relaxation phase
extracty <+ 1

Algorithm 8 : Thread 2 code for the PPTA scheme
while () is not empty do

while(pre fetchy=0);

prefetchy < 0

min < ReadMin(Q)

for all neighbors of min and while extractoa=0 do
prefetch neighbors' data

while(extracty=0);

extracty < 0

u < Extract-Min(Q)

prefetchy < 1

for all edge (u,v) outgoing from u do
relaxation phase

extract; < 1
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Chapter 5

Evaluation

5.1 Experimental Evaluation

5.1.1 Experimental setup

For our experiments we used two systems, equipped with AMD’s Opteron and Intel’s
Broadwell-EP processors. The characteristics of the systems are shown in Table
I and their cache hierarchies are presented in Fig. 5.1. We used the following
configurations: (i) in the AMD system, the threads are pinned to separate cores
that share the L2 cache, (ii) in the Intel system, the threads are either pinned to
separate cores that share the L3 cache or (iii) to the same core that share the L1
cache when simultaneous multithreading (SMT) is employed.

We have implemented PPTA and PHT in C++. The coordination flags used
in both schemes are implemented with atomic operations and the acquire/release
memory order. All types of cycles and cache misses have been measured using spe-
cific model specific registers for each system. We disabled the hardware prefetchers
based on the results in Chapter 4. Finally, to experiment on a variety of graphs, we
have constructed graphs with 10M vertices and varying number of edges from the
Random, R-MAT, and SSCA families, using GTgraph [29].

5.1.2 Acquire & Release Memory Order

e acquire: A load operation with this memory order performs the acquire oper-
ation on the affected memory location: no reads or writes in the current thread
can be reordered before this load. All writes in other threads that release the
same atomic variable are visible in the current thread.

e release: A store operation with this memory order performs the release op-
eration: no reads or writes in the current thread can be reordered after this
store. All writes in the current thread are visible in other threads that acquire
the same atomic variable and writes that carry a dependency into the atomic
variable become visible in other threads that consume the same atomic.

39



Chapter 5 Evaluation
Table 5.1: Systems’ Configurations
Intel
Name
AMD Opteron Broadwell-EP
7+Cores 4x8 2x22
7+ Threads 32 88 (SMT)
Core clock 2.4 GHz 2.2 GHz
L1(Data) 16 KB, 4-way, 64B 32 KB, 8-way, 64B
block size block size
L9 256 KB, S-way, G4B o\ g6 e 64B
block size (shared : .
block size (private)
per 2 cores)
16 MB, 128-way, 64B | 56 MB, 20-way, 64B
L3 block size (shared per | block size (shared per
NUMA node) die)
Memory 250 GB 64 GB
08 Debian 8.8 Debian 8.3
Linux Kernel 3.2.0 4.7.0
GCC 4.9.2 W.ith ‘—03 4.9.2 W.ith '—03
optimization optimization
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L3 L3

| | | |
L2 L2 L2

L1 L1 L1 L1
(a) Opteron (b) Broadwell

Figure 5.1: Cache hierarchies of both platforms. Opterons’ neighbor nodes share
the L2 cache and Broadwells’ the L3.

5.1.3 Reference graphs

In order to experiment on graphs with variety of density and structure, we used
the GTgraph generator [29]. We constructed graphs with 10M vertices and varying
number of edges from the Random, R-MAT and SSCA families.

e Random: Their m edges are constructed choosing a random pair among n
vertices.

e R-MAT: Constructed using the Recursive Matrix (R-MAT) graph model.

e SSCA: Used in the DARPA HPCS SSCA graph analysis benchmark.

5.1.4 Performance Results

We evaluate the proposed PPTA approach and the simple PHT scheme. Figures
5.2,5.3 present speedup, sum of data cache misses, and the ratio of prefetched data
per chunk of relaxations, on the AMD and Intel systems. The results are normalized
to the serial execution. The cache misses results refer only to the process phase of
both threads in PPTA or to the main thread in PHT. Note that the AMD system
lacks support for measuring the L3 data misses. We focus our discussion on the
Random graph family, as the other families exhibit similar behavior.

Comparison with PHT. PHT improves the performance of the Dijkstra’s
algorithm by up to 1.75x. However, the improvement of PHT decreases as graphs
become denser. Compared to PPTA, we observe that the performance of PHT is
better only for sparse graphs. This happens because in PPTA the process-phase
thread finds its data prefetched in the L1 cache, while in PHT the main thread finds
the prefetched data in the L2 (AMD) or L3 (Intel) cache.

PPTA on dense graphs. We observe that PPTA improves significantly the
performance of Dijkstra’s algorithm. The obtained speedup is proportional to the
density of the graph, and increases for denser graphs. This occurs because as graphs
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Figure 5.2: AMD-Opteron results.

become denser, PPTA prefetches more data. Therefore, the process-phase thread
experiences less cache misses, and achieves greater speedup. Indeed, PPTA reduces
the cache misses by up to 45% on the AMD system (Fig. 5.2), and achieves a
maximum speedup of 1.62x on the densest graph of 700M edges. This pattern
occurs also on the Intel system, where maximum speedup is 1.5X.

PPTA on sparse graphs. For PPTA with sparse graphs, i.e., graphs with up
to 100M edges, we still observe some speedup on the AMD system but not as high as
for PPTA with dense graphs, while on the Intel system we observe slowdown com-
pared to the baseline. This behaviour occurs because the PPTA scheme introduces
synchronization and coherence overhead. Both threads frequently update the prior-
ity queue and the distance and previous arrays. When each thread reads or writes
on these memory locations, the cache coherence mechanisms trigger cache-to-cache
transfers. In the case of the Intel system where the two threads share the L3 cache,
sparse graphs magnify the coherence overhead compared to the AMD system where
the two threads share the L2 cache. Hence, we conclude that the most beneficial
option for the PPTA scheme is to employ cores that share as many levels of the
cache hierarchy as possible; this way, the coherence overhead is reduced.

PPTA with SMT. Previously we focused on the performance of PPTA when
the two threads run on two separate cores. In this part, we focus on PPTA-SMT,
i.e., when the two threads run on the same core using the available SM'T support.
Note that only our Intel system provides support for SMT.

The PPTA-SMT scheme shows appreciable speedups in sparse graphs, by up
to 1.61x. The threads in the PPTA-SMT configuration share the whole memory
hierarchy including the L1 cache, reducing the coherence overhead and resulting
in better performance for sparse graphs compared to PPTA. However, as graphs
become denser, the speedup for PPTA-SMT decreases. To understand this be-
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Figure 5.3: Intel-Broadell-EP results. For both systems, rows present speedup,
cache misses of the process phase, and ratio of the successfully prefetched data.

Columns represent the three graph families.

haviour, we measure the percentage of cycles that the threads remain idle during
the process-phase due to pipeline contention, for both PPTA and PHT schemes
with and without SMT (Fig. 5.4). We observe that by employing SMT on denser
graphs, a significant part of the execution time is spent waiting to reserve out-of-
order resources. Because the prefetch phase becomes more memory-intensive for
denser graphs, the prefetch-phase thread consumes the shared pipeline resources for
longer time to prefetch data and subsequently slows down the process-phase thread.
For example, in the case of the 500M-edges Random graph, PPTA and PPTA-SMT

reduce similarly the number of cache misses; however, the speedup is smaller in the

second case because of the resource contention overhead.
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Figure 5.4: Portion of process phase core is stalled due to pipeline’s resource
contention, as reported by performance counter(Event A2H, Umask 01H)

Summary. Our results show that PPTA improves performance as graphs be-
come denser on both platforms, and surpasses the PHT scheme for most configura-
tions. In the AMD system, PPTA improves performance by exploiting the shared
L2 cache and reducing the coherence overhead. However, in the Intel system, PPTA
suffers from the coherence overhead, particularly for sparse graphs, since data traffic
is greater due to the shared L3 cache. Finally, regarding the use of SMT with PPTA,
there is a trade-off: for sparse graphs, the threads compete less for the pipeline re-
sources resulting in noticeable speedups, whereas for dense graphs the increased
pipeline contention may lead to slowdowns.
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Chapter 6

Conclusion & Future Work

In the first part of this thesis, we worked on several practical optimizations on
Dijkstra’s algorihm to discover its bottleneck. We explored the design space of
priority queues. Thus, we implemented three different priority queues to discover
their impact on the algorithm’s performance. Each queue effects differently the
operations of the algorithm but performance remains almost the same.

Moreover, we profiled its operations in a fine-grained way, discovered its bottle-
neck(Update) and characterized it aa a memory-bound algorithm whose performance
is negatively affected by irregular memory accesses. In order to reduce memory la-
tency, we introduced two schemes that employ software prefetching to deal with
this kind of memory requests and speed up Dijkstra’s algorithm. We came up with
the Prefetch-Process-Thread-Alternation scheme which derives from a much simpler
Prefetching-Helper-Thread technique. On the one hand PHT spawns a main thread
that executes the algorithm while a helper thread aggresively prefetches data to the
nearest shared cache memory. On the other hand, PPTA involves two threads that
alternately switch between a prefetching and a process phase, to hide the memory
latency caused by cache misses.

We deduce that PPTA introduces coherency overhead which can be diminished
by employing cores that share as many levels of the cache hierarchy as possible.
Moreover, PPTA achieves increasing speedups as graphs become denser and sur-
passes PHT. AMD Opteron achieves speedups up to 1.62 for the densest of our
graphs and Intel Broadwell-EP reaches 1.82 for a sparse graph, with the hyper-
thread in use. Considering the serial nature of Dijkstra’s algorithm and the inherent
difficulties in its parallelization, this is a significant performance gain.

The fact that the PPTA scheme achieves an increasing rate of speedups as graphs
become denser, is a key result since extremely large scale graphs have emerged in
various modern applications, such as, the graph of the Twitter social network and
the neuronal network of the Human Brain Project.

As future work, we intend to explore the potential of the PPTA scheme and how
it can be applied to other memory intensive algorithms of similar nature. Another
important issue is how these schemes can scale effectively beyond two threads.

We will also investigate the idea of a Near-Data Processing scheme which provides
specialized hardware and appropriate software API to deal with memory-intensive
applications such as graph processing.
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