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Περίληψη

Στη σημερινή εποχή, η ανάγκη για βελτίωση της μεταγλώττισης λογισμικού γίνεται ευρύτερα αντιλη-
πτή. Οι μεταγλωττιστές χρησιμοποιούν προκαθορισμένες σημαίες (π.χ. -O2) για να βελτιστοποιήσουν
την απόδοση του λογισμικού, είτε ως προς το χρόνο εκτέλεσης, είτε ως προς τη μνήμη και την ενέργεια
που καταναλώνει. Κάθε τέτοια σημαία αντιστοιχεί συνήθως σε μια προκαθορισμένη σειρά περασμά-
των βελτιστοποίησης που εφαρμόζονται στο μεταγλωττισμένο κώδικα. Παρ’ όλα αυτά, δεν είναι λίγες
οι φορές που αυτές οι προεπιλεγμένες σημαίες επιφέρουν τα αντίθετα αποτελέσματα στον κώδικα.
Αυτό γίνεται διότι κάθε εφαρμογή έχει τις δικές της ιδιαιτερότητες. Συνεπώς αποτελεί καταλυτικής
σημασίας η “προσωποποίηση” της μεταγλώττισης έτσι ώστε κάθε εφαρμογή να μεταγλωττίζεται με
βάση τα χαρακτηριστικά της.

Σκοπός της παρούσας διπλωματικής είναι η υλοποίηση ενός συστήματος για την πρόβλεψη, κατά
τη διάρκεια της μεταγλώττισης, της σειράς περασμάτων βελτιστοποίησης που θα έχει το καλύτερο
αποτέλεσμα για το συγκεκριμένο πρόγραμμα που μεταγλωττίζεται. Κάθε πρόγραμμα προσδιορίζεται
από ένα σύνολο στατικών χαρακτηριστικών (π.χ. αριθμός αριθμητικών εντολών), τα οποία συλλέγο-
νται χωρίς να είναι απαραίτητη η εκτέλεση του προγράμματος. Στη συνέχεια, με τη χρήση μοντέλων
μηχανικής μάθησης γίνεται πρόβλεψη με βάση τα στατικά χαρακτηριστικά της επιτάχυνσης των προς
εξερεύνηση βελτιστοποιήσεων. Δίνοντας ουσιαστικά στο μοντέλο πρόβλεψης κάθε πιθανή σειρά πε-
ρασμάτων βελτιστοποίησης από ένα προκαθορισμένο χώρο αναζήτησης για ένα σύνολο στατικών
χαρακτηριστικών κώδικα, επιλέγεται η σειρά περασμάτων βελτιστοποίησης που αντιστοιχεί στη μέ-
γιστη προβλεπόμενη απόδοση.

Λέξεις κλειδιά

Μεταγλωττιστής, Στατική ανάλυση, Μηχανική Μάθηση, Πρόβλεψη επιτάχυνσης.
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Abstract

The need for improvement in code compilation is nowadays widely understood. Compilers use pre-
defined flags (e.g., -O2) in order to optimize code performance, in terms of execution time, memory
or energy consumption. Each such flag typically corresponds to a predefined series of optimization
passes, which are applied to the compiled code. Sometimes, however, the predefined flags have nega-
tive results and end up deteriorating code performance, instead of improving it. This happens because
every piece of code has its own complexities. It is thus critical for every program to be compiled with
respect to its own attributes.

The purpose of this diploma dissertation is the implementation of a system for statically predicting
the best sequence of optimization passes for the specific code that is being compiled. Every program
is characterized by a set of static features (e.g., number of integer operations), that can be collected
without executing the program. Subsequently, using machine learning models, a prediction can be
made using these characteristics. By giving also as input to the machine learning model a list of all
possible optimization sequences from a predetermined search space of compilation passes, a compiler
can select the series of optimization passes that corresponds to the best predicted improvement.

Key words

Compiler, Static Analysis, Machine Learning, Speedup Prediction.
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Κεφάλαιο 1

Εισαγωγή

1.1 Σκοπός

Η εργασία αυτή αποσκοπεί στην υλοποίηση ενός συστήματος για την πρόβλεψη, κατά τη διάρκεια
της μεταγλώττισης, της σειράς περασμάτων βελτιστοποίησης που θα μεγιστοποιήσουν την απόδοση
του κώδικα. Ουσιαστικά, με αυτό το σύστημα ο προγραμματιστής θα δίνει σαν είσοδο ένα πρόγραμμα.
Στη συνέχεια, θα γίνεται στατική ανάλυση στα χαρακτηριστικά του προγράμματος που εξάγονται.
Τέλος, θα επιστρέφεται ο συνδυασμός των περασμάτων που μπορούν βελτιστοποιήσουν (ως προς
τον χρόνο) το πρόγραμμα, με τη χρήση μηχανικής μάθησης.

1.2 Κίνητρο

Καθώς διανύουμε το τέλος του Νόμου του Moore [Moor06], η αυτοματοποίηση της επιλογής
σημαιών των μεταγλωττιστών, αποτελεί πλέον αναγκαία συνθήκη για την παραγωγή αποδοτικού λο-
γισμικού. Ουσιαστικά, για να ικανοποιηθούν οι αυξανόμενες υπολογιστικές ανάγκες [Zahr16], αυξά-
νεται όλο και περισσότερο η χρήση ετερογενών αρχιτεκτονικών (FPGA, GPU, TPU) μαζί με τις CPU.
Ωστόσο, για να γίνει αποτελεσματικά η χρήση των ετερογενών αρχιτεκτονικών, απαιτείται η αξιο-
ποίηση Γίνεται λοιπόν αντιληπτό, πως στη σύγχρονη εποχή η αυτοματοποίηση των μεταγλωττιστών
για την βελτιστοποίηση του κώδικα αποτελεί κρίσιμο ζήτημα.

Οι μεταγλωττιστές έχουν σχεδιαστεί έτσι ώστε να εφαρμόζουν μετασχηματισμούς στα τμήματα
του κώδικα, έτσι ώστε να τα φέρουν σε πιο αποδοτική μορφή. Οι μετασχηματισμοί αυτοί ουσιαστικά
εφαρμόζονται σε τρία στάδια: 1) front-end 2) middle-end (Intermediate Representation) 3) back-end.
H βελτιστοποίηση στο επίπεδο του ΙR μπορεί να έχει το σημαντικότερο ρόλο στην επίδοση του συ-
στήματος. Η επίδοση μπορεί να είναι είτε συνάρτηση του χρόνου [Park12, Park11b, Park14], είτε
συνάρτηση της κατανάλωσης ισχύος του συστήματος [Asho14, Asho16b, Park11a]. Σε κάθε περί-
πτωση, όμως, πρέπει να γίνει κατάλληλη επιλογή των μετασχηματισμών που θα ενεργοποιηθούν (π.χ.
loop-unrolling, register-allocation).

Η επιλογή των μετασχηματισμών (selection problem), όσο και η σειρά με την οποία θα εφαρμο-
στούν (phase ordering problem), αποτελούν τα πιο σημαντικά ερευνητικά πεδία των μεταγλωττιστών
[Park11a]. Αυτό συμβαίνει, διότι η πληθώρα των συνδυασμών και των μετασχηματισμών καθιστά
εξαιρετικά πολύπλοκη την πρόβλεψη για την επίδοση της επίδραση τους πάνω σε συγκεκριμένα κομ-
μάτια κώδικα. Συνεπώς, ολοκληρωτικές μέθοδοι όπου εφαρμόζουν την ίδια σειρά μετασχηματισμών
για κάθε τμήμα κώδικα, μπορεί να επιφέρουν μείωση της επίδοσης (π.χ. -Ο2, -Ο3). Επομένως, εί-
ναι απαραίτητη η “προσωποποιημένη” εφαρμογή των συνδυασμών μετασχηματισμών για κάθε πρό-
γραμμα. Δηλαδή, η εφαρμογή τους με βάση τα κύρια χαρακτηριστικά του προγράμματος.
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Κεφάλαιο 2

Οι Προκλήσεις στη Βελτίωση των Μεταγλωττιστών

2.1 Φάσεις Μεταγλώττισης

Ο μεταγλωττιστής είναι ένα πρόγραμμα, το οποίο με είσοδο κώδικα σε μια γλώσσα προγραμ-
ματισμού, τον μεταφράζει και τον μετατρέπει σε ισοδύναμο κώδικα σε μια άλλη γλώσσα προγραμ-
ματισμού. Συνήθως, η μετατροπή αυτή γίνεται από μια υψηλού επιπέδου σε μια χαμηλού επιπέδου
γλώσσα μηχανής. Αυτό γίνεται έτσι ώστε να μπορέσει σε επίπεδο κυκλώματος (“hardware”) να με-
τατρέψει της εντολές του κώδικα σε υπολογιστικές διεργασίες, ώστε να “τρέξει” το συγκεκριμένο
πρόγραμμα.

Η διαδικασία μεταγλώττισης χωρίζεται σε τρία μέρη ουσιαστικά: Το front-end, που υλοποιεί την
σημασιολογική ανάλυση του κώδικα και θα το μετατρέψει σε μια δομή αναπαράστασης (IR). To
middle-end, που θα φροντίσει να “περάσουν” οι μετασχηματισμοί (flags) πάνω από το IR και να
βελτιστοποιήσουν την δομή του. Το back-end, είναι αυτό που ουσιαστικά θα μετατρέψει το κώδικα
σε γλωσσά μηχανής κάνοντας και τους απαραίτητους μετασχηματισμούς. Τα επιμέρους τμήματα των
διαδικασιών αυτών χωρίζονται σε φάσεις.

Σχήμα 2.1: Φάσεις μεταγλώττισης

Στη φάση της λεκτικής ανάλυσης, ο μεταγλωττιστής θα δεχθεί ως είσοδο το πρόγραμμα σε μορφή
συμβολοσειράς και θα δώσει σαν έξοδο ένα ισοδύναμο πρόγραμμα με τη μορφή λεκτικών μονάδων.
Στη φάση της συντακτικής ανάλυσης, θα ελεγχθεί αν το πρόγραμμα ανήκει στη γλώσσα της οποίας η
σύνταξη ορίζεται από μια δεδομένη γραμματική. Κατά τη διάρκεια αυτής της φάσης θα κατασκευα-
στεί το συντακτικό δένδρο. Στη συνέχεια, κατά την σημασιολογική ανάλυση, θα ελεγχθεί η ερμηνεία
του προγράμματος. Δηλαδή, θα γίνει στατικός έλεγχος για τον εντοπισμό σημασιολογικών σφαλμά-
των. Αφού το πρόγραμμα περάσει και τον σημασιολογικό έλεγχο, ακολουθεί η φάση της παραγωγής
του ενδιάμεσου κώδικα. Δηλαδή, η μετατροπή του κώδικα σε μια ενδιάμεση γλώσσα (IR) πριν από
την μετατροπή του σε γλώσσα μηχανής. Ουσιαστικά σε αυτό το στάδιο θα εφαρμοσθούν και οι πε-
ρισσότεροι μετασχηματισμοί για την βελτιστοποίηση του κώδικα ανεξάρτητα από την αρχιτεκτονική
την οποία θα τρέξει. Τέλος, η τελευταία φάση του back-end αποτελεί την παραγωγή τελικού κώδικα.
Σε αυτή την φάση θα γίνουν οι βελτιστοποιήσεις που συνδέονται με την αρχιτεκτονική όπου θα τρέξει
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ο τελικός κώδικας, ώστε να υπάρχει μέγιστη απόδοση.

2.2 Ενδιάμεση Αναπαράσταση

Μετά τον λεκτικό και σημασιολογικό έλεγχο του προγράμματος θα γίνει η μετατροπή σε μια
ουδέτερη αναπαράσταση, ανεξάρτητη από την αρχιτεκτονική στην οποία θα τρέξει. Η ενδιάμεση
αυτή αναπαράσταση (IR) έχει καταλυτικό ρόλο στη βελτιστοποίηση της απόδοσης του κώδικα είτε
σε επίπεδο χρόνου, είτε σε επίπεδο ενέργειας.

Ουσιαστικά, η δομή αυτή αποτελεί μια μορφή κώδικα εντελώς ανεξάρτητη από την γλώσσα που
είναι γραμμένο το πρόγραμμα (source language) και από την γλώσσα που θα μεταγλωττιστή το πρό-
γραμμα (target language). Η ανεξαρτησία αυτή δίνει ευελιξία, καθώς δεν καθίσταται αναγκαίο πλέον
κάθε γλώσσα προγραμματισμού να έχει ένα ξεχωριστό front-end για κάθε back-end. Χωρίς αυτό το
ενδιάμεσο στάδιο θα έπρεπε, μετά τη λεκτική και σημασιολογική ανάλυση (με βάση τη γραμματική
της γλώσσας), να γίνει η μετατροπή του κώδικα σε γλώσσα μηχανής, συμβατή με την αρχιτεκτονική
που θα τρέξει. Με την ενδιάμεση δομή αποσυνδέονται, τόσο η παραγωγή γλώσσας μηχανής από τη
γλώσσα που είναι γραμμένο το πρόγραμμα, όσο η λεκτική και σημασιολογική ανάλυση από την μέ-
ριμνα της αρχιτεκτονικής που θα “τρέξει” το πρόγραμμα. Ωστόσο, το σημαντικότερο προτέρημα της

Σχήμα 2.2: Διασύνδεση του IR με το front-end και back-end

δομής αυτής, είναι η δυνατότητα επαναπροσδιορισμού της πριν περάσει στο back-end, έτσι ώστε να
βελτιωθεί.

2.3 Βελτιστοποίηση ενδιάμεσης αναπαράστασης

Η ανασύνθεση του IR, που θα συντελέσει στην αποδοτικότερη λειτουργία του κώδικα, συνιστά
μέρος του middle-end. Μετά την παραγωγή του IR από το front-end, το middle-end θα έχει το ρόλο
της βελτιστοποίησής του, διατηρώντας την σημασιολογική του αξία. Αυτό γίνεται, διότι η παραγωγή
του IR από το front-end δεν εγγυάται την βέλτιστη δομική συνοχή του. Επίσης, είναι σύνηθες το φαι-
νόμενο εισαγωγής ανενεργών εκφράσεων ή τμημάτων κώδικα και πολύπλοκων αριθμητικών εκφρά-
σεων από τον προγραμματιστή. Συνεπώς, η απλοποίηση ή απαλοιφή των εκφράσεων αυτών μπορεί να
μεταφραστεί σε μείωση των εντολών που πρέπει να μετατραπούν σε γλώσσα μηχανής, χωρίς ωστόσο
να υπάρχει σημασιολογική απώλεια. Έτσι, η απλοποίηση του IR αποτελεί κομβική διεργασία για την
μεγιστοποίηση της απόδοσης του προγράμματος.

Σχήμα 2.3: Διαδικασία βελτίωσης IR από το middle-end

Η απόδοση ενός προγράμματος και συνεπώς η βελτίωση της μπορεί να κριθεί από ποικίλους
παράγοντες. Επομένως, όταν εφαρμόζεται ο κάθε μετασχηματισμός από το middle-end στο IR, θα
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πρέπει να είναι ήδη γνωστά τα κριτήρια με τα οποία μετράμε τη βελτίωση αυτήν. Συνήθεις δείκτες
της απόδοσης είναι οι εξής:

• Χρόνος εκτέλεσης: στόχος είναι να ελαττωθεί ο χρόνος εκτέλεσης του προγράμματος, με εν-
δεχόμενο κόστος μνήμης και ενέργειας. Μπορεί με αυτό το κριτήριο απλές εντολές να αντικα-
τασταθούν από πιο εξειδικευμένες, για να εκτελέσουν ταχύτερα της υπολογιστικές διεργασίες
( π.χ. αριθμητικές πράξεις),

• Ενέργεια: Οι μετασχηματισμοί που περνούν πάνω από το IR έχουν τελικό στόχο να κάνουν την
κατανάλωση ενέργειας του κώδικα μικρότερη, αντικαθιστώντας σύνθετες εντολές και τμήματα
κώδικα που είναι αντιπαραγωγικά. Παράδειγμα αποτελεί η απαλοιφή επαναλαμβανόμενης πρό-
σβασης σε στοιχείο μνήμης που δεν συμβάλει στην σημασιολογία του προγράμματος.

• Μνήμη: Η βελτιστοποίηση με αυτό το κριτήριο αποσκοπεί στην μετατροπή των αντικειμένων
ή του τρόπου που αποθηκεύονται στη μνήμη, έτσι ώστε να υπάρχει και μικρότερη χρήση κατα-
χωρητών (register pressure), αλλά και καλύτερη πρόσβαση στα δεδομένα. Η απαλοιφή δασμών
μνήμης που εν τέλει δε χρησιμοποιούνται από των προγραμματιστή αποτελεί ένα τέτοιο παρά-
δειγμα.

2.4 Οι Προκλήσεις στη Χρήση Σημαιών Μεταγλωττιστή

Ένα σύνηθες πρόβλημα στο πεδίο τον αλγορίθμων είναι ο τρόπος με των οποίο αξιοποιείται η
αλληλεξάρτηση μεταξύ των δεδομένων του προβλήματος. Για παράδειγμα, δεδομένου ενός συνό-
λου επιλογών, μπορεί να είναι εύκολη η απόφαση για την επιλογή που θα δώσει το μέγιστο κέρδος
τη δεδομένη στιγμή που παίρνεται η απόφαση, αλλά όχι σε βάθος χρόνου (Knapsack, TSP). Στους
μεταγλωττιστές αυτό αποτελεί ένα από τα σημαντικότερα προβλήματα, καθώς η αλληλεξάρτηση με-
ταξύ σημαιών μπορεί δύσκολα να αξιολογηθεί [Cast11, Furs11b]. Η κατανόηση της αλληλεπίδρασης
των μετασχηματισμών βελτιστοποιήσεις είναι ένα δύσκολο μοντελοποιήσιμο πρόβλημα, καθώς οι
σύγχρονοι μεταγλωττιστές έχουν πάνω από 100 περάσματα μεταγλώττισης. Επομένως, η εξαντλη-
τική αναζήτηση για το ποια περάσματα είναι κατάλληλα και με ποια σειρά πρέπει να “τρέξουν”,
βελτιστοποιώντας την ενδιάμεση αναπαράσταση του κώδικα, αποτελεί το κύριο πρόβλημα για τους
συγχρόνους μεταγλωττιστές.

2.5 Το Πρόβλημα της Σειράς Εφαρμογής Σημαιών

Δοσμένου ενός μεγάλου συνόλου μετασχηματισμών, το πρόβλημα είναι ότι δεν είναι εξ αρχής
γνωστή η σειρά με την οποία πρέπει να εφαρμοσθούν, ώστε να μεγιστοποιηθεί η επίδοση του προ-
γράμματος. Για παράδειγμα, έστω ενα πέρασμα A παρ’ ότι βελτιώνει την μορφή της ενδιάμεσης ανα-
παράστασης επιφέρει τέτοιες αλλαγές, έτσι ώστε να μην μπορεί να εφαρμοσθεί ο εξίσου κερδοφόρος
μετασχηματισμός B και αντίστροφα. Αυτού του είδους η εξάρτηση πρέπει να ληφθεί υπόψιν όταν
εφαρμόζεται μια αλληλουχία μετασχηματισμών. Αυτού του είδους η εναλλαξιμότητα δίνει το έξης
άνω όριο στη πολυπλοκότητα λόγο των μεταθέσεων που μπορούν να γίνουν σε μια αλληλουχία με-
τασχηματισμών βελτιστοποιήσεις:

|Ωphases| = n!

οπού το n είναι ο αριθμός των περασμάτων. Ωστόσο, η παραπάνω εξίσωση δίνει την απλοποιημένη
έκφανση του προβλήματος. Επιτρέποντας τις επαναλήψεις στη εφαρμογή περασμάτων και θέτοντας
ανώτατο όριο στο μέγεθος της αλληλουχίας των μετασχηματισμών η εξίσωση παίρνει την μορφή:

|Ωphases| =
l∑

i=0

ni

όπου n είναι ο αριθμός των μετασχηματισμών και l δηλώνει το μέγεθος της αλληλουχίας μετασχημα-
τισμών.
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Κεφάλαιο 3

Εξαγωγή Χαρακτηριστικών Κώδικα

3.1 Στατικά Χαρακτηριστικά Κώδικα

Η εξαγωγή χαρακτηριστικών από προγράμματα αποτελεί κομβικής σημασίας, ώστε να μπορεί
να υπάρχει ένα σύνολο στοιχείων που να αποδίδει τις λειτουργίες τους. Όσο πιο πιστή είναι η δομή
αναπαράστασής στο πρόγραμμα, τόσο πιο ακριβή μπορούν να γίνουν τα μοντέλα μηχανικής μάθησης,
που θα επεξεργαστούν αυτά τα στοιχεία και θα εξάγουν συμπεράσματα με βάση αυτά. Η στατική ανά-
λυση ή στατική εξαγωγή χαρακτηριστικών αποτελεί μια μέθοδο για την συλλογή χαρακτηριστικών
κώδικα, ανεξάρτητων από την αρχιτεκτονική στην οποία τρέχει. Συνήθως τα εργαλεία που χρησι-
μοποιούν αυτή τη μέθοδο συλλέγουν τα στοιχεία αυτά από την ενδιάμεση αναπαράσταση κώδικα.
Επομένως, γίνεται αντιληπτό ότι η συλλογή αυτών των χαρακτηριστικών δεν απαιτεί την εκτέλεση
του κώδικα. Για παράδειγμα, μερικά από τα πιο συνήθη στατικά χαρακτηριστικά είναι ο αριθμός και
ο τύπος των εντολών. Επίσης, ο σύνδεσμος των μετρικών αυτών μπορεί να δώσει επιπλέον χρήσιμες
πληροφορίες για την δομή του προγράμματος. Παραδείγματος χάριν, το ποσοστό εντολών αποθήκευ-
σης στη μνήμη αποτελεί τη διαίρεση του αριθμού εντολών αποθήκευσης στη μνήμη με των αριθμό
εντολών όλου του προγράμματος. Ένα από τα πιο διαδεδομένα εργαλεία για την εξαγωγή χαρακτη-
ριστικών αποτελεί το Milepost GCC [Furs11a, Furs16].

3.2 Δυναμική Εξαγωγή Χαρακτηριστικών

Ένα σημαντικό μειονέκτημα της στατικής ανάλυσης χαρακτηριστικών είναι ότι δεν μπορεί να
αποδώσει την συμπεριφορά του προγράμματος ως προς την εκτέλεσή του. Για παράδειγμα, όταν
λαμβάνονται υπόψιν ανενεργές εντολές κώδικα στο συνολικό αριθμό εντολών του IR ως feature δη-
μιουργείται λάθος μέγεθος του συνολικού αριθμού εντολών. Αυτό μπορεί να μπερδέψει το μοντέλο
πρόβλεψης και να έχει περαιτέρω επίπτωση στην ακρίβεια του μοντέλου. Για την πιο εμπεριστατω-
μένη αναπαράσταση του κώδικα, αξιοποιούνται στοιχεία της κατανάλωσης πόρων της εφαρμογής σε
επίπεδο λειτουργικού. Κατ’ αυτόν τον τρόπο πληροφορίες, όπως η επιβάρυνση του επεξεργαστή και
αριθμός διεργασιών I/O μπορούν να καταγραφούν. Επίσης, κάνοντας χρήση performance-counters
είναι εφικτή η εξαγωγή χαρακτηριστικών, όπως η κατανάλωση ενέργειας της εφαρμογής. Κατά αυ-
τόν τον τρόπο μπορεί να αποκρυσταλλωθεί η συμπεριφορά της εφαρμογής και να δώσει μεγαλύτερη
ακρίβεια στο μοντέλο πρόβλεψης. Κατά αυτόν τον τρόπο η δυναμική εξαγωγή χαρακτηριστικών, απο-
τελεί την εικόνα του προγράμματος, μετά την εκτέλεση του στο επίπεδο της αρχιτεκτονικής και του
λειτουργικού.

21





Κεφάλαιο 4

Μοντέλα Μηχανικής Μάθησης

4.1 Επιβλεπόμενη Μηχανική Μάθηση

Η μηχανική μάθηση αποτελεί την μελέτη των αλγορίθμων που, με βάση ένα σύνολο χαρακτηρι-
στικών, μπορούν να κάνουν προβλέψεις πάνω σε αυτά [Wang09]. Στους μεταγλωττιστές, η διαδικασία
της μηχανικής μάθησης μπορεί να χρησιμοποιηθεί, ώστε δοσμένου ενός συνόλου χαρακτηριστικών
F και μίας σειράς μετασχηματισμών Τ , να φτιαχτεί ένα μοντέλο πρόβλεψης που να μπορεί να προ-
βλέψει την επίδραση των μετασχηματιστών αυτών. Η έξοδος ενός αντίστοιχου μοντέλου μηχανικής
μάθησης θα μπορούσε να είναι η πρόβλεψη επιτάχυνσης της σειράς μετσχηματισμών ή πρόβλεψη της
κατανάλωσης ενέργειας. Ουσιαστικά, για να επιτευχθεί η εύρεση της συνάρτησης συσχέτισης των δε-
δομένων γίνεται χρήση τεχνικών επιβλεπόμενης μηχανικής μάθησης. Η παλινδρόμηση αποτελεί τη
στατιστική διαδικασία που χρησιμοποιείται για να σχηματιστεί ένα μοντέλο πρόβλεψης. Κάτα αυτόν
τον τρόπο, αποτελεί μια διδικασία αποκρυστάλλωσης της σχέσης μεταξύ των δεδομένων εξόδου με
τα χαρακτηριστικά εισόδου (feature vector) του μοντέλου. Για παράδειγμα, έστω ο πίνακας χαρακτη-
ριστικών εισόδου ενός προγράμματος X και ένα μοντέλο παλινδρόμησης που προβλέπει τον χρόνο
εκτέλεσης των προγραμμάτων. Εκπαιδεύοντας το μοντέλο κατάλληλα η συσχέτιση των δεδομένων
εισόδου με τα δεδομένα εξόδου μπορεί να δώσει ακριβείς πρoβλέψεις. Κατ’ αυτόν τον τρόπο, μέσω
ενός νέου διανύσματος χαρακτηριστικών, θα μπορεί να γίνει εκτίμηση της εξόδου, καθώς το μοντέλο
έχει μάθει τη συνάρτηση συσχέτισης.

Σχήμα 4.1: Αρχιτεκτονική Μοντέλου Μηχανικής Μάθησης
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Κεφάλαιο 5

Στατική Ανάλυση στην Επιλογή Σειράς Σημαιών
Μεταγλώττισης

Ο χρόνος που μπορεί να πάρει η μεταγλώττιση ενός προγράμματος, καταναλώνει σημαντικό πο-
σοστό του χρόνου των προγραμματιστών. Τις περισσότερες φορές ωστόσο, χρησιμοποιούνται για τη
μεταγλώττιση οι προκαθορισμένες σημαίες (π.χ. -Ο3, -Ο2), αντί για τις σειρές περασμάτων, που εί-
ναι βέλτιστες για το κάθε πρόγραμμα. Ωστόσο, το σύνολο των πιθανών συνδυασμών σημαιών είναι
τόσο μεγάλο, που η εξαντλητική αναζήτηση καθίσταται κοστοβόρα ως προς το χρόνο. Αυτός είναι
και ο λόγος της χρήσης, των προκαθορισμένων σημαιών. Για αυτό, στη δουλειά μας ασχοληθήκαμε
με την υλοποίηση ενός συστήματος για την πρόβλεψη των πιο υποσχόμενων σημαιών, με βάση τα
στατικά χαρακτηριστικά του προς μεταγλώττιση προγράμματος. Για να το πετύχουμε αυτό, αρχικά
τρέχουμε σε ένα σύνολο προγραμμάτων ένα επιλεγμένο σύνολο σειρών περασμάτων, ώστε να κατα-
γράψουμε τις επιταχύνσεις που κερδίζουμε. Έπειτα, συλλέγουμε και τα στατικά χαρακτηριστικά των
προγραμμάτων, αυτών και προπονούμε έναν αλγόριθμο μηχανικής μάθησης με τα στατικά χαρακτη-
ριστικά και τις επιταχύνσεις. Κατά αυτόν τον τρόπο, ο αλγόριθμος μηχανικής μάθησης συσχετίζει
τα χαρακτηριστικά και τις σειρές περασμάτων που εφαρμόζονται στα προγράμματα με τις επιταχύν-
σεις. Επομένως, με βάση τις προβλέψεις του αλγορίθμου ο προγραμματιστής μπορεί να οδηγηθεί στις
σειρές μετασχηματιμών που πραγματικά έχουν τη βέλτιστη απόδοση.

5.1 Σχεδιασμός Πείραματος

Για να μπορέσουμε να ελέγξουμε διαφορετικές σειρές περασμάτων μεταγλώττισης, χρησιμοποι-
ήσαμε το μεταγλωττιστή Clang. Ουσιαστικά, με τα εργαλεία που αποτελούν κομμάτι του συγκεκρι-
μένου μεταγλωττιστή (π.χ llvm-opt), δημιουργήσαμε της δικές μας σειρές μεταγλώττισης ώστε να
μπορέσουμε να εκτιμήσουμε πώς οι διαφορετικοί συνδυασμοί επιδρούν πάνω στα προγράμματα. Επί-
σης, καταλυτικής σημασίας είναι ότι η εξαγωγή χαρακτηριστικών γίνεται στο επίπεδο του IR, οπότε
με τη χρήση εργαλείων όπως το llvm-opt μπορούμε να έχουμε το IR του προγράμματος μετά την
μεταγλώττισή του. Για την εξαγωγή χαρακτηριστικών χρησιμοποιήθηκε το Milepost GCC. Τροφοδο-
τώντας το, ουσιαστικά, με τα IR των προγραμμάτων που έχουν μεταγλωττιστεί μπορούμε να εξάγουμε
τα χαρακτηριστικά κάθε εφαρμογής. Τα χαρακτηριστικά αυτά, μαζί με την επιτάχυνση λόγω των με-
τασχηματισμών που έχουμε επιβάλει, είναι τα δεδομένα εισόδου του αλγόριθμου μηχανικής μάθησης
που εκπαιδεύσαμε. Κομβικής σημασίας αποτελεί η δημιουργία των σειρών μετασχηματιμών, καθώς
η συνεχής μεταγλώττιση των προγραμμάτων και η εκτέλεση με αυτές της σημαίες. Για να έχουμε ένα
επαρκές σύνολο συνδυασμών μετασχηματισμών, επιλέγουμε πέντε βασικούς μετασχηματισμούς του
LLVM, όπου οι συνδυασμοί τους με μέγεθος 5 θα δώσει τoν χώρο των συνδυασμών μετασχηματισμών
που εξετάζουμε. Οι μετασχηματισμοί που επιλέξαμε είναι οι ακόλουθoι:

• mem2reg: Το IR ξαναγράφεται απαλείφοντας τις διεργασίες αναφοράς στη μνήμη και εισάγο-
ντας τη χρήση καταχωρητών.

• dce: Διαγράφει τα κομμάτια του κώδικα στα οποία δεν θα φτάσει ποτέ η εκτέλεση του προ-
γράμματος ή δεν επηρεάζουν το τελικό αποτέλεσμα του κώδικα.
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Σχήμα 5.1:Μέσο Απόλυτο Σφάλμα ανά Μοντέλο

• loop-unroll: Μετατρέπει της συνθήκες των βρόχων, έτσι ώστε να χρειαστούν λιγότερες επα-
ναλήψεις.

• instcombine: Θα συνδυάσει απλές εντολές σε λιγότερο σύνθετες, διατηρώντας τη σημασιολο-
γική αξία του προγράμματος.

• constprop: Αποτιμά και αντικαθιστά τις τιμές στις πράξεις με σταθερές (π.χ add, sub).

5.2 Αποτελέσματα

Για να αξιολογήσουμε το σύστημά μας, εκπαιδεύσαμε με τα δεδομένα μας μοντέλα μηχανικής
μάθησης, ώστε να αποτιμήσουμε την χρήση τους, στο πεδίο της πρόβλεψης επιτάχυνσης μεταγλωττι-
στών. Αυτό διότι, κάθε μοντέλο αποκτά γνώση από τα δεδομένα που εισάγουμε με διαφορετικό τρόπο.
Στη διαδικασία που ακολουθούμε κάθε πρόγραμμα ανήκει στο σύνολο προγραμμάτων επαλήθευσης
(test-set) μεταγλωττίζεται με τον συνδυασμό περασμάτων που προβλέπεται να έχει τη μεγαλύτερη
επιτάχυνση. Επομένως, αποτελεί κομβικής σημασίας να εξακριβωθεί το καταλληλότερο μοντέλο.
Οι αλγόριθμοι μηχανικής μάθησης που εξετάστηκαν είναι οι ακόλουθοι: Linear Regression, Lasso
Regression, SVR, Decision Trees και Random Forest.

5.3 Mελλοντικές Επεκτάσεις

Η σχέση που έχουν οι μετασχηματισμοί και οι βελτιστοποιήσεις μεταξύ τους και ο τρόπος που
επιδρούν πάνω στα προγράμματα αποτελεί ένα από τα ανοιχτά προβλήματα στο πεδίο των μεταγλωτ-
τιστών. Στη διπλωματική αυτή, εξετάσαμε το πρόβλημα της βέλτιστης επιλογής περασμάτων, αξιο-
ποιώντας μεθόδους στατικής ανάλυσης. Ωστόσο, με την πάροδο των χρόνων, αναπτύσσονται νέες
τεχνικές που μπορούν να βοηθήσουν στην βελτίωση της επιλογής μετασχηματισμών, όπως οι μέθο-
δοι επεξεργασίας φυσικής γλώσσας. Μεσά από αυτή την εργασία αναδεικνύονται τα εξής περαιτέρω
θέματα:

• Από τα αποτελέσματα μας είναι εμφανές ότι για να έχουμε πιο ακριβείς προβλέψεις χρειαζόμα-
στε περισσότερα δεδομένα. Έχοντας ένα μεγάλο σύνολο δεδομένων οι αλγόριθμοι μηχανικής
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Σχήμα 5.2:Μέσo Τετραγωνικό Σφάλμα ανά Μοντέλo

μάθησης θα μπορούν να δώσουν με μεγαλύτερη ακρίβεια τα αποτελέσματα, καθώς θα έχουν
αποκρυσταλλωθεί οι σχέσεις μεταξύ των δεδομένων εισόδου-εξόδου. Στην κατασκευή ενός
συνόλου δεδομένων προγραμμάτων είναι σημαντικό να ληφθεί υπόψη η διαφορετικότητα των
χαρακτηριστικών των προγραμμάτων, ώστε να μην επαναλαμβάνεται αυτή η γνώση στην εκ-
παίδευση των μοντέλων. Η εκτέλεση των προγραμμάτων θα πρέπει επίσης να ληφθεί υπόψη,
καθώς η διαδικασία της εξαγωγής των επιταχύνσεων είναι χρονοβόρα, συναρτήσει του μεγέ-
θους του χώρου μετασχηματισμών.

• Παρ’ ότι τα στατικά χαρακτηριστικά των προγραμμάτων μπορούν να συλλεχθούν γρήγορα,
δεν αποδίδουν τη λειτουργία των προγραμμάτων σε βάθος. Η χρήση, ωστόσο, δυναμικών χα-
ρακτηριστικών μπορεί να αποτελέσει μια πιο περιεκτική μορφή απεικόνισης. Η μορφοποίηση
αυτή των προγραμμάτων μπορεί να δώσει σημαντική γνώση στα μοντέλα και να βελτιώσει τις
επιδόσεις τους, καθώς οι αλληλεπιδράσεις των μετασχηματισμών θα αποκωδικοποιηθούν πιο
καθαρά. Ακόμα, ο συνδυασμός των στατικών με τα δυναμικά χαρακτηριστικά θα μπορούσε να
δώσει ακόμα καλύτερες εκτιμήσεις.

• Η εξελικτική φύση της διαδικασίας σχηματισμού σειρών μετασχηματισμών κώδικα αποτελεί
ιδανικό περιβάλλον, για την χρήση γενετικών αλγορίθμων. Δημιουργώνας την σειρά βήμα
βήμα, αντί να προβλέπεται εξαρχής, αποτιμώνται καλύτερα οι αλληλοεξαρτήσεις των μετα-
σχηματισμών. Ωστόσο, σε αυτή τη μέθοδο σημαντική είναι επιλογή του αρχικού πληθυσμού
του αλγορίθμου, ώστε η συνάρτηση βελτίωσης να μην ”κολλήσει” σε τοπικό ελάχιστο.

• Τέλος, κομβικής σημασίας αποτελεί η αρχιτεκτονική πάνω στην οποία θα τρέξει κάθε πρό-
γραμμα. Αυτό διότι, η εφαρμογή ορισμένων μετασχηματισμών μπορεί να έχει διαφορετικά
αποτελέσματα ανάλογα με τις δυνατότητες που μπορεί να προσφέρει η αρχιτεκτονική πάνω
στην οποία τρέχει. Σύνηθες παράδειγμα αποτελούν οι αρχιτεκτονικές που επιτρέπουν ουσια-
στικά την εφαρμογή μετασχηματισμών παραλληλοποίησης προγραμμάτων.
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Chapter 1

Introduction

1.1 Objective

The purpose of this diploma dissertation is the implementation of a system that statically predicts
the sequence of optimization passes that maximize the performance of the specific code being com-
piled. In that way, by giving as input the code of the program, its features are extracted via static
analysis and are propagated to a machine learning model in order to output the most promising opti-
mization sequences.

1.2 Motivation

The automation of selecting the best compilation passes in compilers is essential for producing
efficient software, especially as we are approaching the end of Moore’s law. Compilers are designed
to apply optimization passes in order to make the software more efficient. There are 3 main parts that
compose the functionality of compilers: 1) front-end, 2) middle-end (IR) and 3) back-end. Optimiza-
tion of the IR has a major impact on the efficiency of the compiled code. That kind of improvement
can be measured in terms of time or energy consumed. Ιn every case there must be precise selection
of enabled passes that will run over the IR, so that significant gains can be achieved.

The selection of optimization passes (selection problem) and the order in which they are applied
(phase ordering problem) form the most important research problems in the field of compilers. This
happens because there are many combinations of passes that result in an enormous search space.
Notably, the use of predetermined flags (e.g., -Ο2, -O3) can have significant drawbacks in terms of
performance in some cases, although they have been widely adopted.

Thus, it is essential for compilers to produce optimization sequences that depend on features of
the programs being compiled.

1.3 Thesis Structure

The content of the thesis is structured as follows:

• Chapter 2:An introduction to some of the core concepts of compiler theory and functionality of
optimization. Also a brief overview of the phase ordering problem and phase selection problem.

• Chapter 3: An analysis of feature extraction techniques for code characterization.

• Chapter 4:An interpretation of machine learningmodels used in compiler’s research problems.

• Chapter 5: Implementation details of our proposed system for static feature extraction from
code and speedup prediction of optimization sequences.

• Chapter 6: Concluding remarks and future implementations and extensions to our proposed
solution.
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Chapter 2

Challenges in compiler’s optimization

2.1 Compilation Stages

The compiler is a program that transforms the input programming language to machine language
or code that computer processors use. In other words it translates code from a high-level language to a
low-level language with equal semantic value. That happens because in order for code to be executed
instructions have to be “understood” by the hardware so that its process and functions can run on a
various architectures.

Compilation processes consist of three main parts: front-end, middle-end and back-end. Front-
end is the part that implements the lexical and semantic analysis of the code and transforms it to an
intermediate representation (IR). Middle-end applies the optimization passes to the IR, so its structure
and the execution performance can be improved. Finally the back-end is the part that translates the IR
into low level machine language. The three main parts can be separated in phases.

Figure 2.1: Phases of Compiler

During lexical analysis, the code is examined as a series of characters, and it is reformed as a
structure of lexical tokens. During syntax analysis, this structure is evaluated in order to be deter-
mined whether the predefined grammar rules are followed. After the correctness of program has been
verified, a syntax tree is generated. During the phase of the semantic analysis, the correctness of the
syntax tree is verified so that semantic value of the program is to be validated. Then generation of the
IR takes place. During this phase, the architecture independent optimizations are applied so that the
performance of the program is improved. Finally, back-end translates the intermediate representation
form into a machine language compatible with the architecture that will run the code.

2.2 Intermediate Representation

After the semantic and syntax analysis have been made, the program is transformed into the inter-
mediate representation(IR), which is independent from the architecture that will run the code. It also
plays a major role in improving the performance in terms of execution time or energy consumption.
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Mainly IR is a structure that capture the semantic value of source code despite the fact that is
independent from the source and target language. This kind of flexibility is important because there is
no need for a back-end for every front-end. Without this structure, after the lexical and syntax analysis
thatare based on the grammar rules, code would be translated into the low level language depending
on the architecture that would run the code. Which means that for every different architecture another
compiler would be needed. But rather with the use of IR, there is a common formation for every
different front-end.

Figure 2.2: Conncection between front-end and back-end

Most importantly this kind of structure can be optimized, before entering the back-end is entered.

2.3 Performance Improvement

The reformation of IR through passes results in the better performance of code execution. After
the IR has been generated from the front-end, the middle-end applies the passes selected from the
programmer. Thus, although the IR undergoes changes, it keeps its semantic value. This happens
because after the IR has been generated, there can be redundancies inserted from the programmer or
expressions that do not add any semantic value to the program, thus their elimination results in the
better performance of the code. Hence, it is important to simplify the IR form in order to make the
low level code more efficient.

Figure 2.3: IR optimization

The performance of code and furthermore its optimization can be determined by a number of
factors. In that spirit when a pass is applied to the IR, the goal of the optimization and the criteria that
have to be met must be predefined. In most cases the performance indicators are the following

• Execution time: The goal is to reduce the time that the program needs in order to execute
with the trade-off of memory and energy consumption. For instance simple instruction can be
replaced with, more purpose-built instructions because they can execute computations faster
(e.g., arithmetic operations).

• Energy: The optimization passes that run over the IR will result in lower levels of energy con-
sumed, while the code is being executed. This happens by replacing heavy instructions with
simpler ones that do not need many hardware operations, and by eliminating parts of code that
are inefficient and can lead to such results. For example, iterative memory loads that do not add
semantic value to the program can be eliminated.

• Memory: Optimization in terms of memory happens by transforming the formation of the ob-
jects or the way they are stored in memory, so that memory accesses are more “affordable”.
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2.4 Optimization Passes

The following examples are some of the most common optimization-passes:
Despite the different factors that can affect the optimization of the IR, every compiler has various

passes in order to achieve this kind of performance improvement. GCC has more than 300 different
passes. Thus, the selection of combinations that can result in speedup or efficiency in terms of memory
is not a trivial task. However there are passes that result in improvements of IR structure most of the
time. The examples below are some of the most common optimization-passes:

Constant Folding
The basic idea behind this optimization is that, if an expression has constant operands, they can

be evaluated statically at compile time, without adding the overhead of runtime execution of the eval-
uation and thus improving the runtime performance.

x := 42 + 17
y := 17 * 0
z : = 42 * 1

x := 59
y := 17
z := 42

Algebraic simplification A very similar pass to constant folding is the algebraic
simplification. Here, their difference lies in that the algebraic simplification uses mathematical and
logical simplification rules, despite the fact that the operands might not be constant.

a * 1
a * 0
a + 0
b | false
b && true

a
0
a
false
b

Constant propagation
In this optimization variables are replaced with their value, if they are known to be constant. The

capacity of improvement in terms of efficiency is drastically increased if its usedwith the above passes.
This kind of improvement is shown in the below example

x := 5
y := x * 2
z := a[y]

y:= 5 * 2
z := a[y]

y:=10
z:=a[y]

z:=a[10]

Copy propagation
When a variable is assigned to another, this means that every call of the assigned variable will re-

flect to the copy variable. By replacing this kind of indirect reference to the actual variable a significant
amount of speed-up can be gained. The example below shows that.

Dead code elimination After programmers have practiced various optimization passes fallaciously,
many statements may be inactive, which means that they do not add any semantic value to the aim of
the source code. Thus, the removal of those parts will not only retain the reasoning of the code but
also cut out all useless operations. Such an action may not only benefit the code size and speed-up but
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x := y
while (x < 42){

x := f(x-17) + x
}

x := y
while (y < 42){

x:=f(y-16) + y
}

also enable other optimization to run and improve further the performance. In the example below, it
becomes conspicuous how helpful this optimization can be.

x := 15
y : = 42
x := x* y ;
return (y)
x := x - 17
return (x)

y:=42
return (y)

Common subexpression elimination The objective of this pass
is to replace instances of expressions that are reused, while variables can be holding the computed
value. The benefit of performing such actions is that there is no need to reevaluate expressions that
have already been examined, hence there can be major speed-up improvements.

z := x + y +42
w := x + y + 17
m := z + w

tmp := x + y
z := tmp + 42
w := tmp + 17
m := z + w

Loop unrolling The concept of this
optimization is to reduce the iterations of loops. This is achieved when/if the instruction that control
the loop is minimized or eliminated. In that respect loops may be rewritten, by repeating instructions
to keep their semantic value unaffected.

for (i =0 ; i < 50 ; i++){
print(”Hello World”)

}

for (i=0 ; i < 50 ;i+10){
print(”Hello World”)
print(”Hello World”)
print(”Hello World”)
print(”Hello World”)
print(”Hello World”)

}

Although the word optimization indicates improvement in terms of performance, this is not always
the case, in fact aggressive optimizations can degrade the performance of the code [Tria03]. Conse-
quently there is no guarantee that the optimization will pull off a better version of the source code. In
order for the middle-end to deliver the promised goods via performing a series of optimizations, their
interaction must be taken into account. This kind of unsolved research challenges in compiler’s do-
main are what engineers have been focused to untangle as processors can’t keep up with the Moore’s
law promises [Esma11].
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2.5 Challenges of Compiler Optimizations

A common problem in the field of algorithms is the way of handling inter-dependencies. For ex-
ample, given a set of choices it might be trivial to take the best option that will give greatest value right
away, but it is not easy to say what choices overall that could bemade (Knapsack, TSP). In a compiler’s
domain that is what has been a major problem: the interdependency of optimization passes, something
is difficult to evaluate [Furs11b, Vegd82]. Understanding the behavior of optimizations with each other
are complex modeling problems due to the fact that hundreds of different optimizations must be con-
sidered during the various compilation phases. For example, GCC and LLVM-CLang have more than
100 optimization passes. Along these lines, it is clear that in order to have a better selection, a wide
search of solution space is needed. In the compiler’s theory: “feasible set, search space, or solution
space is the set of all possible points of an optimization problem that satisfy the problem’s constraints”
[Steu08]. To optimize the IR a huge search space is usually pruned and down sampled with the opti-
mization algorithm. So, finding which optimizations to use, which set of parameters (e.g., loop-unroll
factor) and in which order to “run” them over the IR so to yield the best performance improvement is
the main challenge to advance the compiler’s capabilities. At this point, it becomes obvious that the
optimization problem can be split into two sub-problems: (i) to decide how to enable/disable a set of
optimizations (optimization selection problem); or (ii) to change the ordering of optimizations (phase
ordering problem).

Given several optimization passes, the enabling or disabling a part of them, can form various
optimization sequences. When the ordering is ignored the problem scope is which optimizations have
the best impact on the source code in terms of performance. Researches have shown that interaction
between enabling or disabling optimisations in a sequence can drastically improve the performance
without even taking in consideration the order of phases [Asho16b, Bodi00].

Having a search spaceO with size n, an optimization element oi can be either enabled (oi = 1 ) or
disabled ( oi = 0 ) . Hence an optimization sequence can be specified by a vector with n dimensions:

|Ωselection| = {0, 1}n

So the selection problem’s optimization space has an exponential space as its upper-bound, which
means when there are ten optimizations to be taken in consideration (n = 10) the search space to
find the best sequence without ordering equals 2n (1024). Also another thing that must be taken in
consideration is that some passes may need additional parameters, like loop unrolling (factor of tuning
2, 4, 8, 16). In that case it the total number of choices a compiler optimization can have is m, like so
the above equation takes the following form:

|Ωselection_extented| = {0, 1, , ..m}n

2.5.1 Phase Ordering Problem

Given a set of optimizations the problem is that there is no ideal ordering of phases. An opti-
mization pass A can transform the IR in a way that prohibits the effect of some optimizations which
otherwise could have been performed from the following pass B. Moreover if B is enabled before A
its effect might be dull. This kind of linkage must be considered, before multi-phase optimizations
have been applied. “A set of optimization phases may be interdependent in the sense that each phase
could benefit from transformation produce by the other” [Leve80].

This kind of interchangeability gives a factorial upper bound due to permutations of the phases an
optimization sequence can have:

|Ωphases| = n!

where n is the number of optimizations that should be taken into account. However the equation
above is a simplified version of the phase ordering problem. By allowing various length sequences
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and repetitions of optimizations the search-space equation has the following form:

|Ωphases| =
l∑

i=0

ni

where n is the number of optimizations under study and l is the maximum desired length for opti-
mization sequences. Even for small-scale values of n and l the search space is massive. For instance
if n andm are both equal to 10, they lead to an optimization search space of more than 11 billion dif-
ferent optimization sequences. The problem of finding the right phases does not have a deterministic
upper-bound given an unbounded optimization length [Asho16a].

2.5.2 Autotuning

In order for the autoation of processes to accomplish one or more objectives with minimal or no
interaction with user is called autotuning [Wils94]. In the compiler’s design autotuning usually refers
to the implementation of a model where a tuning parameter space is defined. Many versions of the
input program are created in this parameter space. The exploration of those variants is called iterative
exploration, which can be done exhaustively either when all different versions of the program are con-
sidered or when a subset of the space is sampled by using heuristic search based on exploration. Thus,
there is a trade-off between the number different versions used to construct the model (accuracy) and
the computational complexity to construct the model (time).‘ The goal to compose such models is de-
fined in terms of performance. Knowledge extracted from different applications and their variants are
fed in machine learning algorithms from which a predictive model is emitted. By extracting features
from “unseen” applications, a train set can be formed and fed into the predictive model. A predicted
outcome is yielded which can be compared to the known outcome so that error measurements can
be evaluated and predicted. Therefore, feature engineering plays a vital role in that process. Getting a
representation of a program and feeding it in a machine learning model is a complex problem. Thus lot
of research has been done [Cumm17] to find ways to characterize programs, in a way that its semantic
value be captured in a representation, that can be fed to machine learning models.
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Chapter 3

Feature Extraction

3.1 Static Features

Given that there is no upper-bound to potential features to characterize a program, composing a
high-quality set of them is a non-trivial task. Complexity of the problem is increased when machine
learning models have restrictions in order to be fed with data (e.g., fixed length inputs) are taken into
consideration. The accuracy of outcome predictions depends heavily on the train set that formed these
machine learning models. “After all you are as good as your data” [Goog].

Static analysis or static feature collection is a method that tries to collect features which are inde-
pendent from the architecture that runs the code. Commonly such features are extracted from compiler
intermediate representations [Wang09, Tayl17]. Hence, feature vectors of programs can be obtained
without the source code being executed; for example, two frequently used features are the number
and the type of instruction. Likewise raw features can be combined to generate new features, such as
memory load ratio that is yielded when the number of load instruction is divided by the number of
total instructions. One of the most used static feature extractors is Milepost GCC [Furs11a] which was
propose by Fursin et al., as a plugin to GCC compiler.

Another way for programs with respect to their semantics to be represented is by graph representa-
tions. In such representations data and control dependencies are explicit for each program operation.
“Data graphs have provided an explicit representation of the definition-use relationships implicitly
present in a source code” [Ferr87]. Control flow relationships are usually represented by control flow
graph [Alle70]. Some tools that can extract these kind of dependencies (data flow and control flow) are
MinIR [Asse11] and LLVM. A distinct graph based method for feature representation was introduce
by Park et al. [Park12]. The authors usedMinIR to extract the control flow graph of many applications
and composed feature vectors by using shortest path graph kernels. In that fashion they where able
to feed the features into a SVM model. Another graph based approach was introduced by Koseki et
al. [Kose98]. Their method used control flow graphs as feature vector to predict good loop unrolling
factors. A different approach was used by Nobre et al. [Nobr16] in order to target the phase ordering
problem. In their graph based approach each node of the graph is an optimization pass and edges are
weighted, so the sub-sequences with higher aggregated weights are more likely to achieve a better
performance.

3.2 Dynamic Characterization

A major drawback when using static analysis to collect features and characterize applications is
that the actual behavior of the program might not been captured. For example, when the instructions
of a basic block in the IR which is not executed are taken into account, they create an illusory feature
of values. This can confuse the prediction model and further decline its accuracy. In order to have a
more robust representation of the source code in terms of behavior (I/O, resource contention), features
should be extracted from different layers of runtime environment. Information, like loop iteration
counts and frequently executed code regions, can be obtained when the runtime trace of the application
is examined, given its input. Furthermore, at the lever of operating systems metrics like CPU load and
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I/O magnitude can mirror the behavior of the application. Last but not least, at the hardware level
performance counters can track down information such as number of cache loads/stores and branch
misses [Jeff12]. Thus, energy consumption and hardware resources needed from the application can
be tracked down. This kind of low-level access to “behind the scenes” behavior of the application
can drastically increase the accuracy of predictive models. Because of this feature vectors of dynamic
analysis tend to have a hardware-specific view of application behavior. Furthermore, execution pattern
of the program might change with different inputs or architecture that will run the source code, thus
predictions will be drawn on unreliable observations.

3.3 Feature Generation

The rise of machine learning has solved scientific problems across different domains of program-
ming languages. In the field of Program Synthesis Xiao Liu et al. [Liu19] who based on a natural lan-
guage processing model, composed a C-program generator. By generating well-formed C-programs,
the researchers where able to perform fuzz-testing to GCC and CLang/LLVM compilers. In the field of
code summarization Allamanis et al. [Alla15] created a model inspired by Milikovs natural language
embeddings [Miko13] that was able to suggest variable and method names given the source code.
Models accuracy depended heavily on “learning” the context of variables and methods that would be
renamed. In this fashion Uri.aln et al. constructed a neural model for representing snippets of code as
continuous distributed vectors [Alon18].

Feature extraction has also been benefited form the use of such neural models and natural lan-
guage processing techniques. According to the Naturalness hypothesis [Alla18] forms of code could
be treated as text: “Software is a form of human communication software corpora have similar sta-
tistical properties to natural language corpora and these properties can be exploited to build better
software engineering tools”. The first who used natural language processing techniques to extract
features from source code for compiler optimization were Cummins et al. [Cumm17]. Their method
automatically abstracts and selects features from the raw source code. This kind of automation drasti-
cally decreases the complexity of feature extraction because no software-tool or performance counter
is required. Programs are fed through a series of neural network based language models which learn
their semantic value. Hence, feature vectors can be yielded and represent the source code without
human-involvement. Consequently by capturing the behavior of a program their were able to predict
which loop unrolling factor would increase the performance. Similarly Tal-Ben-Nun et al. [BenN18]
constructed a general purpose processing pipeline geared towards representing code semantics in a
robust and learnable manner. They used LLVM-IR to construct contextual flow graphs that in turn
are used to train an embedding space. By merging LLVM instructions and dataflow information in
contextual flow graphs, the researchers where able to tackle the same problem (loop unrolling factor
prediction) while providing better accuracy.

3.4 Feature Cleaning

It is clear that there are many ways to mirror the behavior of a program in feature vectors. Machine
learning uses features to establish predictionmodels. Hence in order for the accuracy of suchmodels to
be improved, it is vital to choose the features, that models will be trained on. In compiler optimization
research, an initial large feature space is commonly pruned via feature selection [Step05] or projected
into a lower dimensional space [Magn14].

3.4.1 Feature Selection

Feature selection requires understanding how each features affects the accuracy of the model. A
method to get this information is by applying the correlation coefficient [Wang10, Jian10]. Redundant
features are filtered out by removing features that have a strong correlation with an already selected
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feature. Another method for correlation estimation is mutual information [Cava06], which evaluates
the interdependence of features. For example if knowledge that feature A transfers to the model can
be largely acquired from feature B, feature A can be cutted out, with out losing information.

3.4.2 Feature Dimensionality Reduction

While feature selection allows us to select the most important features, the resulted feature set
can still be too large to train a good model. Reducing dimension of the feature vector can improve
drastically the accuracy of the model. This kind of reduction may be a necessity when prediction
is yielded from learning algorithms such as KNN, so the curse of dimensionality [Beye97] is to be
avoided. Although reduction will produce a smaller feature vector there can be no information loss
when these techniques are performed. Principal component analysis is widely used for dimension re-
duction in compiler research works. PCAmerges features together and constructs new features. In that
way little to no original knowledge is lost. The output feature vector will summarize the information
of the initial vector. Another useful method to reduce dimensionality of features is via autoencoder.
Autoencoders have to two parts: 1) encoder, 2) decoders. Encoders take as input data and outputs a
much more compressed structure that encapsulates the original input. After compression is done, de-
coder tries to reconstruct the original input based on the low -dimension structure generated from the
encoder. More specifically in compiler optimization autoencoder have been used to model program
source code to obtain a feature vector that will reveal its behavior [Mou16, Whit19].
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Chapter 4

Machine Learning Models

Machine learning is the study of algorithms or techniques that are able to learn data characteristics
and make predictions on them [Mohr12]. In compilers optimization when machine learning is adopted
the general problem is to construct a function that “takes as input a tuple (F, T), where F is the feature
vector of the collected characteristics of an application being optimized and T is one of the several
possible compiler optimization sequences applied to this application” [Park11b]. The output of such
model may be a predicted speed-up value of T or the predicted optimization sequence of T. Two
major subclasses of machine learning have been widely used in research: supervised and unsupervised
learning.

The essence of supervised learning is that a predictive model will be trained on experimental per-
formance data and features of programs. After it has been trained, the model has learned the correlation
between these feature values and optimizations that will bring the best performance. These learned
correlations play major role in predicting the best optimization for a new unseen application. Predic-
tive models can be either regression models or classification models. This kind of distinction depends
on the form of the output. On the one hand, Regression models are used to predicting continuous
variables, whereas on the other hand classification model is used to extracting discrete outputs.

Whereas a supervised learning needs to have labelled data so that models are trained, unsupervised
learning is not the same case. When unsupervised learning is used there is no error or reward signal
to evaluate the potential solution. Thus, an environment is generated that permits model evaluation;
for example dividing program runtime information into clusters, such points within each cluster are
similar to each other in terms of program structure [Pere03].

Choosing the right model heavily depends on the feature data of programs and what kind of pre-
diction is needed (speedup, phase-ordering etc). Thus there is no “one model fits all” solution in this
problem.

4.1 Supervised Learning

4.1.1 Regression

Regression analysis is a statistical process used for prediction or forecasting. It works by estimating
relationships between outcome variables and features. In compilers domain it has been used for various
tasks, such as predicting the execution time speed-up [Wen14].

As an example consider we heave a model which takes as input a feature vector X and predicts
the execution time Y of the program. Lets say the model has been trained with five known data points
(dataset) and each of the five points that compromise the data is called training example. Each training
example is a tuple, (xi, yi), defined by a feature vector, xi and the program’s execution time yi. By
obtaining that knowledge and learning the correlation between the given input and output data, it is
understood that the model can be used to make predictions for any new, unseen program’s features.
The rationale behind the model’s ability to make prediction is that function f , which corresponds to
the relation between input (xi) and output (yi) has been learned. Once the function, f , is in place a
prediction, y, can be made for any input feature vector x. This is why regression is essentially curve-
fitting.
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There are many machine learning algorithms that can be used for regression. These include the
simple linear regression model and more complex models like support vector machines (SVMs) and
artificial neural networks (ANNs). Linear regression is effective when a strong linear relationship is
established between input (feature vector) and output (labels). On the other hand SVM and ANNs can
both exploit linear and non-linear relationships, but in order for them be accurate they need much
more training data.

4.1.2 Classification

The statistical process of categorizing a given set of data into classes is called classification. In
this method a new sample is categorized based on other samples whose categorized membership has
already been known. A distance function is what will determine the similarity of samples, and thus
group them. This method has been widely used in compiler optimizations prediction; for example,
classification can be used to predicting which unroll factor should be used for a given loop by associ-
ating the input feature vector with “similar” feature vectors.

The k-nearest neighbor (KNN) algorithm is one of the most used unsupervised learning algorithms
because of its effectiveness and simplicity. It works by picking the k closest instances from the training
set to the input instance (program) on the feature space. Euclidean distance is chosen in most cases
as the similarity function that will determine the “closeness” of instances, but other metrics can also
be used. After having been selected, the k nearest neighbors to the given features (programs) use the
optimal parameters of them as the prediction output. KNNs have been used in compiler’s optimization
researches to predict the best optimization parameters [Step05]. Despite its effectiveness, KNN is
a computational-heavy algorithm, because it must compute the distance between the input and all
training data at each prediction. This process can be time-consuming when the train set is large. It is
also evident that the algorithm does not obtain knowledge from data; instead it simply chooses the k
nearest neighbours. Which means that if noisy data are inserted the model can turn-out to be unstable
and thus not robust on ill-suited training-set.

As a substitute decision trees have been adopted to solve similar cases; for example in order to
decide the profitability of usingGPU acceleration [Coop99,Wang14], determinie the loop unroll factor
and to choose the parallel strategy for loop parallelisation [Coop99] . Major advantage of using such a
model is that it enables users to understand why particular choices have been made and thus there can
be a reasoning for its output. The way decision trees work is by starting from the root of the tree and
comparing a feature value of the target class (program) with a threshold to determine which branch of
the tree to follow; this process is repeated until lead node reaches the output of the final descision. It
should be noted that the threshold values and the structure of the tree are constructed by the machine
learning algorithm.

A drawback of using a single decision tree is that the model can easily over-fit due to outliers in the
dataset. Therefore random forests have been proposed to diminish the problem of overfitting. The way
it works is by using multiple decision trees and aggregating their output predictions. The prediction
of each tree relies on the values of a random vector sampled independently on the feature value.
Prediction is made by summing up the sub-predictions of random trees to form an overall prediction.
Besides classification random forests are also usedi as regression models, such as, in predicting energy
consumption of CUDA programs [Reji17].

Another model used for classification is support vector machines (SVM). In SVMs the similarity
measurement on feature vectors is done by kernel functions. The radial basis function is one of the
most used. It works by mirroring the input feature vector to a higher dimensional space where it is
easier to separate classes. SMVs can model linear and non-linear problems and that is a reason that
they have been used in prior works [Jose06].
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4.1.3 Deep Neural Networks

Advances in the field of hardware and computer architecture have enabled the use of computational-
heavy models, like deep learning in many research fields, for example image segmentation, natural
language processing [Miko13], speech recognition [Hint12] and composition of generative models
have been of much benefit form the use of DNN.

One could argue thatDNNswork exactly as traditional neural networks do, but that is not the case.
By having many much more layers between the input layer and output layer DNNs manage to learn
representations and features interdependencies in a more accurate way than in shallow networks. In
this way if they are provided with enough data and establish their weights they can keep abstractions of
the knowledge learned and use them to predict the outcome of a new unseen form of representation.
In compiler optimizations domain this can be very helpful. For instance, given a large training set
of programs representations and their “good” optimization sequences a DNN can learn how features
correlate with optimization phases and thus when an unseen program is given to the model, it can
predict which sequence fits best for it.

4.2 Unsupervised Learning

In contrast to supervised learning, unsupervised learning works with unlabeled data. When a set of
training samples is given unsupervised learning tries to categorize the input sample based on that set.
In this way the algorithm learns the distribution of the data. Despite there is no information about the
output, by learning the structure of the data the algorithm is able to understand rules and associations
between samples by learning the structure of the data, and thus group them. A common choice to reveal
the distribution of a dataset is clustering. The way clustering works is by forming groups between
closely related set of objects. Object or data points of the same group are strongly associated in terms
of features, unlike data points belonging to different groups. K-means clustering tries to group nearby
data points in the feature space into k clusters. In research in compiler’s domain, K-means has been
used to characterize programs behavior [Sher02], by clustering programs execution into phase groups.
It has also been used in optimization selection problem, by clustering the code structure of parallel
programs that gain speedup from similar optimizations.

In order for clustering algorithms to perform well, data must be easily grouped in feature space.
When one works with large feature vectors noisy data won’t allow that kind of separation. Thus some
kind of dimensionality reduction should be performed. By doing this, it allows features to be repre-
sented by a smaller number of independent variables. Thus, a new feature vector is generated with
respect to the most important features (variables) of the old one. In other words the new vector is a
combination of the most important features, but it needs less independent variables to be expressed in
the feature space [Asho18, Asho19].

4.2.1 Evolutionary Algorithms

Evolutionary search or evolutionary computation is a subclass of machine learning. It is inspired
from natural selection and Darwin’s theory of evolution [Darw]. The fundamental idea in this process
is that given an initial set of possible solutions (population), an optimal solution can be derived by
combining the fittest of them. There are three key operations in an evolutionary algorithm: selection,
cross-over, mutation. Another necessary component of EAs is the fitness function which evaluates
the quality each candidate (solution). Evaluation of population is an iterative process. In most cases
termination criteria are either a maximum number of iterations (generations) or a fitness threshold
of the best solution. For instance in an optimization problem there is a given or randomly generated
set of candidate solutions (population). First fitness function measures the quality of each individual
solution, that is the probability of each optimization to be selected forcross-over is proportional to its
fitness value. After members of the population have been stochastically selected, the phase of cross-
over starts. By mixing candidates of the initial dataset, new offsprings are produced. Driving force of
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this action is that by merging “good” candidates, bred solutions will enjoy a greater fitness value than
their parents. Additionally in order to keep the size of initial set unchanged, lowest-valued solutions are
replaced by the offsprings. However in order to guarantee the algorithms progression and betterment,
mutation is utilized. In this way, chances to stick with locally optimal solution are reduced, because no
fitter solutions are added to the population. Iteratively this process can generate the best solution for
the optimization problem. In order to perform such actions each member of the population is usually
represented as an array of bits. In that way cross-over and mutation are easily applied. Fringe benefit
of EAs is that a large solution space can be explored while the enumerations of all possible solutions
is unthinkable. A great advantage over supervised machine learning is that EAs require no knowledge
to converge to optimal solution apart from current values of the population. However despite the
ability to cover an enormous search space, EAs need experimental evidence for evaluating solutions
from fitness function. This process can be extremely time consuming, though. This drawback can be
diminished with the additional help of machine learning models that can estimate potential gains of
configurations. In research supervised learningmodels have been used to predict bright area of a design
space, thus leading the evolutionary algorithm on which subarea should focus to [Asho18, Furs08].
Another approach is to prune the initial search space, thus reducing the number of options to explore,
instead of predicting its prosperous subareas [Furs11b].

In compiler optimizations domain these techniques can be used in variations of the phase ordering
problem. For instance, given a population of compiler flag-sequences of a program the algorithm can
find the combination of flags that delivers the best performance. In the first place fitness function
evaluates each optimization sequence with respect to predetermined criteria (time, speed-up, energy).
Fitness function can be a measurement of the execution time of the application, thus sequences that
perform better than others will have greater fitness value. After each sequence has obtained a fitness
value, the best of them are combined to form new sequences that yield better performance to the
application. Newly formed sequences are byproducts of their parents, meaning that a part of them
belongs to each parent. Moreover a part of the initial population gets mutated, whichmeans that certain
individual passes of sequences get transformed to different optimization passes. Flag-sequences with
the lowest fitness values are replaced by the new ones for the sake of continuous upgrade of the
population. This results to the formation of a new generation and the restart of the algorithm. The
application gets compiled again for the sake of a new round of fitness evaluation. When termination
criteria are met, this process yields the best performing compiler flag sequence for the program.

4.2.2 NeuroEvolution Of Augmenting Topologies

Another evolutionary approach that’s been adopted recently is NEAT. Similarly to evolutionary
search it uses the same three key components: selection, crossover, mutation. NEAT studies the evo-
lution of neural network structure in order to have better results. The algorithm starts with an initial
set of network topologies. In other words representation of node, edges and weights of the networks.
Candidate networks get evaluated. Their predictions are measured from a fitness function, so that a
hierarchy is established. After evaluation its over, mutation and crossover phase takes place. Compa-
rably to the evolutionary algorithms the best individuals of the population networks are selected, so
as to create new topologies which may yield more accurate predictions. Also mutations change part
of current topologies of random networks. For instance weights are redefined and nodes are added.
The least fit members of the population dies out, so that the new ones take their place. This process is
repeated until a fitness threshold is achieved or a number of generations has been reached. An aspect
of the algorithm is to keep the network as small as possible. This method has been used in order to
provide efficient neural nets as integrated part of compilers in prior works [Simo13, Kulk12].
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4.3 Reinforcement Learning

Another technique that has gained momentum in the last years is reinforcement learning. In that
method a model or an agent interacts with the given environment. Through that kind of interaction
the agent tries to find optimal ways to fulfill its purpose. In other words an objective is given to the
model and through trial and error approaches, it gains knowledge of how to perform in the region. In
order to form a behavior or a way to do it, the agent follows a policy. This policy will shape the aim of
the agent. Moving towards the goal the model can choose between actions that eventually change its
current state. With an eye on its purpose, the agent learns from its selection supported by the reword
function. The states that the agent, is been transferred after selecting an action are also evaluated. The
value of a state is defined as the accumulated average of future rewords that can be obtained from the
current state. With the intention to respect agent’s policy, reword function gives positive values when
the state that the agent transfers is more “desirable” and thus closer to the goal. In this way, it is able
to learn from past actions (exploit) and from new ones (explore).

Because of these interactions with environment and the ability to absorb gain insight, reinforce-
ment learning fits best for scheduling problems. For example mapping in an optimal way instructions
are executed from registers in a hardware environment, so that maximum performance is obtained.
Modeling that problem states could be represented as register usage loads and number of idle regis-
ters, action could be the assignment of a process to a register and the reward driven by the throughput
of the overall system. In this way the agent will learn how to allocate optimally resources. Reinforce-
ment learning has also been used in similar problems in computer architecture domain, such as in
scheduling RAM memory traffics [Ipek08] and configuring virtual machines [Rao09].

Reinforcement learning has also boost the autotuning of parallel programs (OpenMP) [Eman14].
The major problem on running parallel software is that there in no prior knowledge of the optimal
number of threads that should be assigned to run the program. The right number of threads can increase
the performance in terms of speed-up and energy. Features of source code that runs on multicore-
architectures are extracted in order for the algorithm to gain insight to the state. Moreover, information
about the execution time is obtained. Then a reword function is learned offline in order to estimate
the reward of a runtime scheduling action. After having acquired this knowledge the agent can predict
the number of threads that can potentially increase the speed-up of an OpenMP program. Thus in the
next scheduling epoch, it uses empirical observations of applications speedup to update the reword
function and test the knowledge obtained so far.

Commonly reinforcement learning techniques are preferred for modeling problems that have an
evolving nature. But their accuracy heavily depends on forming an appropriate value function to es-
timate the immediate reward. Forming a function that leads to the greatest cumulative reword when
the agent is transferred from the current state to the most promising one is not a trivial task. Policy
is closely related to the formation of value function, because all parameters that describe the aim of
the agent must be met. Modeling such a function in complex and dynamic environment requires a
sufficient amount of knowledge that has been obtained so far.

When modeling compiler optimization problems where predictions depend on various static or
dynamic features and possibly the input of the program, exploration space can be gigantic. Thus the
exploitation phase of the algorithm will only manage describe a rather small area of the design space
of the problem. In order for RL to be used effectively, great insight of the environment and all possible
actions are needed. For that reason deep learning techniques have been used in conjunct with RLs so
that a value function to be learned [Mous18].

4.4 Prior Research Approaches

Despite the use of machine learning in programming languages research domain is not widely
adopted, important steps have been made towards autotuning of compilers.

The effort of Cooper et al. [Coop99], showed that fixed lengthened optimization sequences are not
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the optimal way to reduce code-size of applications. When source code needs to be run on embedded
systems, it is burned in ROM of the device. In an effort to have small code-sizes, software engineers
will tolerate much longer compile times in an attempt to find the best optimization sequences. The
realization of that need is what drove Cooper et al. to the use of genetic algorithms for that problem.
Standard optimization sequences potentially will reduce code-size of a program (-O2), but not in an
optimal way. When a transformation is applied, it can create opportunities for other transformations.
Likewise a transformation can eliminate opportunities of other optimizations. That interdependency
of passes heavily depends on the structure and the semantics of the program. By giving an array rep-
resentation to an initial set of different optimization sequences the three basic components of the GAs
(selection, cross-over, mutation) are utilized. The code size after compilation of the application with a
particular candidate solution (transformation sequence) has been compiled , serves as fitness function.
After each epoch the population gets renewed, by merging parts of the most promising sequences and
mutating others. In this way an application-specific optimization sequence is obtained after iterative
compilation. This method has an advantage of 14.5% compared to fixed sized sequences.

Despite the fact that iterative compilation can be extremely gainful, in order to yield performance
improvements, large optimization space should be explored. Evolutionary algorithms find efficient
optimization with the trade-off time. That is because in order to exploit good transformation many
epochs of population updates are needed. When the number of optimization passes that needs to be
considered grows, the exploration space grows exponentially. Indenting to reduce the searches needed,
Agakov et al. [Agak06] introduced a machine learning model that speed ups iterative optimization, by
focusing the search to the most promising areas of optimization space. First, a Markov chain model is
learned off-line by using training set of benchmarks. In order to gain insight to the applications static
feature are used, like the number of loop and the number of instruction per block. After having acquired
knowledge of the application features, the model is trained in order to predict which optimization
will give the best performance. Thus, when an unseen application is encountered, its feature vector
representation is extracted. After the vector has been obtained, PCA takes place in order to reduce
its dimensions. Then nearest neighbour algorithm uses the reduced feature vector to find the closest
benchmark representation that will reveal the most promising optimization which search needs to
focus on. This focused search method achieves up to 86% of performance improvement compared
to 36% performance improvement that is obtained by non-focused search, under the same number of
evaluations. In that spirit, Knijneunberg et al. [Kisu00] formed a method of iterative compilation to
decide optimal loop-till size parameters and loop-unroll factors. In order for the optimization space
to be explored, evolutionary search was used. By focusing on just two flags (loop-unroll, loop-tiling).
and their possible different parameters, Knijneunberg et al. where able to reduce the search space in
order to gain significant speed-ups on a small number of iterations (50 iter.). Similarly Kulkarini et al.
[Kulk04]modeled the phase ordering problem in away to enable evolutionary search. In this work they
uses an optimization set of fifteen different flags. A boosted search technique in iterative compilation
was introduced by Bodini et al. [Bodi00]. By using static features of programs and Markov chains
to focus on iterative optimization they were able to achieve up to 40% speedup. They used fourteen
transformations in sequences with length of five, which consist of a relatively large exploration space
(145). After the model has learned how to exploit that space, it is tested in a much larger space (8020),
in order to predict which static features of unseen programs with optimization sequences (with length
of twenty) would be more beneficial. Another approach to the phase ordering problem was given by
Kulkarni et al. [Kulk12] who used neuro evolution of augmenting topologies. Instead of predicting the
complete sequence of optimizations from the initial static features extracted from code, they integrated
an artificial neural network in Jikes RVM Java JIT compiler to build good optimization sequences. For
that purpose, after prediction has been obtained from the neural network the optimization is applied to
the source code and static features are extracted against the optimized version of the program. After
that neural network is fed with the new features to predict again a possibly efficient transformation.
The network is constructed with the use of NEAT in order to avoid modeling implications.

An additional approach to the phase ordering problem was introduced by Purini et al. [Puri13] .In
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order to reduce the ineffectively large optimization sequences space within LLVM -O2 they defined
a machine learning based downsampling technique. The authors originated a clustering algorithm to
cluster sequences bound by the similarity matrix that can be used to calculate the Euclidean distance
between two sequence vectors.

Another variation of phase ordering can be found in the work of Park et al. [Park12]. The authors
proposed a new static characterization, that is based on control flow of programs. By getting a graph
based representation of the programs, authors were able to capture a more expressive representation,
without executing the source code. That graph structure and a series of optimization sequences are
fed to an SVM model, that has learned offline to predict the speed-up gained from transformation
sequences.

Correspondingly Cavazos et al. [Cava07] used dynamic features to predict good transformation
sequences. Their method used performance counters to construct an applications feature vector. By
obtaining features such as cache statistics (e.g., misses, stores) and branch instruction statistics (e.g.,
misspredicted branches), authors where able get a more comprehensive representation of the program.
In order to make prediction of optimization sequences they trained a regression model. In their method
various programs are run with different optimization sequences and their speedups are examined.
Then selected effective optimizations and features of the applications are fed to the regression model.
Thus when features of an unseen program are inserted to the model, it outputs the most promising
sequences. In this way authors modeled the selection problem. Their technique outperforms static
analysis techniques, because of system-level-characterization of programs.

In addition Ashouri et al. [Asho17] by using dynamic features created a framework for speedup
prediction of optimization sequences. The authors clustered all the LLVM’s -O3 optimization passes
into optimization subsequences. They also trained amodel with features of programs and their speedups
for every possible optimization subsequence. Feature space was reduced with PCA in order to mini-
mize training cost. After the regression model has been trained, an iterative process takes place. Fea-
tures of a new program and an optimization subsequence are fed to the model in order to yield the
speed up prediction for the given subsequence. By giving to the model every possible subsequence of
the cluster the best are examined, in a dynamic manner, so that the new version of the program can be
optimized again with one of all possible sub-sequences. Hence, the overall optimization sequence is
built in an iterative way instead of being predicted.

An architectural-related approach was introduced by Magini et al. [Magn14] in order to solve the
parameter selection problem. The authors proposed a machine learning model to predict the coars-
ening factors that achieves the greatest speed-up for different GPU architectures. Thread coarsening
factor (number of threads to merge together) selection is a trade-off between execution of redundant
instructions and exploitation of thread-level parallelism. Its heavy architecture-dependence adds to
the programmers an overhead of manually finding the best coarsening factor. In that spirit Magiini
et al. [Magn14] created an iterative optimization process. First, static feature from OpenCL kernels
(e.g. number of instructions, number of loads etc) is extracted from a number of benchmarks. Then
a neural network is fed with the features and the speed-ups gained for various different coarsening
factors applied on the OpenCl kernel. Furthermore, another information that the networks needs to
be supplied with is the architecture that the kernel runs on (e.g., Nvidia Kepler, AMD Tahiti). The
number of static features is also reduced by PCA, without significant information loss. By training
the model with these features, it is able to predict if thread coarsening should be applied to further
optimize the kernels performance. In other words the model is fed with the static features of a new
OpenCl kernel and outputs the coarsening factor. In a positive case coarsening is applied and static
features are extracted again to feed the model with the new state of the kernel. This cascade model
achieves speedups between x1.11 and x1.33 on average.

The same problem was further investigated by Cummins et al. [Cumm17]. They employed neural
networks to extract features from source code for compiler optimization. Their system automatically
abstracts and selects appropriate features fromOpenCl kernels. In their work, programs are fed through
a series of neural network based on language models. In this way, language models learn how to rep-
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resent the kernels as a sequence of floating point vectors, acquiring knowledge of how code correlates
with coarsening factor selection Their technique achieves on average 16% speedup compared to the
technique by Magini et al. on the coarse threading problem, across four different architectures.

In that spirit Cummins et al. [Cumm20] introduced another model to obtain representations that
accurately captures the semantics of programs. Their work is based on graph-based program repre-
sentation using low level language agnostic format (LLVM-IR). In this way this representation com-
poses “a directed attribute multi graph that captures control, data and call relations and summarizes
instruction and operand types ordering” [Cumm20]. The inputs of a neural network are fed with that
representation, so that whole-program classification tasks are enabled.

Despite machine learning offers major benefits for constructing optimization heuristics, many
research problems remain open (phase-ordering). The gap between what state of art methods achieve
and the performance of an optimal heuristic needs to be additionally reduced, due to the increasing
complexity of computing systems, requires ever more accurate and aggressive optimizations.
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Chapter 5

Static Analysis on Phase Ordering Problem

Compilation time can be a heavy burden in programmers’ everyday life. In most cases program-
mers use standard optimization sequences like (e.g., -O3, -O2), rather than finding an optimal sequence
matching with their application needs. Past research approaches have shown the point that “built in”
optimization sequences will not gain the optimal speedup for the application being compiled. It is also
noteworthy that exploring different combination of compiler flags is a tedious and time-consuming
task. Thus, it is not unusual for software engineers to cling on the adequacy of common transforma-
tion flags. In that spirit we focus our work on static analysis of source code in order to predict the
most rewarding optimization sequences. First, we run benchmarks in different combinations of flags
and measure their runtime speedup with respect to -O3. Second, we train the network with bench-
marks static features and speedups from the various flag sequences. Third, the model is trained to be
able to correlate program’s features and optimization flags to yield a speedup prediction. Thus, fea-
tures extracted from unseen source code with a list of all possible flag combinations that have fed the
trained models inputs will result in a list of predictions of speedups with respect to -O3. In that way
information about what might be a “good” optimization sequence is easily obtained, and the program
is compiled with the flag combination that generated the best speedup prediction. In the following
sections we discuss the methods we use in order to compose such a system.

5.1 Compiler Infrastructure

In order to be able to perform various optimization sequences instead of using default transfor-
mations, we used LLVM and its toolchain. LLVM is a compiler infrastructure project, which is used
to construct, optimize and produce intermediate and binary machine code. It can also be used as a
compiler framework where user can provide the front-end and the back-end. In that way a high level
language is translated to LLVM-IR and then to low level assembly. LLVM-IR is the intermediate level
representation provided from LLVM, and can be used for optimization transformations as discussed
in 2.2. Optimized IR is then passed to the back-end where machine code is generated.

5.1.1 Reducement of Exploration Space

From past research works [Kulk12], it can be understood that searching a good optimization se-
quence among all possible sequences would be like looking for a needle in a haystack. The exploration
space of optimizations sequence grows exponentially given the ever growing number of compiler
transformations. As an example GCC [GCC] has more than 200 compiler passes and and LLVM’s
Clang and LLVM’s opt have more than 100 transformations. Searching for sequences of transforma-
tions of variable length among all passes would result in a search space of over a billion. That’s why
we selected to test fixed-length sequences, with the length of five.

5.1.2 LLVM Passes Selection

In order to keep the list of possible optimization sufficient enough for training, we used a small
enough prediction model to avoid the much time-consuming process of compilation and execution of
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benchmarks we selected five passes that transform LLVM-IR:

• mem2reg: Rewrites the IR by raising loads and stores to stack-allocated values to registers.

• dce: Removes code that is unreachable or does not affect the program result.

• loop-unroll: Transforms loop conditions and possibly parts of code inside the loop, so that
fewer iterations be needed in order to obtain the same results.

• instcombine: Combines instructions in order to form fewer simple instructions with equal se-
mantic value for the program.

• constprop:Merges and propagates constants, by replacing instructions involving only constant
operands (e.g., add, sub) with a constant value.

We have observed that the complexity of the variation of phase ordering problem is proportional
to the number of individual optimizations and the length of sequences. By defining as n the number
of different passes and r the length of optimization sequences, the number of possible permutations
(with repetitions) is given by the equation:

P(n,r) = nr

The reason behind the repetitions allowed in permutations is that a pass might be able to re-optimize
the IR if another pass has been enabled before it. Hence the number of all possible optimizations
sequences that can be formed in order to obtain a speed-up improvement is equal to 3125 (55).

5.2 Benchmarks

In order to measure the speedups gained against -O0 flag Collective Benchmark (cBench) is used
[CToo]. cBench is a collection of open source programs with various datasets. It was introduced by
Frusin in order to help research on programs and architecture optimization also contains 32 programs
too. Another benefit of cBench is that is highly portable, all benchmarks imported include scripts
to ease the process of iterative compilation and to perform automatic optimizations by using GCC,
LLVM, PathScale and other compilers. Thuswe use those scripts in order to compile the programswith
all optimization sequences and measure their run-time execution with linux-perf [Perf]. Moreover, it
is important to mention that we only use default datasets to run the programs and thus we don’t feed
the predictive model with that information (size of dataset). Some of the most useful scripts that come
along with the Collective Benchmark are the following:

• __compile: Compiles benchmarks with a specific compiler (e.g., GCC, LLVM) indicated by
the first parameter with the flags specified in the second parameter.

• __run: Executes the benchmark with the fist parameter indicating the input dataset that bench-
mark needs to run and the second parameter is the upper bound of the loop wrapper around the
main procedure. We set the loop-wrapper to five in order to have more accurate time measure-
ments.

• all__create_work_dirs: Creates temporal work directories for each benchmark.

• all_compile: Compile all benchmarks in the temporal work directories.

• all_run: Runs all benchmarks in temporal work directories in temporal work directories.
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Benchmarks are compiled with every optimization sequence and then are executed so that infor-
mation about their execution-time is obtained. When a program runs, its execution time is saved in a
file that will be used to create the training dataset for the prediction model. Linux-perf is the tool we
use in order to measure the execution-time. In order for accurate metrics to be, repetitions flag in linux
perf is enabled and set to ten. In that way the program is executed ten times and the average execution
time is what is saved in file. It is also important to note that we have cleaned the caches before we
execute different benchmarks, in an effort to clear possible interferences and isolate applications data
traces. Additionally we measure the execution time of all benchmarks with -O2 and -O3 flags with
the intention to define speedups for every sequence against the different standard flags.

5.3 Static Analysis

In order to obtain static features from benchmarks, to feed with data the machine learning model,
we use Milepost-GCC. Created by Fursin et al. [Furs11a], Milepost-GCC was the first attempt to
make a practical on fly machine learning based compiler combined with an infrastructure targeted to
autotuning. Despite the tool ceased to be used for compilation, it has been used in research as feature
extractor. Its maintenance and development was discontinued in 2010 but a docker image of the tool
is available [Lulo]. By using Milepost we extract static features from all benchmarks in an array form
and save them in a file.

5.4 Dataset Creation

After we have recorded the execution time of the benchmarks with all possible optimizations se-
quences and collected their static features, we construct the training dataset. The file of time measure-
ments contains the benchmark name for every execution, optimization sequence used, the execution
time and speedups with reference to O2 and O3. Defining the execution time of a benchmark compiled
with -O3 flag as TO3 and the execution time compiled with the optimized sequence as Topt.seq, the
equation of speedup is given below:

SP =
TO0

Topt,seq

The file with the static features collected fromMilepost-GCC contains in every row the benchmark
name and the fiftyfive features that Milepost outputs. In that way we merge the information of the two
text files into a csv file in order to train a prediction model. Hence the csv file contains in every row
the name of a benchmark, the flags used to compile it the execution time, the relative speedups (w.r.t.
-O3, -O2) and the 55 feature values obtained from Milepost in every row . Another essential aspect is
that all values need to be in a numerical form before they are fed into the machine learning model. For
that reason binary encoding is used so that these categorical values are transformed. All combinations
of flags are enumerated. Hence every single optimization sequence can be represented as an array of
binary digits, whose legth depends on the number of unique categories of the examined feature. In
our experiment we use 3125 (55) different optimization sequences. An array of length 12 (log2 3125)
is needed so there can be a binary representation. Thus 12 additional columns are required so that the
optimization sequences are modelled and fed into prediction model.

5.5 Regression

In order to make speedup predictions based on the feature values and the combination of flags,
we train a linear regression model. In that way the model learns the correlation between the given
data features (static features of benchmarks and flag sequences) and their output (speedups). For that
purpose all static features collected form Milpost-GCC get scaled. The rescaling method we use is
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min-max normalization. The rescaled static features combined with the array of binary digits that
represents a compiler optimization sequence are fed into the model, with their speedup values. In that
way a function f that models the relationships among all the input features (x) and speedups (y) is
obtained, which means that by providing the static features of an unseen program and an optimization
sequence that we want to apply to the program, a prediction about the speedup can be gained:

y = f(x)

After the model is trained we integrate it into the autotuning process. During that process a C pro-
gram is compiled with the best optimization sequence predicted from the model. When this methodol-
ogy is used features collected from an unseen C program get scaled, which enables the scaler to learn
from the training dataset. These features merged together with every optimization sequence are fed
into the trained model. Thus a list of speedups of compilers transformations is obtained. The transfor-
mation sequence that is predicted to have the best performance is the one used to compile the code via
Clang compiler.

5.6 Results

In order to test our system’s predictions we integrated various regression models. The way a pre-
dictive model gains knowledge from feature data can be of great significance. In other words, a model
can learn in a dissimilar way from another regression model and thus the information obtained from
the input given be different. In our system an unseen C program get compiled with the best predicted
optimization sequence. So, it is critical to choose a prediction model which is accurate and its es-
timated speedup is close to the real speedup. Hence we test our system with 6 different regression
models: Linear, Lasso, Ridge, SVR, Decision Trees, Random Forest. It is important to note that our
regression models were trained with the exact same train set. This training set is composed by each
program of the Collective Benchmark run with every optimization sequence except the ones that show
the best improvement for each program. In other words the five most efficient optimization sequences
for each program are left out from the training set and used as a test set for our models. Below we
show the accuracy of its model with respect to mean absolute error and mean squared error.

Figure 5.1:Mean Absolute Error per Model
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Figure 5.2:Mean Absolute Error per Model

In terms of mean absolute error SVR is the most accurate model. Despite that Ridge and Lin-
ear regression seem to also have accurate predictions as well. These results show that the predicted
speedups do not diverge from the real speedup obtained from the optimization sequence. When taking
in consideration the mean squared error of the models, Linear regression seems to be more robust, be-
cause mean squared error penalizes large errors. Despite that predictions are relatively close in every
case, meaning that models learn the correlation between training features ( code static features and
flags ) and speedups. This reveals that regression models can provide accurate estimations, thus ex-
ercising a great impact on iterative compilation. By predicting the speedups gained from flags we are
able to evaluate only the most promising optimization sequences. Considering that, by giving a list of
all possible optimization sequences to the regression models we are able to inspect the ones that show
the greatest potential. In order to be accurate as prediction model we use Linear Regression because
of its robustness in terms of mean squared error and mean absolute error. Notably Ridge Regression
also delivers similar results. Nevertheless, Decision Trees and Random Forest do not enjoy the same
accuracy. In the figures below we illustrate the predictions of those models on various programs and
optimization sequences from the test set.

Optimization Name
dead code elimination d
memory to register m
constant propagation c
instruction combine i
loop unroll u

Table 5.1: Flag’s naming
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It is worth mentioning that for each program only the five best optimization sequences are taken in
consideration for evaluation. From the above figures it seems that Random Forest and Decision Tree
have better predictions than Ridge Regression and Linear Regression in some cases. But also they tend
to have very high value errors in other cases, which is the reason they perform so poorly in terms of
mean absolute error and mean squared error 5.1. Also for each program Ridge and Linear regression
seem to be stuck in some cases and in that way not follow the gains and losses of each optimization
sequence. That fact implies that more data is needed in order for the models to form a function f that
follows these changes of those models.

In a second experiment we tried to test the above models with a different setup. As a test set we
used a small part of the whole dataset. In that way we do not hide the best flags of the programs.
In this manner regression models have already seen the features of a program and the impact of a
combination of flags. The metrics observed, when that technique is used, are shown below:
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It is observed that there in not huge difference in terms of mean squared error and mean absolute
error, meaning that regardless the method used to train the models, the knowledge gained to predict
the speedup does not differ much. Despite that again linear regression seems to be the model that
performs best.
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Chapter 6

Conclusion

6.1 Concluding Remarks

Speedup prediction has been an active scientific field in the past couple of years [Cumm17]. De-
spite that no static analysis techniques have been evaluated, most feature extraction approaches use
dynamic characterization which requires the execution of the program. This approach can be very
time consuming and tedious and that why a static analysis technique comes in handy. In the present
thesis we have implemented a static approach for the phase ordering problem. First, in order to train a
regression model we have formed a dataset which consists of static features of C programs collected
with Milepost-GCC. Another part of the dataset is the speedups of each program with a combination
of flags. In order to keep the optimization’s search space feasible we have considered only five Clang
optimizations (dce, constantprop, mem2reg, loop-unroll, instcombine). All permutations of length five
of those optimizations compose our search space. We have trained a linear regression model in order
to be able to make predictions on the speedup of an unseen C program only by obtaining its static
features and feeding them into the regression model with all possible optimization sequences. In that
way linear regression yields a list of predicted speedups, one for every sequence. The optimization se-
quence that corresponds to the highest predicted speedup is the one that the input unseen program gets
compiled with. As shown in Figures 5.1 regression models can relate static features with the predicted
speedup. In this way, by training a regression model we can have an estimation to which combina-
tion of passes a better speedup could be led. Thus, we can focus our search and iterative compilation
process only in the most promising ones. That’s because higher predicted speedups of optimization
sequences have higher real speedups. This is quite useful when an exponential search space needs to
be examined. This kind of exploration can become more effective when it is known where the optimal
solution lies. And this is what our system predicts. The shortage in accuracy of our system is due to the
lack of diversity in our dataset. By having more than 20 programs being compiled and run with 3125
different optimization flags the static features do not have much variation. That’s what the second
experiment shows us 5.1. But surprisingly there still seems to be a correlation between static features
and flags that regression models are able to exploit. The complexity of acquiring knowledge of that
interdependencies grow exponentially with respect to the length of the examined sequences. So, it is
clear that in order to predict more accurately and to have larger search space more training samples
are required. Regardless, we have shown that even with a small dataset prediction of the speedup of
a combination of flags can be considered as valid technique so we can have an insight in which opti-
mization sequences there can be the most impact on performance. This can be extremely useful when
the compilation of a program is heavy, and in order to find the best optimization sequence iterative
compilation is needed. In our method only by obtaining the features of the code, we can estimate
the most gainful optimization sequences. Because of this feature, the draining and laborious iterative
compilation process can turn into a quick check of the most promising optimization sequences.
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6.2 Future Work

In this thesis, we have focused our interest in gaining insight into how the interchangeability of
optimization flags can affect a program and if that kind of relation and interdependency can bemodeled
so to be able to predict the speedup of an optimization sequence given the static features of the program.
However autotuning in compilers is research field that constantly advances with the use of and the
advances in natural language processing models [Cumm17]. Yet, many issues remain open and thus
more challenges arise:

• From our results it is clear that in order to have a more accurate prediction model more data
is needed. In other words more diverse features and more programs are required in order to
compose a dataset. By having a dataset large enough regression models will be able to converge
more precisely. Thus, the higher estimated speedups will be the higher actual speedups. The
construction of such dataset must have diversity in static features so that regression model is
able to generalize. Another factor that must be taken in consideration is the time that is needed
to compile programs, which must be kept short enough so that iterative optimizations won’t take
too long. Moreover, in order to make easier and more portable the collection of data from the
various flags selected as search space, scripts which provide that workflowwould be developed.
In such a way, data collection will become an automated process.

• Despite the fact that static features are easily collected, they do not reflect how the program
functions. By using dynamic features this kind of utility can be observed and thus a compre-
hensive picture can be obtained. The reason for their use is because they provide us with more
accurate perception of the resources used from the code ran. It is important to note that by hav-
ing a comprehensive characterization of the code estimations the actual speedup can be more
precise and closer. In addition, by merging static features with dynamic features of the code,
we can get the best of both worlds. In this way feature vector of a program holds information
about both structure and utility of the code. Similarly fashion natural language processing mod-
els could output feature vectors from code. Their usage can point out the semantic value of
programs. By establishing factual and precise representations, less noise is inserted to machine
learning models.

• By examining the phase ordering and the optimal selection it is understood that there is an evo-
lutionary nature in these problems. This kind of environment fits perfectly to genetic algorithms.
By building the sequence step by step instead of predicting it, interdependencies of flags can be
examined and thus a set of best combination can be kept and reevaluated in the next generation
Neuroevolution of augmenting topologies). An important aspect of genetic algorithms is the
initial generation. Starting with an inauspicious optimization sequence generated by the algo-
rithm might get stuck in a local minima. Despite that the iterative process of genetic algorithms,
compiling and running with the best selected sequences can concluded in the best optimization
sequence for the program.

• Finally, when taking in consideration compiler optimizations we must think of the architecture
the code will be run on. That is because the performance of optimizations may have different
effect depending on the architecture. This is quite common when parallelism of optimizations
are taken in consideration. The integration of a system that can predict in which architecture the
code should be deployed could have enormous effect on terms of energy consumed or speedup.
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