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HepiAnyn

H andavinon ontikov epwtioewy (Visual Question Answering - VQA) eivor o Snpogiing epya-
oloe Tov ovvdvalel TNV OpaCT) KoL T YAWOOGA, e TOAAEG oXeTLkéG LAoTTOLoElS otn PifAtoypo-
oio. ITapodro mov vapyovv Kkdmoleg mpoondbeleg mov mpooeyyilovv {ntipata eEnynopdTnTag
Ko evpwoTiag oe povTéAa VQA, moAd Alyeg amd auTéG XPNOLHOTOLODV VTLITOPAdELYHATA OG HEGO
Slepebvnong TETOLWV TPOKAGEWDV He TPOTO YEVIKEDOLHO WG TPOG TA LOVTEAX. ZTNV Tapovoa dt-
TAWUATIKY EPYOCLA, TTPOTELVOLE L GUGTNHOTLKT HEBOSO yior TNV e€fynon Tng cupmepLPOPAg KoL
1 depevivion g evPWOTiog TwV povTéAwv VQA péow avtutapadetypatikdv dtotopoydv. o to
AOY0 avtd, aElomolodpe Sopnpéveg PACELS YVOOTG YLOL VO EKTEAEGOVHE VIETEPULVIGTIKES, BEATIOTEG
KoL EAEYYOHEVEG AVTLKATOOTACELS o€ eminmedo AéEewv oL 6TOXEDOLY GTI YAWOGLIKY HOpPOAOYic
€Ll66d0V, KoL 0Tr) GLVEXELL AELOAOYODHE TNV AITOKPLOT) TOU HOVTEAOL EVOVTL TETOLWV OLVTLPATIKGOV
elo0dwv. Télog, eEdryoupe TOLOTIKEG TOTTLKEG KO GUVOALKEG eEnynoelg pe fdon Tig avTutapadetypo-
TIKEG OTTOKPICELG, OL OTTOleG TEAKA aTTOdeIKVOOVTOL KATATOMIOTLKEG YLOL TNV EPUNVELR TNG CUNTEPL-
@opag tov povtéAov VQA. TIpoypHaTomot®vTog pie TolKLA LR TOTTWV SLaTapay®V, oL GTOXEVOLY GE
Sropopetiicd PéPT TOL AOYOL TNG EPATNOTNG ELGOSOV, KITOKTOVHE YVOOELS CYETLKA He Tr CUAAOYL-
OTLKT] TOU HOVTEAOV, HEG® TNG GUYKPLOTG TWV OITAVTIGEDV TOU 0€ SLOUPOPETLKES AVTLITOPOOETLKEG
ouvOnkec. Zuvolikd, amokadvTovpe mlavEg TpokataAnPelg ot Swadikacio AfPng amopicewy
TOL pOVTEAOUL, KaBMOG KoL avopevopeva kol ampocdoknTa pHoTifa, Ta omoia ennpedlovy TOGOTIKA
KO(L TTOLOTLKA TNV otdd00T) TOV, OTTWG LILOSELKVVETL ATTd TNV AVAALGT] HOG.

AéEerg kAedx

Omntikry Anédvinon Epotioewv, Ipaeot T'voong, E&nyfoyn Texvntr Nonpooitvn, Avtutapodery-
potwkég EEnynoeig, EvotdOeta.






Abstract

Visual Question Answering (VQA) has been a popular task that combines vision and language, with
numerous relevant implementations in literature. Even though there are some attempts that ap-
proach explainability and robustness issues in VQA models, very few of them employ counterfac-
tuals as a means of probing such challenges in a model-agnostic way. In this diploma thesis, we
propose a systematic method for explaining the behavior and investigating the robustness of VQA
models through counterfactual perturbations. For this reason, we exploit structured knowledge
bases to perform deterministic, optimal and controllable word-level replacements targeting the lin-
guistic modality, and we then evaluate the model’s response against such counterfactual inputs.
Finally, we qualitatively extract local and global explanations based on counterfactual responses,
which are ultimately proven insightful in interpreting VQA model behaviors. By performing a vari-
ety of perturbation types, targeting different parts of speech of the input question, we gain insights
into the reasoning of the model, through the comparison of its responses in different adversarial cir-
cumstances. Overall, we reveal possible biases in the decision-making process of the model, as well
as expected and unexpected patterns, which impact its performance quantitatively and qualitatively,
as indicated by our analysis.

Key words

Visual Question Answering, Knowledge Graphs, XAl Counterfactual Explanations, Robustness.






Evyapiotieg

Méoa oo v 0AOKA pwGT) AUTHG TNG SUTAWHATIKTG EPYXGLAG, OAOKANPAOVETAL KALL 1) POiTNOT
pov ot ExoAr) Hiektpoddywv Mnyoavikov ko Mnyovikeov Hiextpovikdv Yroloyiotov tov EQvi-
o0 Metoofrov IToAvteyveiov. Eipon e€aipeTikd evyvopwy yioe Tor oo pov épabde kot pov mpodcpepe
w16 To Tekidt. Kot axcdpa meploodtepo, eipal evyvapmy mov pov 860nke 1 dvvartdtnta va vAomot-
Now v mopovoa SovAeld e Tovg avBpmouvg Tov cuvepydotnka. H epyacio avtr pov evénvevoe
QYQTT) Yo TNV ETLOTAKN TNG TEXVNTNG VONRooLVNG Kol Ttioth otnv Betikn ékPoct mov pmopel va
éxel o TpoomaBeta. Iliotn 6TL aAnOva eivon eQikTh 1) GUPPOAT] BTNV EPELVNTIKT] KOLVOTN T, HECOL
oo TNV vAoToinon pag véag Loéag Tov kabodnyelTal amd GNUAVTLKA EMLGTNHOVIKE KivTpaL.

Evyapiote Oeppd yix 6Aa Tov Kabnyntr pov, kopro I'dpyo Ztdpov, o onoiog otdbnke dimha
pov amd tnv apyxn awtod tov takldiov. Tov evyaploTt® Yo TNV ToALTIHN Kabodrynor] Tov, yix
TIG omovdaieg akadnpaikég evkalpieg oTig omoieg pov édwaoe mpdcPaot pécw amd To epyooTrpld
TOU KOL Yl TO avOpdITIVO evdlapépov koL TNV aotelpevtrn vtooTrpEn Tov yio v e€EMER pov.
Evyopioto eniong fabid tn Mapia Avpmepaiov, yio Tnv moAbwpr Ko TOAVETinedn LIToGThpLEN
NG oTNV SUTAWUATIKT] HOU epyaciar, yia TiG TOAAES popég mov pe Porifnoe kabopiotikd T6c0 61O
mAoiolo avthg NG doLAELRG, 000 Kol 08 AAAEG OTLYHEG TNG OTASLOSPOpLXG OV, KoL Yia TNV (eoTr
KalL eLAKPLVT) oXEGT) QLALOG TTOVL ATTOKTHOE PECO atd XLTO TO Ta&idL.

K\eivovtag, BéAw va evxoploTiom ToUG TPOoWITLKOUS HOL avBphdmovg yio Thv arydn toug. Ev-
XOPLOT® YLOL TTAVTA TNV OLKOYEVELX POV, TN unTépa pov EAévn, Tov tatépa pov Xapn kot tnv adepen
pov Nikn AleEavdpa, mov de pe Gpnooy oTé POV Kot oL 6TNPLlovy KoL YOTToUV POVOTIKA EPEVOL
Kot OAa pov ta vetpa. Evyopiotd Babid tov Bodwpr) pov, mov k&voupe OAa pog to dvelpor poli
OTTO TNV TTPATI) HEPA KOIL TTOV TILOTEVEL TTAVTA O epéVa Ko o€ epdg. Euyoaplotd toug pilovg pov yix
OAeg TIG OTLYPEG YEALOL Kol EEYVOLOGLAG TTOL HOLPXGTHKOYLE.

Be0d61N ETdiKOUL,

ABnva, 7n IovAiov 2023
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KepdaAaro 1

Extetapévn EAAnvikn IepiAnym

1.1 Ewaywyn

H paydaio avamtugn tng texvohoying tig tehevtaieg dekaetieg £xel dSidpapaticel onpovTikd
POAO OTN HETACYNUATIGHO TNG avOp®OTLVNG SpaoTnploTnTag 68 SLAPOPOLS TOHELS, OTTWG 1) KOLV®-
via, 1) epyooia ko 11 APn amopioewy YEVIKOTEPR. 2TOV TOPEX TG ETMLOTHHNG TWV LITOAOYLOTOV,
Ho ooy avTovAKAQGT) QUTHG TNG ONHAVTIKAG EEEMENG TNG YVAOOTG KOL TNG TEXVOYVWOGLAG HIto-
pel va cuvoyotel ot mpdodo tng texvnTng vonpoovvng. Iibavag To mo aloonpeiwto dpelog
IOV HOG TLPOGPEPEL T) TEXVITY] VOTJLOOVVI] KOl TA OTTOTEAEGHATO TWV HOVTEAWVY HIXOVIKTG péOnong
elval 1) modTNTA, 1) EVKOAL KoL 1) TOXOTNTO TOHPAYWOYHG XPHOHWY ATTOTEAECUATOV TTOL orvadio-
HOPPOVOLY TOUG TPOTOLG ANYNG atopacewy kot kaboplopot tng dpdong. Mapatnpolpe 6TL avtd
TOL ALTTOTEAECPOTO KOl T OPEAT) elvat eppovt] o€ ToAAaTAoVG Topelg NG dpdong kat tng Tpooddov,
OmWG 1 vyeia, 1) SLkAtoG LV, 1) OLKOVOLLA, 1) TTOALTLKT), 1) ETLGTIWN, 1) EKTTOUSEVOT), ALKOHT) KoL 1) TEXVN)
Kot 1) SnpLovpyLtkoTnTAL.

H evpeia xprion tov Zvotnpdreov Mnyoavikng Madnong otn Afym amopdoewv kabdg kot 1
QTOPACLOTLKT TOUG ETTLPPOT] 6TN ANYN amdPaoNg KoL 6T cuvéxela oTh dpaoT KabloTovV avopei-
Bola OyoTn mpotepardTTA TNV SLarcpaiion peBddwv mov podyovv T Srapdivera, T StkatocOvn
KoL TNV oELOTLoTiON. X TO TAQLOLO QUTO, O THYXEWG AVATITUGGOUEVOG TOHEAS TNG ETEENYTOLUNG TEYXVT)-
TG VOTHOGOVNG TPOCPEPEL TOL HEGEL YLOL TNV QOENGOT) TNG ERTTLOTOCVOVIG OTO GUGTHHOTO HIYXAVIKTG
pabnone. H molotikn} eppnveiot Tov TopayOHeEVOV AITOTEAECHATWV AUTOV TWV HOVTEAWDY TOPEYEL
poe Stetodutikn oty o1 dradikacion cLAAOYLoHOD TTOL akoAovBnBnke Yo TNV TOPAY®YT TOUG.

MopdAAnia pe TNV avéykn Stedpuveng NG emeEnNyNHOTIKOTITAG TOV HOVTEAWDY HNYOVIKHG L&~
Onong, vapyel emiong n avaykn va diepeuvnBel 1) evpwoTtia Tovg, dnAadn o Pabpdg otov omoio
HTopolV va elval avOeKTIKG, EVEAKTO KO VoL TPOCOPHOLOVTOL e TTOLOTIKO TPOTO GE GTUOVTLKEG
1) HLKPOTEPEG TPOTTOTOLHOELS TNG £L60d0L TovG. H mapovoa perétn avadetkviel mbavég Tpokoto-
APelg ov popel va elval evepaTopéveg ota LovTEAQ, oL oTtoieg oiyovpa emnpedlovy 1060 TN
Sikooovvn 660 ko v aflomiotio Tovg. ‘ETot, 1 cupmepLpopd ka 1 atdKPLOT) TWV HOVTEAWY KO-
Bictatal pepoAnmTikr, yeyovog ov LItodNAMVEL TNV emelyovoa avayKn yio TNV avaItTuén cueTn)-
Ptk pef6dwv ov propov va evtomilovy Kol va avadeLKVOOLY TTOLOTLKA TETOLX TPOPANHATA.

H moAvtpomikr) pabnon eivan évag topéag Tng teX v TG VONELoovg Tov ouvLAel TOAAXTALG
popég etoddov. To povTéda oL ekTEAOVV epyacieg ToAvTpoTtLkhg paBnong éxovv kepdioel Snpo-
TIKOTN T T TEAELTOLO X pOVLaL Xbpn otV eveAdlEio Toug va xeLpilovTo TOAAATAES LOPPES LGOS0V
Ko katd ovvémela o oOvOeta TpoPAnpaTa TOL ATALTOVY TOAVTTHPAYOVTIKES TTPOCEYYIOELG ETTi-
Avong. 2to TAaiclo auTd, 1) TapoLo SUTAWHUATLKT] Epyocic aoyOoAeiTaL pe TNV epyacio Amévnor
Ontikodv Epotiioewv - Visual Question Answering (VQA), n omoiot ouvdualet ewcdva xaL puoiky
YAOCOO 0G €10080. ZUYKEKPIHEVX, TO HOVTEAX OUTAVTNOTG OTTIKOV EPWTNCEWV dEXOVTOL EPWTH-
OELG ALVOLKTOU TOTTOU TTOL QPOPOVV ELKOVES KOl KAAODVTOL VoL ETLOTPEYOLY HLOL TTOLOTLKY OUT&VTN O
OXETLKA HE TO CUVOVOGHO OLTOV TV EPWOTHTEWV KOL ELKOVOV.

2V mopooa SITAWHOTIKY £pYacior avaTTOGGOVE pLa GLOTHHATIKY PEB0SO Yo TV aELoAd-
ynon g evotdBelag TETOLWY HOVTEAWV KoL SLePELVOUHE TNV DITapEn TOAVOV TPOKATOANYEWV GTT|
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Sdradkacio cuAAOYLGHOD oL akoAovBoDVY, KABMOG emiong TaPEYOUpE Kol o emeEnynpHoTLKy TpOo-
oéyylon yo T peAétn Tov amoteAeopdtov Toug. H pébodog pag Paciletal otn xprion Pértiotwv
aVTLITapoBeTIKOV EPWTACEWV He YAWGOLKY LITOOTACT) Kot arvadetkviel pia otkidio peBodwv pe Tig
omoieg pmopet va a€loloynOei n amdkplon Twv povtédwv VQA pe tpdmo mov va eival TARpog ye-
VIKEDOLOG KO ETTEKTAGLHOG O€ OTTOLOONTOTE HOVTEAOD ekTeAEL TNV epyacio VQA, eved mopdAinia
avoryvopilet tn pn Sty OO TETOLWVY HOVTEAWDVY KoL Ta XeLpileTon wg pocbpa kouTid. O édeyyog, 1)
TOLOTNTA KAl O OYESIUOHOG TWV TLPOTELVOPEVOV AVTLITOPOELYHATIKOV dLaToporydv drocpoiileton
amd T XPHoT LEPOPYLKDOV TNYDOV YVOGOTG, Ot 0rtoieg katBodnyodv TApwg Ta Tetpdpatd po.

1.1.1 Kivntpo kot Zvvetcpopd

H adioperiopritnn dvodog tng dnpotikdtntag tng ontikoyAwoowkng (VL) pddnong [48, 19, 44]
EXEL TTPOCPEPEL GTNV KOLVOTITOL L0t TTOLKLALOL EVTUTTOGLUKOV DAOTTOLOEWV HOVTEAWV GE GOVTOHO
xpovikd didotnpa [39, B6, 41, 35, 59, B8]. H amdvinon ontik®dv epwthoewv (VQA) eivon o epyo-
olo omTIKOYAWOoOIKNG L&Bnong mov éxel amoktrioel OepeAddn poro otnv eEEMEN dapdpwv da-
SpacTiKdV CLETNHATWV TEXVNTHS VonpooUvng VL, 6nwg o ontikdg diddoyog [22], n avaktnon
KEWEVOL-eLkOVV [21] kot 1) omttikn) kowvr) Aoyikr) [67]. Ze avtd To TA&LGLO, LITAPXEL EVAL EKTETOHEVO
PAGHO EPOPHOYDV TOV TTPAYHATLKOD KOGHOU OV EMWPEAOVVTOL GNUAVTLKA oo TIG véeg e€elitelg
YOpw atd v epyacia VQA, dnwg cvothpata vitoothplEng atopwy pe tpofAqpata 6paocng [8, 13]
KOl UTOKLVOUHEVA arvTokiviTa [10].

H dwdikacio VQA mepilopfdver pio epdytnon keyévov g amd évo tpokafoplopévo cOvoAo
epwtioenv ) ovvodevdpevn amd i ewkova I n adAnienidpaon twv omoiwv mapdhyet po amwd-
vinon kewévou a. O ayodvag yix tn ocvvexn Beitioon g amddoong tov povrédov VQA odrnyei
QVOITOPEVKTOL GTO VA TOPAPEVOLV avoLXTé {nThpata, Wing Adyw tng ¢Oong Tov HadPOL KOUTLOD
TwV oVYXPOVWV LAoTooewy [12, 2, 15, 7, 26]. Avtn 1 mteplopiopévn tpdcPaoct 6T GLALOYLOTIKT)
710V okoAoLOOVV AU TG T pOVTEAD Yo TN AP atopaoemy LITOYpoppilel Tov kivduvo awbaipetng
OUUTTEPLPOPAG €K PEPOLG TOVLG. AUTOG 0 kivOuvog ykeltal KUPLWG otV TBAVOTNTO EVOWRATOGTG
HEPOAN YLDV, amoPAoewY oL dev £xOLV TNV KATAAANAT eotioot), kabog kol otnv anovoio e&n-
ynong kot dikoung arddoong twv amoteAeopdtov. Educd 6tov Aappavovtal kaipleg amopacels
pe Paomn awtod Tov €d0VG TAL GLUOTHHATY, 1) ASLOPAVELDL TOVG TOL KOOLGTA [N TTPOKTIKG, Kol eVi-
ote emkiviuva, yla TIg TepLocOTEPES ePapHOYES. Auth N affefordtnTa LITOdELKVDEL TNV AVAYKT YK
véeg peBddoug akloddynong mng evpwoTiag, oL omoieg divovv TPOTEPALOTNTA GTI] SLoUPAVELDL TWV
povtédwv VQA.

ALopopeTLKéG TPOCEYYIoELG OXETIKA JE TNV KITOKATAOTAOT] TV HEPOANYLOV KaL TNV eENynot-
HOTNTA TV poVTEAWY VQA eoTidllouv ot Stapopetikég mTuyxég Tov {ntripatog. Ta mapdderypa, 1)
[11] e€etaler v evpwoTtio ko TV eme€nynoodtnta g VQA ovTipetwmi{ovtog Toug HETAoYTHA-
TIGHOUG GTNV OMTIKT TPOTLKOTNTA, KOOGS orodidel To TPOPANpA KUPIWG 6TV OTTIKY pHepoAnPic
WG TPOKLTTOV atd avemlBOUNTeG GLOYETIOELG HETAED TV EVVOLOV TNG ELKOVOG. 2 YEVIKES YPOH-
HEG, OL LTTAPYOVCEG EPYUCLES ETLKEVIPOVOVTAL KUPIWG OTNV ENXLOPACT] TWV OMTIKOV HEPOANYLOV
KoL 0L oTnV enidpacn NG YAWGOLKOV HEPOANYLOVY, 0¢ attia Tiow amd v éAdeldn evpwoTiog
oto povtéda VQA. AdAeg epyacieg akoAovBolv oTpatnyikég PACLOpPEVES OTNV TTPOCOYT] TTOL ATToLL-
TOOV EKTETOUEVT] YVADOT] TNG OPYLTEKTOVIKNG TOU HOVTEAOV, ETTOUEVWG SEV HITOPOVV VOl XELPLGTOVV
QUITOTEAEGHATIKA TN GUOT HOOPOL KOLTLOD AUTOV TWV GLGTNHATWV. ot TO 6KOTTO AVTO, SLAPOPEC
POceYYIOELS TTOL AUPOPODY GUYKEKPLHEVOL HOVTEAQ OTTOJELKVDOVTAL ATTOSOTIKEG GTO QVGTNPO TOVG
mAaiolo, oAAG Sev Exouv T SUVATOTNTA VO YEVIKELTOUV Y TNV a€LloAdYT o) 0mToLoLdnIToTE AAAOV
povtélov, meplopilovtag £Tol To medio TNG ATOTEAECHATIKOTITAG TOUG GE P HOVO GUYKEKPLLEVT)
TEPLTTWOT).

Yrootnpilovpe OtL 1 emidvon Twv TPoKAcewy emeEnynopoTnTag oto poviéda VQA outou-
Tel Pt OVTUTOPOSELYHOTIKT] TTPOGEYYLOT), 1) omola vAomoLeiton pe Sratapayés oe emimedo Aé€ewv
OTLG EPWTNOELS g- £TOL, aTOKALvoUpe amrd TNV kobiepwpévr eepedivion Tng omTIKTG OLOpoPPIag,
eetalovtog To poAo NG YAwooog ot mibavég mpokatalelg ko Yevdel cvoyeTioELS TTOL KPO-
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Bovtor ota povtéda VQA, eved mopdAinia aviyveboupe kot eppnvedovpe tn dwadikacio Ayng
adLPaveV amo@acewv. OL TPOTELVOPEVEG OO EPAG AVTUTUPOAIELYHATIKES SLATAPAYEG OLUHOPPE-
vovtal g e€ng: Tlowa eivou y arokpion tov poviédov VOA av avtikaraotjoouvue ) Aéén X pe ty Aéén Y
oV epdThon q;” ZUYKEKPPEVA, BewpdVvTag TIG AEEELS WG EVVOLEG, EKTEAODIE TOV EAAYLOTO SUVATO
EPLKTO HETOOXNHATIONO Yo var SleyelpoLpE pLa GAAOYT] 0TV OITOKPLOT) TOV HOVTEAOL- GTI) GUVE-
XEWL, YivovTou e00TOXEG CUYKPIOELS KATOYPAPOVTAG T CUHIEPLPOPE TOL HOVTEAOL G SLAPopouvg
TETOLOVG PETOOXNHATIOHOVG. Ot avTumapadetypatikég Stutopoyég mov ekTeAoVE kolBodnyolvron
TANPOG A0 TNV VIETEPHLVIOTIKY SLCOAAGT) TV SOHQDV tepapyikig yvidons. Me tnv aflomoinon
QLTOV TOV TNYOV YVAOOTG, TUPEXOVHE HETOOXNHATIOHOVG TTOL )L HOVO elval PEATIOTO GTOYEVPEVOL
oe k&Be oLYKEKPIHEVT YAWOOLKN évvola, aAAd eivan emtiong TANpwG emeényroior 060V apopd Tn
OTPUTNYIKT TTOL koAOLOEITAL YOt TNV EPAPHOYT] TOUG.

EEKLVOVTOG OITO TNV TOPOTHPHOT) TV TOTLKOV ATOKPITEWY TOU HOVTEAOV G€ SLaPOPETIKEG YAWO-
olkég Sratapayég yia éva eviaio detypo dedopévwv, tpoodiopilovpe mepartépw to kabodikd potifa
IOV AVOUPEPOVTOLL GTT) GUVOALKT] GUUTTEPLPOPXR TOL HOVTEAOL OTAV OVTLHETWITILEL VO GUYKEKPLUEVO
o0OVOAO SLaTapaypéVeY evvoLdV. AkoAoDBwG, tpoTeivovpe katBoAlkoDg KavOveg oL YapokTnpi-
Covv TNV amdKpLoT evOG HOVTEAOL Kal LITOPOVV VO LITOYPOIIcOLY TIG aduvaylieg Tov, vodeLkvio-
vtog moleg évvoleg Ba prropovoav va PAdovv tnv evpwaotia kot v aflomiotio Tov. H Siadikacio
ovth arokaAbmTeL TOoVES HEPOANYLES TTOV €XEL EVOWHATMOOCEL £V HOVTEAO KA, WG €K TOVTOU, GLITO-
SideL e€nynoelg g mTPOG TO YLATL TOPAYETOL LA GLYKEKPLHEVT) atdvTnon ot Béon pog dAANG-
étol, eipaote oe Béon vo artoktricovpe TANpopopieg yia tn Sadikacioo GLALOYLGHOD £VOG pOVTE-
Aov, xwpig va xpeldleton mpdoPact GTNV E0CWTEPLKT] APYLTEKTOVLKY TOV.

H 1£0086¢ pog propet va yevikevtel oe omorodfjmote povtédo VQA ko avtiotoryo katdAAnio
oVvolo dedopévwy, kKabBhg mpooeyyilel To Bépa pe pio otpatnyikn mov dev dipopomoteiton kabo-
Aov atd To povtéro. Zuvoyilovtag, cuvelcpépovpe ota eEng:

1. Zyedialovpe avtutapadelypatikég eLlcOdovg epoppolovtag pio otkiAior SopnpéveV avrika-
Taotaoewy o eminedo Aékewv oTIg epwThoelg g € (), oL omoieg kaBodnyovvTon Ao LepapyLikég
nnyég yvoong. H mpocéyyion pog eivar aveEdptntn amd 1o povtédo, kabdg ovtipetwmilovpe
onotodrjmote povrélo VQA wg padpo kourti.

2. AapPavovpe tomikég emeényrioeig mov Tpoépyovtal oatd arpocdOKTTEG ATOKPLGELS TOVL HOVTE-
Aov oe avtimapadelypatikég e.06d0ug q.

3. ZuvoyilovTag TIg TOTLKEG GUHTTEPLPOPEG TOV HOVTEAODL Yot OAa Tat ¢ € (), eEdyoupe Kdmoleg
kaBodikég emeényrioeis TOL ATOKAADIITOLV T1 GUVOALKY OITOKPLOT) TOL HOVTEAOL o€ KB pio
oo TG oXESUOPEVES AVTUTAPASELYHATIKES ELGOSOUG,.

1.1.2 Opyavwon Extetapévng EAAnvucng Iepidnyng

H eAAnvikn mepidnym Ba xwploTel oTo Tapokdte LITOKEPAAQLX GE TAT)PT) CUHPWVIX KOL € TO
QyYALKO Keipevo.

%10 1tpdro vtokepdlaio [l.4 O meprypéfovpe oe f&bog TV epyacio Amavrnong Ontikédv Epeo-
TNGEWV GTOV avayvaoTtr kot Bo e€nynooupe ev ouvtopia tn pebodoroyio Tov akorovbeitar od
N péB0d0 Twv avTimopadelypatikdV enelnynoewy mov TPOoTEiVOLpE GTNV TOPOVGO SLTAWHATLKY
epyooia, kabmg katl TNV W oL TNV dNLOLPYEL Ko Ta KIvTpa TToL TNV KaBLoToOV XPriCLT Yiot TO
TpOoPfAnpa Tov BéAovpe va avtipetwicovps. EmimAéov, Ba tapovoidcouvpe Sidpopa povtédo VQA,
e Paomn Tig SLapopeTikég apLTEKTOVIKES, TESLO eQUPHOYTIG KoL oXESLAOTLKEG eTMAOYEG, KBS Ko
SLepopa VPEWG X PNOLHOTTOLOVHEVA Kot SNHOPLAT) oVVoAa dedopévav ov eEumnpetodv TNV epyo-
olo Tov pog evdiapépel kot £xovv cUPPAAEL opOVTIKE TNV TPdodo avTov Tov mediov x&pn o1
OULVELGPOPA TOLG oTNV eKTaidevor) kot TNV a€loAoynor).

M erowkcodopnTikr] Pitoypagikr avoackonnor B Pondricel Tov avayvdoTn va KaTtavoroel
oe PaBog dihpopeg évvoleg mov oyetilovtal otevd pe to Bépa mov mpaypatebeTol 1 TApovea di-
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TAGUATIKY epyacic. Q¢ ek TOVTOL, 6To vTokepdAato [1.3, Ba Tapovsiécoupe i epmeploTaTOpEVY
oAAG oOvTopn PLpAoypapikn avopopd ota didpopa edio Tov oyeTI(OVTAL e TNV OMTIKOYAWO-
okn padnon ko tnv eme€nynpatikdTNTA, TOL €Vl STHAVTLKE OGOV XPOPE TNV TapoLoX EPYRTiaL.
Oa avapepBoile EKTEVOS 6T TPO-EKTTAULIEVUEVO HOVTEAQL TTOV GUVILALOLY OTTTLKEG KOl YAWCOLKEG
HopPéEG £L00S0V, avaADOVTAG Tat 6T0 TAaico Sla@dpwv katnyopldv. EmumAéov, B mapabécovpe
éva epLypagikd vtoPadpo yia o medio TG YVOOTG GTNV ONTIKOYAWSOLKT P&Onon.

Y10 emdpevo vokepdhao 1.4, Ba epfadivouvpe ot péodo Counterfactual Visual Question
Answering 1ov €lo&yovpe. O TAPOVCLACOLHE EKTEVOG TN SOHTN TNG TPOGEYYLoNG Hog, Ba ava-
@epBovpe oo proof-of-concept povtédo ko ota cOvora dedopévev oo omoio epoappdlovpie Tn ye-
vikevon pébodo poag, kot Ba culntrioovpe xproovg cupforicpoig, fripata enefepyaciog kot Tn
Sradkaoia Tov okoAovBoTpE Yio VOl TTatp&yOUE TIG TEALKEG VTUTALPASELYLOLTLKEG ETTEEN YT OELG HAG.
Apyka, B Tapovoidoovpe P dtetoduTikn SiepevvnTiky avaAvotn dedopévwv Tnv omoio ePoppo-
oope 6T CUVOAX deSOPEVOV HaG WG TPOKATAPKTLKO Pripa Yo v kBodnyricovpe Tn oxedlaoTik
pog mpocéyylon. O mpofolpe ce evdehexn mapovciaot TV SPOPLY TOTWV YAWGGLKOV OVTL-
TOPADELYHATIKOV SLATAPAYXDV TOV £XOVE OXeSACEL KOl EQAPUOTEL, eV eMLTAEOV B arvaAOoOULLE
TN XPNOT TV TNYOV YVOOTG OTO AVTLTHPOAIELYHATIKO pHag cvoTtnue. EmutAéov, Ba e€nyrooupe
ko B oxoAdoovpe T Sidpopa emimeda Kol TOVG TOpELG GTOVG OTTOLOVG Ol AVTIKATAGTACELG TTOV
LAOTTOLOVE TTAPEXOLY X PTOLUEG TTANPOPOPIES TIG 0moieg B OELOTTOLOOVHE GTI) CUVEXELD YL VO
OUTTOKTT)GOUE HLOL TTOLOTLKY) EPHNVELR KO XELOAOYNOT) TWV ITOTEAECUATWOV TTOL TTALPAYOVTOL OTTO TX
povtéha mov SiepevVoDe, pooeyyilovtag étol éATiota To {rjTnpa TG emeENYNHATIKOTTAG, TNG
aviYVeLonG HEPOANYLAOV KOl TNG XELOAGYNOTNG TNG EVPWOTING.

To vroke@dAouo [1.5 B cvvoicel tn ocvpPolr] pog oo TPOPANpa. Oa TapovoLdcovpe evdel-
KTIKG Tt oamoTeAéopatd pog pe Paon ta metpdpata mwov vAomoirOnkav. Mapovoidlovtag Tig pe-
TPLKéG aELOAOYNONG Kol eENYDOVTAG O PHITOPOVV VO KATAGTOVY ETTOLKOSOUNTLKES YLOL TO €PYO HOG,
Bo epPfabivoupe mepalTépw G pLaL AETTOPEPETTEPT] OLVAAVCT) TWV OTTOTEAEGHATOV pog. AvTd Ba
TPOCEYYLOTEL HEGW TNG TAPOVOINOTG TV TOPATIPOVHEVOV HEPOAYLOV TOV AVLYVEDOVTOL GTNV
QITOKPLOT) TOL HOVTEAOL GTLG OVTLITOPAOELYHATIKEG EPWTIOELS HOG, OL OTOLEG KALTIYOPLOTTOLODVTOL
amnd To Stpopa melpapaTa Tov VAoTOONKAY. Ba AVOAVGOULE TOG ALTEG OL PepOoANieg vTodeL-
KVOOUV HIOL GUVOALKT] GUYKEKPLUEVT] GULITEPLPOPE TOV HOVTEAOU, 1) OOl PITOpEL Vo XapoKkTnpLoTel
WG U aLomoTn kot pepoAnmtikt) oe oplopéva enineda. To ovolaoTikd 6¢@erog tng HebBodov pog Ba
avaderyBel oe avtd TO LIToKEPEA L0, KOO C B avadeifovpe Tig evtomioBeioeg pepoAnieg wov dro-
HOPPOVOVTOL KOG KABOALKOL KOVOVEG TTOV OUTOTLITOVOLY TI) GUUITEPLPOPE TOL HOVTEAOU KOl TEALKA
koBodnyoov kat podiaypdpouv Tig dopBooeLg koL TIG PEATLOCELS TTOL TPETEL VAL EPAPHOGTOVV
poKeLPEVOL va evioyubel ) a€lomiotia kot 1 apepornPio Tov vid eEétaon povrédov.

Télog, oto Tedevtaio vtoke@a Ao [L.6 B TopovoLAGOUpE €va TEALKO GUUTEPAGHA TNG EPYOL-
olog pag, ovvoyilovtag n péBodo kot T cVUPOAY pog, evd TapdAinia Ba tpoteivouvpe katevOu-
VT pLeG YPOHPEG KO LOEEC YLaL HEAAOVTLKEG TPOOTITIKEG IOV GXETLCOVTOUL e LTTOGYXOHEVES dvvaTOTY)-
TEG EMEKTOOTG TTOL ALPOPOVY TOV TOHEN TTOV HEAETAYLE.

1.2 An&vinon Ontikov Epwtnoswv

H andvtnon ontikev epotrioeny (VQA), 1oL TOPOLGLAGTNKE YLK TPOTH POpd 6To [5], arvrikel
OTNV KOTNYOPLiot TV TOAVTPOTLKOV epyact®dv padnong, kabaog déxetal wg elcodo TG0 OmTLKEG
000 Kol YAWOGLKEG TAPUHETPOUS. ZUYKeEKPLUEVE, éva povtého VQA M Aopfdvel ecdveg ¢ amd éva
oVvolo I ko oxeTikég epOTHOELS ¢ TOL aviKoLY o€ éva TTpokadoplopévo cOVoro epwTioewy (),
Ko oovapéveton vor avToatokpllel pe axpifelo o€ qUTEG TIG EPWOTHOELS ¢ TAPEXOVTAG ML TV OT)
oe QuoLkT) YAwooa a. O tpoavaepbeioeg amavtrioelg pmopei va eivan eite avorytég (mapdyovton
and to M) gite va avijkouv e éva c0volo mpokabopiopévev vtoyneiov A. H epyacio VQA eival
koBodnyovpevn atd 10 6TdX0, SNAAST 1] AVAITTUEY TG LITOKLVEITOL OTTO TN GTOXELOT) ETIAVOTG
OLYKEKPLEEVWV TTPOPANHATOY KaL BedTinong evupeiag kAlpokag Cntnpdtwy mov oxetilovtol e TN
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ovvepyooio Kot T ouvOTapEn eLl6OdWV ELKOVAG KoL PUOLKHG YAMGOOS.

Soppova pe kdbe cUYKEKPLHEVT TEPITTWOT), OL OTTIKEG EPWTIOELS ¢ OTOXEDOLV ETAEKTIKA GE
Srapopetiicég meploxég oG etkovag I, cUPTEPLAOUPAVOLEVOV TWV AETTTOPEPELDOV TOV POVTOU Kol
TOL LTTOKELPEVOL TAdLGLoV. AVTiGTOLY X, 1] EGTIOOT) OGOV QYPOop& TN YAwooikn elcodo éykeltal oe
Sropopetiicég AekTikég évvoleg avaroya pe k&Be (edyog elkOVaG-epOTNONG.

Tevika, oL epwtnoelg g éxovv awbaipetn @von kot mepikAeiovy SlapopeTikd LITOTPOPANHATY
HPAGTIC LITOAOYLGTOV, OTTWOE 1] AVAYVOPLET AeTopepoig avédvong (Ewk. B.4), n avayvdpion avri-
keyévov (B, B.3) xan n aviyvevon avtikeyévov (Eik. B.4), n avayvédpion Spactprotitev (Eik.
B.3), n cvAhoytotikr) Paoet yvaong (Ew. B.6), n takwvopnon yapaxtpiotikedv (Ew. B.7), n taki-
vopnon oknvév (Ew. B.g), kabog ko katapétpnon (Ew. B.9) [B2]. Emmhéov, o1 mo mepinmhokeg
EPWTNOELS APOPOLVY 10 oVVBeTEG Sradikacieg, OTWS oL YwpLkég oxéoelg petafd avrikepévaov (Euk.
B.10) kot i kowvr) hoyikr (Ewk. B.11)) [23, vga]. Se yevikéc ypoppéc, éva povtédo VQA mov emideikviel
LYNAQ entinedo eLPWOTIAG, ATOSOTIKOTNTOG Ko eVEALELOG ELvaL ALPKET LKOVO (DOTE VO AVTOTTOKPL-
VETOL OTIG QUTQULTIOELG YL TNV ETIALGT) eVOG HEYAAOU EDPOVG KAAGLKOV EPYACLOV OPOCTS VITOAO-
YLOTAOV TopaAANAc pe TNV 0pOr) cUAAOYLOTIKT €7l TOU GLVOVAGHOD ELKOVOV KAL GYXETLKMOV, GUXVH
nepinAokwv 1) dbokolwv, epwtioewv [F], [B3].

H amtévtnon epotricewv, akopn Kot ekelvov pe Suadlkég amavTioeLs, elval éva ToADTTAOKO £pYO
7oL atantel P avotnpr] dradikacio. Otav TpdKeLTa yior pOTHHAT TOL GYETILOVTOL e ELKOVEG,
oL OTAEG QITAVTHOELS IOV amroTeAOVDVTOL otd Alyeg povo AéEelg ouyva apkovv. H amotedeopoti-
KOTNTA £vOG alyopiBpov oe TéToleg TepTTMOOELS Popel va petpnbel omtd Tov aplbpd twv cHoToV
QTOVTHoEWV oL TTaphyel. Evd ol epwtroelg avolktod TOToL amottobv pia amdvtnor ehevBepng
HOPYPTC, OL EPWTHOELS TTOAAATTIANG ETAOYHC aTotoVV ard Toug ahyopibpoug va emhéyouv amd éva
TPoKaBOPLOEVO GUVOAO TILOAVOV ATTAVTHCEWV.

1.2.1 Eg@oappoyég

To VQA éxeL mowkileg mibBavég epoppoyés, ding wg Pornpa yix dropa pe tpoPfAipato dpoong
yia Tnv npdcPact oe TANPOPOpieg OYETIKA e €LKOVES TOGO 6TO SLadikTLO OGO KoL GTOV TPAY-
potikd k6opo. Mmopei emiong va Pedtivoel TNy adAniemidpacn avBpomov-vmoloyloty wg éva
QLOLKO PEGO Yo TNV aval{1]THOT) OTLTIKOD TTEPLEXOUEVOL KO VO ETILTPEPEL TNV AVAKTNOT) ELKOVWV
xopig petadedopéva 1 etikéteg. EmumAéov, o VQA mopovotdlel pior oNUavTiKy epeuvTiKy mtpod-
KAnomn, kobag éva emTUXNUEVO CUGTNHA TTPETEL VAL lval tkawvd vou emttADeL Stipopa TTpoPAfpoTo
Opaong LITOAOYLOTOV, KabloTOVTAG TO avamdomacto pépog evog Turing Test yio Tnv katavonon
eixovev [B3].

1.2.2 Xxetwkég Epyaoieg

O mpwtopykcdg otoxog Tov VQA eival n e€aywyr) onpacloloyiog elkovag mov oxeTileTol pe
éva 500€v epd TN, 1) oToia eptAapPdivel TOGO HLKpEG AETTTOPEPELEG OGO KOIL OLPTPTIHEVAL XOLPOKTT)-
ploTikd g oknvig. Evd ol epyacieg Opacng vtoAoylotdv, 0w 1 avayvopLoT VTLKEWHEVOV, )
avoyvopLot dpaotnploThTeV Kot 1) TaElvOpnoT oknvav, eotidlovv otnv eEaywyr TANpoQopLOV
oo ELKOVEG, TO TTedI0 EPAPHOYTNG TOVG ELVOL GXETLKA TTEPLOPLOUEVO Ge oVYKpLon pe To VQA. Extog
antd To VQA, vrtépyovv ko GAAeg mpoceyyioelg mov cuvdudlovv tnv dpact kot T YAwcsoo. M
amd Tig mo diepevvnpéveg peboddoug eivon 1 dnpovpyia Aelavtog etkdvag, 6mov vag aAyopLpog
oTOXEVEL 0TI SMULOLPYLA TNG TEPLYPOPTIG HLOG ELKOVOG GE PUOLKT] YADOCOX.

1.2.3 Movtéda kot Xovoda Aedopévov yia tnv Anavinon Ontikov Epwtioswv

Amd v opyky etcarywyr) Tov VQA [5], moAlég mpoomdbeieg éxovv emekteivel avtd To TPOTULTO,
eite mpoteivovtag mponypéveg apyLTEKTOVIKEG HOVTEAWVY elTe LITOSELKVOOVTAG TTLO OTTOLTNTIKE GU-
voha dedopévav. Ta ovyypova povtéda Tov acyorovvton pe tnv epyacio VQA Pacifovrol kupilog
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0€ OTTIKOYAWGGLKOVG HETATYNHATIOTEG- €TCL, povTéha Omtwg Toe VILBERT [#1], VisualBERT [39],
FLAVA [59], ALBEF [38], VILT [B6] ko &AAa éxovv kvprapxroel otnv mpodcpatn BiAloypogpio
VQA emderkvibovrtag toyeieg PeATIOCELS 8 GXETIKA GUVOAX deSOUEVOV aVaLPpOPAg.

‘Exovv mpotabei dibpopa kupiopyo ovvola dedopévwv VQA, dénwg to Visual Genome, 10 o0-
volo dedopévev VQA [5], to DAQUAR [47], to COCO-QA [54], To FM-IQA [24] ko &AAa. To Visual
Genome (VG) eivau évaor 6OVoA0 Sedopévwv peydAng kAlpokoag mov mepthopPdvel moAvdpiOpeg eL-
KOVEG OKTVOV, CTJHELDCELS AVTIKEHEVOVY, XOPOKTIPLOTIKOV KoL 0XECEWV, KaB®OG koL otk C(evyn
epwtioewv-omtavtioewy [37]. EmurAéov, TpoKepéVOL VAL AVTIHETOTLGTEL 1) OTATIOTIKT] PEPOANYia
OV LTAPYEL oTA TPEXOVTA cUVOA dedopévwv VQA, éxovv katafAnbel mpoondbeleg yio tn dn-
povpyice cuvoAwVY dedopévav d6mwg to VQA v2 [26] ko To VQA-CP [4]. Ot fedTidoelg Tov apyLicod
VOQA (VQA-v2) mtpoteivouv tnv mpocBnkn mapdpolwv {evydv elkOVOVY TOL avTLoTOLX00V 6TV S
epaTNON ¢, aAA& 0dnyoldv ce amokAivovoeg amavtrioelg [26]. Avtd to cOvola dedopévev oto-
oKOTOUV 67O Vo epTodicouvy Tn YAwootkn pepoAnia kot va BEATIOOOLY Tr SUVATOTNTO OTTIKTG
Katavoneong tov povtéhov [70]. H mpocéyyion pag oe avtr tn SuTAwpatik epyacio dokipaletot
1660 ota cVvola dedopévwv VQA-v2 660 kot ot cOvola dedopévwv Visual Genome.

1.2.4 AgwAoynon

Ot petpiicég a€loAdynong yia to avolktod Tomov VQA amtoteAodv Bépa ouvexlopevng épevvag.
H VQA pmopel va a€lodoynBel gite wg epyacio oavolktod tomov, 61tov ot alyopibpot dnptovpyodv
Hioe GUHPOAOGELPE YLOL VAL ATAVTHCOUV GE IO EPADTNOT), EITE WG EPYACLA TOANXITADV ETAOY®V.
Tt v a€loAdynon g ard630omg ToL HOVTEAOL GE EPWTIOELS TTOAAAITTATG ETLAOYNG, HLOL OTTAT] KO
QUTOTEAEGHATIKT) TIPOGEYYLOT) Elval 1) XPHOT) TNG WTANG ok pifetag, 1) omoia epthapfdvet Tov vitodo-
YLORO TOU AOYOU TWV GOGTOV ATAVINGE®V TPOG TOV GLVOALKO aplBpd Twv amaviicewy. Qotdoo,
n a€lordynon Tov aryopibpwv VQA avolktol TOoL pe T Xprion g amAng akpifetag propel va
elval TOAD avotnpry, emeldn oplopéva c@aApata eival o coPfapd amd aria. o Tapddetypa, va
oVGTNHA TTOL eEQYEL it TTOAD TTapOpoLx atdivtnon pe tr Oepeliddn ainBewx propet va e€okolovBei
va Bewpeiton ecaipévo, Tapdro mou eivor apretd kovtd. EmutAéov, oplopéveg epwtroelg pmopel
vo £x0uV TOAAOTTAEG CWOTEG QTAVTHOELS, YEYOVOG 1oL 0dnyel o€ mepaltépw mTpoPAfpaTa pe Tn
xpron g amdAvtng akpifetag [33].

1.2.5 O Poiog twv Nwooucnv MepoAnyprov

H emtuyio tov cvotnpdtov andvinong ontikev epwtnoewv (VQA) efaptatol amnd tnv amo-
teleopatikn aflomoinot tOc0 NG ELKOVAG 000 KoL TV YAWSOLK®OV deSOHEVOV Yo TNV emitevEn
LloxLpoV emddoewv. Qotdoo, pedéteg éxovv deifel OTL Ta Tpéyovta cvotripata VQA propel va
pnv aflomolodv amoTeAecHATIKE TOGO TNV 0pact 660 Kot T YA®ooo, aAld Pacilovion ot pe-
yé&ho Pobpd otn yAwooa. MeAéteg éxouv deifel OTL Tat LOVTEAQ TTOV XPTGLHOTTOLOVV HOVO EPWTHOELS
amodidovv onpavTikd KaAbTepo ot ekeival TOL XPTGLLOTOLOVV HOVO ELKOVES, ELOLKA G€ LVOLKTOD
tOmov dedopéva COCO-VQA [30], [5]. Ta amotedéopoto ccvTol TOL TELPAPATOS GE GUVIVAGHO HE T
QOTEAEGHATO TTOV APOPOLV GAAX cOVOA Sedopévwv kabhg ko dAAeg oxetikég peAéteg [B], [68]
LTTOJELKVDOLVY OTL 1] YAWwoGLKkT TtpokatdAnym PAdGTel onpovTikd TNV ortddoot Ko TLG SUVATOTNTEG
evpwoTtiag Twv povtélwv VQA. Autd ogeiletal otn ¢OoN TV epwTHCEWV 6TA GOVOAX dedopéviv
VQA, 1 omola cuyva meplopilel TLG OVOEVOHEVES OUTTAVTIOELG HETATPETOVTOS OVCLUGTLKA TLG EPW-
THOELG AVOLKTOD TOTTOL € EPWTHOELG TOAAATANG EMLAOYNG, KBS Kol 6TNV LoXLPT] TPOKATAAT YN
ota aUVora dedopévwv. Qg ek TOOTOU, Ta TpEYovTa cuathpata VQA Pacilovtol teplocdTepo otV
EPWTNOT) TOPA GTO TEPLEXOHEVO TTG ELKOVAS KO 1] YAWOGLKT] TTPOKATAAN YT oTa 6OVOAX dedopévwv
ennpeadel GNUOVTLKA TNV 63001 ToUg, Teplopilovtag tnv avantuérn touvs. o va avtipetomiotel
oavto To {iTnpa, Toe véa obvora dedopévwv VQA Ba mpémel va tpoomadjoouvy va avtiotabpicovv
TNV TPOKATAANYT eite e epwTNOELS TTOU eMPAANOVY TNV AVEALGT) TOUL TEPLEXOPEVOL TG ELKOVAG
eite kabiotovTag Ta obvoha Sdedopévwv Aydtepo pepoAnmrikd [33].
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1.2.6 Avunapaderypotikég EneEnynoeig yia tnv Anévinon Ontikov Epotioswv

H avtutapaderypatikr tpooéyyilor) pag 660ov apopd TLG YAWOGLKEG OVTIKATAGTACELS TTEPLOTPE-
QeToL YOpw amd to akdAovbo Oepeiiddeg epdnpe: Tlowx eiven ny advrnon tov M av avrikaraotr-
oouvpe ™ Aéén X pe ™y Aéén Y otnv epdtnon g;”. H vAOOLOOpHEVT) AV TUTAPASELYHATIKY) OVTIKATAGTAOT)
X — Y Ba mpémer va eivon onpacioroykd eddyiomn ko yhwooikd epikty. H edayiorémnra ava-
PEPETUL O AVTIKATACTAGELS TTOL SLATNPovV £va VOO KOVTR GTO VONpa NG opxLkng Aééng X
I mapddetypa, or cuvevupeg AéEelg SLtnpodV avTOV ToV TTEPLOPLopO TNG eAaytototnTag. IIpo-
KEWWEVOUL VoL SLACPAALGOVE T GTHACLOAOYLKT] EAQXLOTOTNTO TWV AVTIKATUGTAGEWY, AELOTTOLOVE
nnyég Aekhoykng yvoong (0nwg to WordNet [23]), ot omoieg prropodv va tapéxouv Tig eAGXLoTES
dvvartég petafaceig X — Y emAdéyovtag tnv mAnciéotepn évvola Y otnv évvola X mov oéfeto
oplopévoug meploptopovs. H yAwooikr) epiktétnta vmodetikviel OUGLAOTIKEG AVTIKATAUGTROELG TTOV
QPOpOLY TAVTA TO 1810 PEPOG TOL AGYOU - Yot TTAPASELYIQL, TOL OUGLOGTIKA HTTOPOVV VOl OLVTLKOLTO
otoBovV POVO aTtd oVGLUGTIKA AAAG OXL ATTd PrjHOTO. ZUVOALKE, TéTOlEG avTikataoTdoelg X — Y
epappolovror oe 0AOKANPO TO cOVOAO (), cTOXEDOVTAG € évar PePOG TOL AOYOL K&Be popa.

Tétolov eldoug aVTLTOPASELYHATIKEG EPWTHOELS elvol oe BEaT) Vo evepyomoL|oovy eVOUAAOKTL-
K€G amavtroelg Tov povtédov. Emopévag, o avtikatdotoon évvoing X — Y otnv eicodo pmopel
va odnynoel oe i evoarlaktiky advinon X' — Y/ otnv é€0do, 1 6x1. H diepedvnon mbavdv
oA oydv oty €€0d0 eivon iaitepa kartatomiotiky 6cov apopd tn Sadikacio GLAAOYLGHOD OV
akoAovBei to povtédo M, avadelkvOovtog EVVOLEG 1) OLKOYEVELEG EVVOLMOV TTOL £X0UV HEYaADTEPT T
pikpoTepn emippon ot dwadikacio AYng amopdcewv tov M. Qg ek TOOTOV, OL AVTLTAPASELYHATL-
KEQ LVTLKOTOO TAOELG TTOV EQUPUOLOVTAL OTO q TTaLPEXOLV XPNOLUES EENYTOELS YL TNV TOPATIPOD-
HEVT] CUUTTEPLPOPAE TOV HOVTEAOV kil eVIGYDOLY TO Pabd eppNVELOLUOTNTAG TOV, VO THPOAANA
To YepilovTal wg dopn pobpouv KouTLov.

1.3 OntwcoyAwooiki Mabnon & Ilpooeyyioeig EneEnynopotnrag

To tedevtaio xpovia, ta povtéda mpo-ekmaidevong (PTM) éxouv @épel emavdotaot oe Topelg
Omwg 1 6paoT voAoyloT®OV Ko 1) ene€epyasia puoikng yAdooag. Exel armoderyOei 6t eivon e€ort-
peTIKA outoTelecpatikd ot Pedtiovon tng amddoong oe kablepwpéveg epyacieg, aro@edyovTog
TOPAAANAa TNV avayKn eknaidevong véwv povTéAwy ard o pndév. H mpocappoyn tov poviéAwnv
TPo-eKTaidevon g oTov Topén TNG pdbnomng dpaong ko yAwooag (V-L) éxel yivel kevipikd onpeio
NG EPELVOG YL TNV TTOALTPOTTLKT] H&ON o1, KOOGS oL epeLVNTEG EMIOLOKOLY VO PEATIOGOUVV TLG EMLOO-
oelg oe koblepwpéveg epyacieg. Znpovtikr tpoodog éxel onpelwdel otn Siepedvion TG ePapproyng
TPO-EKTTOUSEVHEVWV HOVTEAWY GE TTOAVTPOTILKEG EPYATILES.

1.3.1 IIpoekmaidevpéva OnTikoyAwooikd Movtéda

Ot epevvntég NG TEXVNTHG VONHOGOVNG EMLOLOKOUY €8¢ KOl KALPO VAL STILOVPYHGOLY HNYOVEG
OV VO HITOPOVY VO GKEPTOVTOL KOL VO AVTATTOKpivovTon 01twg oL avBpwitot. o va To emitdyouvv
autd, oL epevvnTEG £xouV TTpoTeivel SLdpopeg epyacieg yio Ty ekmaidevon kot TNV aELoAdyNon TV
UNYOVOV, OTTOG 1] VALY VO PLGT] TTPOGMITOL, 1] KALTOVOTGT) TNG V&Y veoTg kal o StaAoyog avBpoiov-
pnxovic. QoTd00, AOY® TEXVOAOYLKOV TTEPLOPLOUDV, 1) EKTAIOEVCT) G€ HEYAAO OYKO ETTLOTHACHEVODV
dedopévv elvat ouy v amapaitnTn yio n dnpovpyia tkoavedv povtédwy. EmumAéov, povtéda fabuig
péaOnong, 6mwg T RNN, CNN kau Transformer, éxovv epoppootei yuo tnv enidvorn epyaoiov V-
L, acAA& elvar ouviBwg oxediaopéva yioo oUuyKekpLEVe epyocieg, yeyovog ov odnyel oe Al
petapepopdTnTa [[14].

T v oWVTHETOMLOT ALTOL TOL TPOPARHATOG, OL EPELYNTES TTPO-EKTALIEDOVY Vel TEPAGTLO
HOVTELO G& GUVOAX YEVIK®OV JeSOPEVOV HEYAANG KALLOKOG KoL TO TEAELOTTOLOVV GE GUYKEKPLUEVEG
HETOYEVESTEPEG EPYATLES Yl Vo vERoOLY TN peTaPepotpdTnTa. Tor HOVTELA TPO-EKTAUSEVGTG TTOV
xpnoiwomototv tr dopr] Transformer [63] éxouv amadidvel avtd To TPOPANpA aPYKE HECW TNG
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npo-ekmaidevong pe avtoemiPAemopevn pabnon ce P emonUELOPEVR SESOHEVA KL OTT) GUVEXELX
[e Tn AemTopept] pOBULOT) e Lot HLKPT] TOCOTNTA EMLOTUELWPEVOV SeSOUEVWV O PUETAYEVEGTEPEG
epyaoieg. Movtéla mpo-ekmaidevong 6mwg too BERT [[17], ViT [[18] kou Wave2Vec [57] éxovv emi-
TOXEL 6€ povoTpoTiké media 6mwg 1 Ene€epyacio Puowkrg MAwooag, n Opacn Yroloylotodv kot
N Opthia, A& TO EPATNHA TTUPOPEVEL LV HITOPOVV VA EYAPHOGTOVY GE TOAVTPOTLKA KobrjkovTaL.
Ou epevvntég éxovv diepevvioel autd to TPOoPAnpa otov topéa tng Opaong-kai-T'Awooag (VLP)
Ko £XOUV OTHELOGEL ONHAVTLKT PG00 6TNV eKPAONGOT TNG ONHAGLOAOYLKAG avTIoTOLY LG HETOED
SLOPOPETIKOV PHOPP®OV PEow EEVLTTVOL GYESLAGPEVWV OPXLTEKTOVIKGOV povTédwy [[14]. O petacynpa-
oG (Transformer) éxel yivel 1 payokokadld TV TeEPLEGOTEPWY TPO-EKTTALIEVIEVWV YAWC GLKOV
povtéiwv (PLM), 61twg to BERT kot to GPT-3, o omoia éxovv emitiyel véa kopugaio amoteAéopato
o€ SLOUPOPEG PETUYEVEDTEPES EPYATLEG, CUUTTEPLAAUPOVOHEVTG TNG TTAVTIONG OTTTIKOV EPWTICEWV
Ko NG dnpovpyiog Aefavrag eucovog [20].

H Siadikaocio mpo-ekmaidevong evog VL-PLM astotedeiton amod Tig akdAovbeg kOpLeg vioevotn-
tec: E€aywyn xapoktnploTikdv - KodLKomoinoT, apyLTEKTOVIKT HOVTEAOU, AITOTEAEGHATIKOL OTO-
XOL TTPOo-eKTTaidevOTG, GVVOAQ deSOHEVOV TTPO-EKTTAUOEVOTG KO PHETOLYEVEGTEPES OTTIKOYAWGOLKEG
epyaoieg. Oplopéveg amd autég TIg epyacieg eival ot akdrovbeg: Ontikry Andvinon Epotricewv
(VQA), Omttikr) uvAdoytotiky ko XuvBetikr) Aavtnon Epwtrioewv (GQA), Ontikr ZupmArpwon
(VE), Onttikry Zvldoyiotikr] Kowng Aoyikrig (VCR), Ontiki-TAwoowr Avaktnon (VLR), Ontikr
Yrotithopog (VC), Ontikdg Awddoyog (VD) kai IoAvtpomikry Metagppoon (MMT). H avéivon
OV TTOPOLOLALETUL TOPATAVW, 1) ool oklaypoel T dadikacio mpo-ekmaidevong, Pacileton
OTLG OXETLKEG EPEVVEG YLOL TNV OTTIKOYAWGGLKT TTpo-ekmaidevon [[14], [20].

1.3.2 Tvoon otnv OntikoyAwooikn Mabnon

H paydaio tpdodog otnv ontikoyAwooikr) pddnon (VL) éxel odnynoel otnv eppdvion dioupod-
PWV HOVTEAWV KOl TEXVIK®OV TTOL eMLOELKVOOUV aELOGTHELWTES LKAVOTNTEG GTNV ETIAVGT) EPYATLOV
OV aTaLTOOV TN CLVEPYAOLX TNG OpAOTG KoL TNG YAWooag. Q26T1d00, Toe vTTdp)YovTa GOVOAX dedo-
pévev mpo-gkmaidevong VL éxouvv meploplopodc 66ov apopd TNV mocOTNTA TNG OTTIKNG KoL YAWO-
olKNG Yvoong mov epthapfdvouv. Katd cuvémela, ol duvatdTnTeg YeVikevong TOAA®Y HOVTEAWVY
VL eivou mepropiopéves. Ta va Eemepaotel avth) ) mpokAno, éxovv elooyBel vPpLdKég apyLte-
KTOVLKEG, OL OTTOLEG EVOWHATMOVOLY eEOTEPLKEG TTNYEG YVAOOTG, OTTWG oL ypdgpol yvaong (KG) kot ta
peyodo yhwoouwkd povtéda (LLM). Avtég ol mnyég yvoong Ponbolv otr ye@Opwor Twv Kevov oe
eAMteig TAnpogopieg kot evioybovv T cuVoALkT amddoon Twv povtédwv VL [45].

Evd ta povtéda VL éxouvv kavel onpovtikd Pripoto otnv enitevn katavonong Tov mTpoypo-
TIKOV KOGHOU HEGK EKTETOHEVOV SLadLkaoLdV Tpo-ekmaidevong, eEakolovBov va mapovstdlovy
OPLOPEVOUG TTEPLOPLGHOVGS. DUYKEKPLHEVAL, 1) KATOVONOT) TNG KOLVHG AOYLKHG, TV TPOLYHOTLK®OV TTAT)-
POPOPLAV, TWV XPOVIKOV TTOPOUETPWV KL TNG KOXONUEPVAG YVOOTG TAPAUEVEL TYETIKG TTEPLOPL-
OHEVT), EYELPOVTOG EPWTHHATH GXETIKA HE TNV EMEKTACIHOTNTA TV epyaot®dv VL. Me tnv alomoi-
N0T TOV YPAPNHATOV YVOOTG Kot GAA®Y eEOTEPIKOV TNYOV YVOOTG, AUTA TAL KEVE LITopolv va
OVTLHETOTLOTOVV OUTOTEAEGUATLKA TTOLPEXOVTOG HE COPTIVELD TLG TTATPOPOPLES TTOL AELTTOLY KOl EV-
Svvapdvovrtag ta povtéda VL pe véeg duvatotnteg. EmumAéov, 1 evoOpPATOOT TOV YPoUPNUATOVY
YVAOOoNG 0L HOVO KOADTITEL AUTA T KEVA YVOOTG, OAAG KoL eVioyDeL TNV eeENYNUATLIKOTNTA, TT
Sikaoo v kot TNV a€lomiotio Twv Sadikactdv AYng amopacewmy, Tov aote oV Kpiotpa {n-
THHOTR KOTQ TNV avémtuén ovvBetwv viomooewv VL [46].

To tedevtaio xpovia, LITAPYEL AVEAVOLEVO EVILAPEPOV YLXL TNV EVOOHATWOOT eEMTEPLKTG YVO-
ong, 1 omoia cupPoriletal wg K, oe ontikoylwooiwkd povréda (VL). H tpocéyyion avtr éxel kep-
dioeL avayvoplon yia Tig SuvatdtnTég TG va feATIOCEL TNV otdd00T), TNV EMEKTACIUOTNTO, AKOUT]
KO TNV eTEENYNHATIKOTN TR TV LPLOTAPEVWV epyoot®dv VL. H akdiovbn meprypoer] tov Stopdpnv
KOTNYopLOV TpdcBetng yvaong, kabdg kot twv TOT®V NG Hopeng g e€nTeplkhc yvoong, Paoi-
Ceton 0T oOVOYT KoL TO GCUMTTEPACHATO TTOV TTAPEXOVTOL OTLG OYETIKEG EPEVVEG OXETIKA HE TOV
QVTIKTUTTO TNG EVOWUATOONG TNG YVOOTG GTNV ONTIKOYyAwootkn pabnon [45, 46]. H évtakn mpod-
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o0e1ng yvoong propel va tpoo@épel ta mpoovoapepBévta 0QéAn, PEcw TV Stapdpwv TOHTWV TOL
meplhapfavel, Owg avagépovtal akorotBwg: Iepapyikn yvoon, Ae€ihoyikn yvoon, OVOUaoTIKEG
ovtotnteg, Ilpaypatikég yvoaoelg, I'voon kowrg Aoyikric, I'vaon yeyovotwv/xpovov ko Omtik
yvaoon.

H emmhoyn) tng eEwtepiknig mnyng yvoong dtadpapatilel kpioo poro otov kabopiopd tov Tpd-
oL TPOG AN KL XPHIoNG TNG YVAOONG 6To mAaicto Twv povtédwv VL. H e€wtepikn yvoon pro-
petl voe avalvBel epautépw edv takvoundei otic akdAovbeg opddec: Apeor - Pyt yvoon, Eppeon
yvoor kot I'voorn mov avtieiton otd tov Haykodopio Ioto.

1.3.3 EneEnynowpotnta otnv Anavinon Ontikeov Epwtnoewyv

Oocov apopd to epeuvnTiKd Bépa TG emeENyNHATIKOTNTAG KL TNG EVPWOTING GTNV ATAVTNON
onTik®V epwtrioewy [50, 6, 27], éxovv mpotabel moAlamAég mpoomdbeleg, cupmepihapPovopéveov
TWV YAPTOV TPocox NG [42, 29], ko dAAwv mtpoceyyicewv mov opopoy ocvykekpLpuéva povtéda [56].
H otpatnykni péow tov aviutopadelypldtowy eivar pdAlov katvodpyla, eve oL 181 vIthpyovoeg
poodbeleg emKEVTpOVOVTOL 0TS 0mTikég datapayég [[11], otn ovykdAvyn (masking) [[15, 6],
OTNV ELOOYWYT] AVTUTOPAELYHATWV 6TO 6TGdL0 TNG ekmaidevong [[L, 16] ko 0TI Tpoceyyicelg Tov
Boaoilovtal otn cLoYETION HETOED aApXLKOV KoL AVTUTHpadeLypdTwy [40].

1.3.4 TAwookég AVIIKATAOTACELG

Ymapxel pioe otk io TPOTYOUHEVWV EPYACLOV OV EKTEAODV YAWGGLKEG AVTIKATACTACELS OE
entinedo AéEng, mopodAo mov otoxebovy oe kabopd YAwooikd mpofAnpata, kupiwg otny TaELvo-
pnon kewpévov [55, 63, 25, 49, B4], aAA& Kot 6T ONUAGLOAOYLKT] OpotoTN T [43] Ko 6T Pnyoviky
petappoot [64]. Ot Sratapoyés pag 660V opopd TNV AVTIKATACTAGT] CUVOVOH®OV KL TNV TUXoo
Sy pagr} ovoLAGTIKOV eivat epmvevopéveg ortd Tnv [65], pe kaBodrynomn Twv avTIKOTOCTACEWY [E
™ xprHor tov WordNet [23].

O xpopatikég doutapayég eival Tpocappocpéveg amd To [43], Pdoel Tov omoiov KaTACKELA-
Covpe piox KATGAANAT tepapyia pe Paon Tnv amdotocn XpoOUaTog. Ot LTOAOLTEG AVTIKATACTACELG
7OV VAOTIOLYOOE KAl APOPOVY GE OVGLAOTIKA KoL PHIHOTOL Elval eVTEAMG VEES LOEEG.

1.4 Mé0Bodog

To mhaiclo wov mpoteivovpe Aettovpyel wg e€ng: Tevikd, éva povtédo VQA Aappavel pio epod-
mon (Q) ko pue oxetiky eikova (1), ko pe Pdon awtd, emdéyel o KatdAAnAn amdvinon (A)
peto€d mpokabopiopévov voyneiov araviioeny. H aviutapaderypartikr) pébodog mov xpnot-
JLOTTOLOVHE OVOLPEPETOL TNV EAGXLOTI] SLVATY] EPLKTI] YAWOGLKT] CVTIKATAOTOGT] YO TNV EMLTEVEN
Hog aAAoyrg oty atdvTnon evog HovtéAov. Tty epyocio oG eGTIALOVE GE KELLEVIKX OVTL-
nmapadeiypata, mov ennpedlouvv eite To Q) eite 1o A k&Be Popd, KOOGS To Keipevo eivan Wiaitepa
KOTAAANAO YLt EVVOLOAOYLKEG OVTIKATAOTAGELG (HLor AEEn ptopel edkoAa va avTikataoTodel oo
poe GAAN AéEn) oe avtiBeon pe TG OmTIKEG AVTIKATOOTACELS (Evar arvTikeipevo dev popel e0KOAx
vo avtikatootobdel molotikd artd éva dAlo avtikeipevo). H eicodog Tov cuotipatodg pag amotelei-
Tl oo To oOvoAro dedopévwv D mov mepiéxel evbuypappopéveg ewcoveg (1), epwtroelg Keyévov
(Q) xar vroynieg anavtioelg keyévou (A). Ot eicodot tov D eloyovtal o€ éva TpoeKTaLdeLHEVO
VOQA povtého M. EmAé€aype to VILT wg tekpnplo kot TAGLoL0 epappoyng TNG LOENG PO, KOL TTPOLy-
potomowjoape TNV avaivor ota cVvora dedopévwv Visual Genome xar VQA-v2. Ztnv epyacio
HOG, eQoPROCOLE AEKTLKEG OVTIKXTOOTAOELS TTOV KotBodnyodvtal amd e€wtepiiés mnNyég yvaomc.
Xprnopomototpe Tov ypdpo yvoong WordNet (o omoiog mapéyel tepapyikég oxéoelg peta€d Kot-
vV AéEewv) Ko pia Lepopyion TV XpOHATIKAG cVoXETIONG (1) omoia éxel emektabel amd TIg oYéoelg
color2 tng Matplotlib).
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M xaipio Ttuxn g epyaciog pog éykelton ot Pabid katavonor twv avticTolxwv cLVOAWY
dedopévev ota omoia extedeiton éva povtéro. Ta tov Adyo avto, epappocope poe dieEodikr) die-
peuvnTikt avédvon dedopévev ota ocbvola dedopévwv Visual Genome kor VQA-v2, TpokelLévou
VoL ATTOKTHCOVE TTANpOoPopieg oL kaBodrynoav Tov oXeSLOoHO TOV AVTIKATACTACE®Y HOG. Ap-
yotepa, Ba mapovsiacsTovy ko Ba avalvBohV opLopéves EVOELKTIKEG TTEPUTTMOOELS OTTTLKOTOLNONG
dedopévev mov aelkovifovy YPHOLHO XOPAKTNPLOTIKE TV oLVOAWV dedopévwv Visual Genome
Kot VQA-v2.

H cuvelopopd kat 1 KoavoTopio Tng epyaciog pog Hropovv va cuvoPlotodv wg e€ng: Kad’ oAn
N Sidpxeta awtrg g dadikaciog, aELoAoyoipe ov kol TG A& EL 1) ATTOKPLOT) TOV , WG EVOELEN
NG EVPWOTIAG TOL EVOVTL OVTIKOTAOTAGEWV HE CNHAGLOAOYIKE cLVaPeig évvoleg. OL PepovmpLé-
veg TEG axpifetog Sev elvon apKeTd KATATOTLOTIKES YL VoL EENYHOOUV YIOTL TTAPALTIPOVHE TETOLEG
ovpepLpopéc. T To okomd avtd, e€eTdlouvpe Eexwplotd T detyparta 6mov to TpoPAemdpevo A oh-
Aalel vItd TNV Tapovoia pLog dtxtapoxg, Aopfdvovtog tomukég eENyroeLg mov TpoépxovToL otd
anpPocdOKNTEG AITOKPIOELS TOV HOVTEAOL G€ avTLTapadeltypatikég eloddouvg Q i A, Tng popeng: “ov
1 évvolo aAAGleL 6to @ (1) 610 A), TOTE TO A -eaporpéva- arrdlel”. H cuvabpolon tétowwv tomt-
KOV Kovovev odnyel o kaboAlkég ene€nynoelg, ol omoieg TpokvITOLY atd oXécelg ~av-toTe” OV
LoybovV yioe ToAATAG Setypota Tov D. AuTég toKOADTTTOLY T GUVOALKT] AITOKPLOT) TOL HOVTEAOV
o€ kGO pict atd TIC oxeSLAoPEVES AVTLITOPOADELYHATIKES ELGOSOVG. XY eSLALOVIE TIG AVTLPATIKEG EL-
06d0ug ) KoL A XPOLHOTTOLOVTAG HL TTOLKIAL SOUNUEVWY OVTIKOTAOTAGEWY o€ emtimedo AéEewv,
omwg koBodnyeiton amd tepapyLkéc mNyEC yvaoong, epappuolovtag £ToL VIETEPULVIOTIKES, EAEYXO-
peveg, Bértioteg avtimapaderypatikég diatapoyéc. H mpooéyyion pog eival aveEdptntn amd 1o
povTéAo, kaBwg avtipetwrilovpe omotodnmote povtédAo VQA wg padbpo Kouti.

TNo va mopabéoovpe éva SLeloduTikd Tapddelypo Twv dxtopay®dv Hog, oG Bewprjcovpe TNV
epwtnomn T xpopa £xeL n yato,”, TOL avapépeTal Ge P GXETLKT) etkova. Ilpaypatomoiovag tov
LITEPVULKO PETAOXNHATIONS omtd “yata” o "{ho”, emididrovpe va afloAoyrcovpe KaTd TOGOV TO
povtého Ba emnpeactel. Zuykekpéva, e&v 1) apyLkr TOL amdvtnon petoforieton Aavloopéva 1
EQV TOPATNPHCOVHE OTL XelpileTorl TETOLEG AVTIKATAOTACELS e pHelwpévn PePotdtnra, propodye
VO GUHTTEPAVOUE OTL TO HOVTEAO OeV AVTIAQUPAVETOL ATTOTEAECUATIKA TETOLEG LEPUPYLKEG CYXETELS
VTTEPOVUHOV-VITOVOR®V.

1.4.1 Ileprypaen Tov [TAaiciov

H eicodog Tov mAauciov poag amotedeitot amd éva cUvoro dedopévwv D mov mepiéxel evbvypop-
JLopEVES elkOVES I, epwTHOELS KEWWEVOL TTOL AITOTEAODY €Vt GUVOAO () KOl LTTOYTPLEG ALTTOVTHOELG
keévov A. Apyotepa Ba mapovoidcovpe amotedéopata yix to Visual Genome (VG) [37] ko VQA-
v2 [26], To omoiot tkarvorolobv auTéG TIG QUTALTHGELS.

EmAéyoupe to VILT [B6] wg éva mpo-exmondevpévo povréro VQA M. Tlapdia awtd, 1) mpotel-
vopevn pébodog pag dev mepropiletar oto VILT, kabag eEetdlel povo Tig e106d0vg (EpOTHOELS) KoL
T1g e€6d0vg (amavtrioelg). To VILT AopPdver pio epidTnomn g @ ko pua etcdva ¢ I omd to D kot 6t
OUVEXELX TAPAYEL PLX ATTAVTNOT) @, avTi var eTTAEYEL Evav artd Toug vitoyngiovg a € A- dedopévou
OTL QLT 1) CUPTEPLPOPX Elvarl eYYeVIG o€ TOANG povtéda VQA, elval onpavTiKd va emLTpEmovTol
110 eAaoTikol oplopol tng petpikng akpiferac. Fo peyadrdtepn cogrnvela, to ViLT moapayet e€6dovg
a L€ T1) HOPPT] KELPEVOU PUOLKTG YADOTTNG KoL LITAPYXOLY TOAAOL SLoupopeTikol TPOTOL Vo ekPpaoTel
1 Ol amdvInon ota ayyAlkd. e ouTr) TNV TEPINTWAOT), 1] EVPLOTIKN GUYKPLOT] TNG TAPALYOHEVNG
anavTnong pe tnv autdvnor tng BepeAiddovg odfBetag and to A kabopile av n tpdPAeymn tov M
etvon axpiPrc 1 6xL. Emovaloppavovrog tnv idia Sradikacio tpdPAeyng yio Ao to Levyn O, I kot
Aoppavovtag emituyeig j oVeTLITUXELS ATOVTOELS Yol UTA, eEQYOUE TEALKE éva okop ok pifeLag
accg, T0 omolo AVTIKATOTTPILeL TV avaloyial TV COGTMOV ATAVTHGEWVY ETTL OAWMV TWV TaPOYOpE-
VOV QTAVTICEWV.

Ot avtikataotaoelg AéEewv kaBodnyovvior and eEwtepikéq mnyég yvdong, 6ToxebovTag o€
dtoupopetikd pépn tov Adyou (ovcLaoTikd, prjpata ko enifeta) kdbe popd. Zvykekpipéva, o ypo-
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¢@og yvihong WordNet [23] mapéyet iepapyikéc oxéoelg petad poag TAndopog Kooy AéEewv mov
vtapyxoLvv evpéwg ot AeEloyla twv VG ko VQA-v2. Qg ek tovTov, Tor {ebyn QVTIKATAGTAONG
dnpovpyolvtal cuvdéovtag cuykekpLuéveg AéEelg pe TIg avtioTolyieg Touvg ato WordNet, tnpo-
VTOG TIG LEPAPYLKEG OYECELG OTWG TEPLYPAPETOL GTNV eVOTNTA ??. ZT1 GUVEXELX, TTPOXWPAE CTNV
EPAPHOYT] TV SLATAPAX®OV TOL oXeIACApE OTIG EPWTHOELS TOL GUVOAOL dedopévev g € @), pe
QUTTOTEAEGHO VO TTPOKVITTOVV Ol AVTITAPASELYUATIKES epwTHoels ¢* € Q.

1.4.2 Ag&wAoynon

Apyka, extelovpe To VILT otig apyikég etoodovg (I Q, A) yi va AdPovpe okop akpifetag
Baoikrig aAiBeiag ace wg Pacikn ypoppn. Fo k&Be avtikatdotoot, Aapfavovpe tnv akpifeia avri-
TOPASELYHATIKOV EPWTHOEWV aCCy), WG TNV advTnon) Tov M oTig avTITopodeLypaTikeG EPpOTHOELS
q* Q% xou T ovykpivovpe pe Tig Padpoloyieg axpifelag OepeAiddovg arnbeiag accg. Kad' 6An
™ Sudpkela avtng tng Sadikaciog, afloloyoipe av kat Tog aAA&lel 1) amdkpion tov M, peTp®d-
vrag T dragopd petafd accq ko accp, wg delkTn TG EVPWOTIAG TOL EVAVTL AVTIKATAGTACEWV e
ONHOGLOAOYLKA GUVOPELG évvoleg. MeTpdple evploTikd av éva (elyog amovTioewy eivat cwoTod, pe
amotélespa 1) avTIAnmty okpifeia vo avEdvetal onpovtikd. Avtd wotdoo dev amotelel {iTnpa
yla TNV avAALoT) TV aoTeEAECHATOV pag. Mag evdiapépel modg petafdrieton 1 akpifeto pe TG
Swatapayés, OxL To amdAvTa pétpar akpifetog kdbe melphpatog.

IMapdro mov eivor xprotpo Yl AOyoug oLYKPLTIKNG 0ELOAOYNOTNG, TO HEHOVWHEVO QTTOTEAE-
opato axpifelog dev elvor apkeTd KATATONIOTIKG Yo var e€Nyoouy yiati TopatnpPOvpE TETOLEG
SLoupopég HETOED TOV OPYLKOV ¢ KO TWV VTLITAPAELYHATIKOV ELl00dwV ¢*. [a To okomd avtod, eke-
T&lovpe EeXWPLOTA Ta Selypata 6Ta 0TTolal TO TAPAYOREVO @ XAAALEL LTLO TNV TApOLGia PG Siot-
tapaxfg, AapPavovtag tomikr) eENynon g popeng av i évvoia aArdlel oo q, Téte o a -Aavlaouéva-
aAddler H ouvaBpolon TéTolwy Tomikdv kavoveoy odnyel oe kaBodkég exeényrjoelg, avTAOVTOG o)X é-
o€l av-TOTe IOV ePappolovton oe ToAlamAd detypata Ttov D.

1.4.3 Awepevvntikn Avalvon Aedopévwv

M xaipia TToxn TG epyaciag pog éykeltar otn Pabid kaTtavoncn Tov avticToLYov GUVO-
Aov dedopévwv oto omolo Aettovpyel éva povtédo. o Tov Adyo autd, epappodcape po Ste€odikr
depevvnTikn avaivon dedopévwv ota cbvora dedopévav Visual Genome kot VQA-v2, mpokeié-
VOU v aTOKTIGOVE Yvooelg mov Bo kaBodnyodoav Tov oXedloopd TOV AVTIKOTOGTACEDV HOG.
Mopokdtw, Bo ToapovcLAGTOVY OPLOHEVES EVOELKTIKES TEPLTTOOELS ONTIKOTOINGTG dedopévmv mov
amelkovifouv X proIHa XAPUKTNPLOTIKA TV d00 TpoavapepBiviwy cLVOAWV Sedopévwy.

Mo TPOKATAPKTLKY) OPYLKT TOPOTHPNCT] ELVOL 1) OHOLOTNTA TV EVPNHATWV HOG Yla T dDO
obvora dedopévwv. Tlapd Tig pikpég dLoupopEég OV AVATTOPEVKTA LITAPYOLY AOY® TNG WOLOLTEPO-
NTOG TOL KaBeVOG, HTOPOVE VoL GUUTTEPAVOUHE He ao@dela OTL TapovaLdlovy mapdpoLa Yopa-
KTNPLOTIKA OGOV APOPE TNV KATAVOT TWV EPWTNOEMY, GUVETTKOG ELVOL AOYLKO VO oY ESLAGOVE £V
GUGTNHA QVTLTOPASELYHATWY TTOU Vo aELOToLEL OPOLOpO PP Kol LoOTIHA Ko Toe SVO ovvoAa dedo-
pévev. Aedopévou OTL T GUYKEKPLUEVR GUVOA dESOHEVMY TTOL YPTOLHOTOLODVTAL GTNV TAPOLoX
duthopartikn epyacio amoteAovv S0 amd ta o Sradedopéva Sabéoia cvvora dedopévwv yuo
to ¢pyo Visual Question Answering, 1 Topatripnon avtr] O propotoe va vTodnAdvel yevikotepa
otL ta Srabéopa dedopéva yiar To TPOPANpHO AVTO TOPOLGLALOLY HLO ALVAAOYT] OHOLOHOPPLOL GTT|
YAWGGLKT] KOl EVVOLOAOYLKT] KALTOVOT TWV EPWOTHOEWV.

To onpavTIKOTEPO AITOTEAEGHATA TTOV PITOPOVHE VO VTAT|GOVE 0TTO QLUTY) TN HEAETT) elvo vt
IOV VOADOVTOUL THPOKATW:

o YuxvotnTeg peyéboug epmtnoemv: Ocov apopd TO Lo GLY VA TAPATNPOVHEVO HEYEDOG TV
EPWTNOEWV, ToPaTNPOUE OTL Kol Ta SV0 oVVoAa dedopévav yapaktnpilovial cuviBwg atd
Hkpég epwtrioelg etoddov. Ilo cuykekpipéva, dev Eemepvodv KaTd HECO OPO TO UIKOG TWV
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entd Aé€ewv. Auto eivon éva Beticd eOpnpa yuoe TNV epyacio pag: ta YAWooLK& HovTéAa dev
TEPLKOTTOVY oLVIOWG PLKPEG ELGOSOVG, TTPayHa TTOL onpaivel OTL dev Ba LT pYE 1) EPPaVIOT)
overmlfOunN TV meptkondv mov Ba propovoay mlavotata vo fAdyovv v arddoom tov po-
VTEAOUL KOl VO TTPOKAAEGOUV PEYAAT SUGKOALX OTNV OAKANPWOT) TOL GTOXOV HAG.

¢ [Toc0010 TV KXTNYOPLOV AVE PEPT TOV AOYOU oTiG epwTNoelg: H Siepedvnon tng karta-
VOIS TV SLapOpwV HEPOV TOL AOYOUL GTIG EPWTHTELS LGOS0V TAPEXEL POl ELKOVAL YLOL TOV
avtiktumo mov Ba éxouv teAkd oL mapepPaoelg pog. Eivon mpopavég ot Tar ovolaotikd mo-
povotalouvv Tig LYMAOTEpES eppavioel T060 6T cOVora dedopévwy Visual Genome 660 kot
ota obvvora dedopévwv VQA-v2. Autd astotelel kuplapyn EvOelEn OTL OL AVTIKATOOTAGELS
TWV oLoLAoTIKOV Ba éxouv TN peyadOtepn emppor) ota metpapatd pag. Expetallevopevol
ovtn TV edpotwpévn daiobnon, tpoxwpoipe atn do6punon twv datapay®v mov Ba avalv-
oovpe apyotepa. EmumpocBétwe, mapatnpoipe 6TL ta pripota kot T enifeta mopovoidllovv
TOPOHOLO eTTLTTENO GUYVOTNTAG EPHPAVLOTC, YEYOVOS TTOL LTTOONADVEL OTL OL AVTIKATACTACELG
pripatog ko emBétou Ba eivon e€icov dLetoduTiKég Kol eMLOPACTIKES YLoL TO TELPAPATA HOG.

e TOmol epOTACEMV: AVOADOVTOG TOVG TUTTOUG TWV EPWTHOEWV TTOL LIIAPYOLY Gt SO GU-
voAa 8edOpHEVWOV TTOL YPTCLHOTOLOVE, ATOKTOVHE HLa TTOAVTIUN elkOVO TOL TTEPLPAALOVTOG
TOL TTPOPANUATOC pag, He Phon v akdAovdn évvola: SLepeuvOVTAS TIG EPWTHGELS, OITO-
KTOUHE pior eLkOVOL YL TO TTOLEG PITOPEL Var £lvall OL TOVTHOELS WG TPOG TOV TOTO TOvG. ETot,
Ol KOTAVOHEG TUTWV EPWTNCEWMV TAPEXOLV PLX TPOGIOKI VIO TIG AVTIGTOLYEG OTTAVTHCELG.
IpwrticTwg, oL epwtroelg Tov Tomov “TV” arotelobv 1 cLVTPLITIKT TAELOYNPla TOL GUVO-
Aov TV epwTroewy. Avtd delyvel 0TL pia avtikatdotact tov eidovg “Ti” oe "Tlwg” Oa dAAale
dpapatikd To vonua tng epodTnong kot mlavag Ba 0dnyodoe ce dokomeg epwtroelg ov Ba
popooay va TPokaAéGouV GVYXLGT) 6TO HOVTEAD Ko va PAdyouv adikwg Tn perétn pHog.

e YvvnOéotepeg AéEerg: Kot apydc, onpetdveton 0Tt éxel oAokANpwOel pia vioy pewTiky Tpo-
enekepyacio avTov TOL €I80VG TOV SLEPEVVNTIKOV OTOTEAEGUATWV, TTPOKELUEVOL VO ALTTOKAEL-
oToVV avoLoLeg koLvéG AéEelg o dev mapéyxovv aELOAOYEG TAPOPOPLES YLOL TO TTEPLEXONEVO
TV epTiotwy (T.y. T, "eikova’, "n” k.AT.). Adyw tng e€atpetikd LYMANRG GLYVOTNTAS TOUG,
dev propotv va atodetyBovv xpriotpeg yix ta mAaicix g mapovoog avélvong dedopévaov.
Me Bbon ta eEayopevo amoteléopata, Topatnpovpe OTL 1) AEEN “ypopa” elvor pio ortd Tig
7o oL VEG AéEelg ko ota S0 oVvola dedopévwv. Avtr 1) damticTwor evémvevoe TNV Tpw-
TOTUTN AVTIKATACTAGCT] XPOUATOS OV oxedidcape Kol Oa TapOLGLAGOVHE TEPUUTEPL OTN)
ouvvéxelo. EmumAéov, n kupiopyn cvxvotnta tng AéEng "moAAd” vtodnAdvel TNy mopovsio
TOAA®OV apLlOPNTIKOV EpWTHOE®Y, Apa VTOdeLKVLEL TO LYNAO entinedo emipporg Tovg. Télog,
1 exteTopévn mapovoia Aé€ewv 0mwg ” avdpag” 1 TavBpwiol” vodnidvel pio Evtovn ov-
OpWITOKEVTPLKT] TPOCEYYLOT) OTO TEPLEXOUEVO TV EPWTHCEWY, 1) OTOIX EPLOTA EMioNG TNV
TPOCOYT G€ CLVAPELG TOTOVG TELPOUATIKOV AVTIKATOACTATEWV.

1.44 Avtukatootdoelg

2V epyocio pHag, TPOyHaTOTOLOUpE SIUPOPEG AVTIKATACTAGCELS 1) SLYPOPEG 0TI YAWOOLKT
avosapdotact) Tov Q. AvTh N AVTUTAPAOELYHATIKY] OTPATNYLKY eKpETOAAeDETOL TOAATTAG KoL
ToLkida HOpPoOAOYLKE YapakTnplotikd g Q kot mtpoomabel va katadei&el tn onpacloloyio tov
ennpedlel TeEPLEGOTEPO TNV ATTAVTIOT G TOL HOVTEAOL. 2TOXOG HOg elval vo dteyelpovpe pio Tpo-
TOTOUUEVY) amdkpLon Tov M péc® QUTOV TOV AVTLITOPAIELYHATIKOV JLALTAPOY OV, TPOKELUEVOD
VoL EVTOTiGOUHE TG 0AAGLEL 1) oLpTTEpLYOopd Tov M STy épyeTon avTIHETWTTO pe SLoupopeTikég Ev-
votec. 'Etol, propovpe va ovpmepévoope mbovég pepoAnieg ) onpeia aobevoie evpwotiog Tov
M. O mpoovagpepbeioeg avTIKATAGTAGELS HITOPOVY VO XWPLETOOV GTLG akOAOLOEG KT yopleg, e
Béom T XxproLHOTOLOVHEVT) TTNYT] YVOOTG KOL TO GTOXEVOUEVO PEPOG TOL AOYOU.

A. Iepapyia tov Wordnet: Ov avtikataotdoelg AéEewv pe Paon tn Xprion LepapyLKdV Tnyodv
YVOOEWV TEPLAAPPAVOUV TNV QVTIKOTACTACT] £€VOG OLCLACTIKOD ol TIG EpWTHOELS ¢ € () pe éva
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LEPAPYLKAL CUYYEVEG OVCLAGTIKO (VTOWVUHO, UITEPOVUHO, adeA@iKo), 1} pripaTa ko emifeTo pe T ov-
vdvopa tovg. H molotnta kot 1) kataAAnAdTnTa TV aviikataotdoewy pag dwefePordvetor amod
N xprion g vreteppviotikig dopng g tepapyiog tov Wordnet, wov eyyvdton eAeyyopeveg Ko
BéATioTeg avTiKaTaOTACELS Yio KOBe AEEN.

o JUVOVUHA: XPTGLHOTOLOVHE HETOOXNHATIOHOUE CUVOVOHKOV oTo emifeTa KoL ToL pRHOTO TV
apxkev epwtioeny ¢ € Q. lNo mapdderypa, ta “talk” ko “speak” eivon cvvdvoua pripara
ovppwva pe to WordNet, evd to “small” ko “minuscule” eival ovvddvoua exifera. H wepop-
xioe Tov Wordnet mopéyel pio opyavopévn KAT& CUVRPELR TPOTEPALOTTA TWOV GUVOVIHWY
Kot TNV o€LoTolovpe eMAEYOVTOG TO Lo OXETLKO. Me awtdv Tov Tpodmo, dicpaiifovrot 1
BeAtiotOTNTH KOt 1) EAEYEWHOTNTO TOV AVTIKATAOTACEWV.

o Yrnepovopa & Yrnovopa ovoractikd: [leplocdtepo yevikés, kabog kot meplocoTtepo e1dIKEG
EVVOLEG OLCLAOTIK®OV TopéxovTal pécw Tov WordNet pe tn popen Yrepwvipwy ko Yrwviuwy
avtiotoyo. T mopddetypa, amd o dedopévn ovoraotiky AéEn (m.x. “dog”) pmopolpe vo
eEQyOULlE TOL QPECQA LITEPOVLHA TOVL OLGLAGTIKOV (T.X. “canine”), §j Ta APUEGA VITODVUUX TOU
(rt.x. "labrador”).

o AdeA@ikd ovolaotikd: Kataokevalovpe TG avTikataoTdoelg adedpikol ovoLlocTikol dio-
Tpéxovtog To dévTpo yviong tov Wordnet éva Pripo Tpog To TAV® KOL GTN) CUVEXELD €Vl
Bripa mpog T kATtw. Qg adép@Loe opilovTal oL OVTOTNTEG OVGLAGTLKOV TTOL HOLPALovToL TOV
idro apeco yovéa. T mapaderypa, to “carrot” ko to “radish” eivon adedpikd ovolooTiKd,
emedr] ko T 300 éxouv wg yoviky Touvg évvola n “plant root”, cOpewva pe o WordNet.

B. Iepapxio cvyyéverog xpopdtwv: Ta xpoOpQTA TOL €lval GTHAGLOAOYIKE TOXPERPEPT], KoL
eMOpEVWG apovatdlovv Tipég RGB kovtd to éva oto GAMo, eivarl KovTd Ko otnv Lepapyio cuy-
yévelag ypopdtov. o mapadetypa, o ypopata “violet” ko “orchid” tng Matplotlib Bpickovron
KOVTQ oTNV Lepap)ioe XpWHAT®V (1] eVOLAUEST) X POHATLKY) TOLG AITOOTAOT] Elva 6,16), eV TOL XPO-
pota “violet” ko “deepskyblue” tomoBetobvrtal moAl pakpid to éva omtd o dAlo () xpopaTiKy
Tovg aodaTao eivon 207,88). Ta xpoHATH HITOPOOY VO avTIKATAGTOOOVV ELTE e ATOPAKPLCHEVAL
elte pe TopoOpOLX YPOHATA oTTO ALTH TNV LEPAPXLO CUYYEVELNG XPORAT®V, 0ONYOVTAS OTLG OLVTL-
KOTAOTACELS XPWHATOV Méyiotn Avtikatdotaon Xpopatog kol EAayxiotn Avtikatdotaon
Xpopatog. Kot ot dvo avtikaractdoelg Maximal/Minimal propoiv eite va mepihapfévouvv ovvy-
Oiouéva xpopata, To omoio eppaviovta 1dn oto oOvoro dedopévwv eite aovvibiota XpOpATR, T
omola eppavilovTot 6Tov Katdhoyo X pwpdtey tov Matplotlib aAAd& oyt amapaitnta ota AeEAdyLa
TV VG xou VQA-v2:

o MéyloTn avTIKATAoTACT XPOHATOG: XTIG EPOTHGELS TTOL AVOPEPOLV KAITTOLO GLYKEKPLHEVO
xpopa avtimapafailovpe tnv é€0do a tng M pe Bdomn tnv elcodo NG apxLlkng epATNONG
q € Q évovt tng e€6d0V a* g avTikaTesTNEVNG epdTNoNG ¢* € QF. £to ¢* To ap)Lkd
XpoHa avtikablotatal amd Eva XPOH TOL ATTEXEL TOAD atd auTO, Topodelypatog xapnv
“violet” — “deepskyblue”. Ze avtr} v katnyopia, dokipudlovpe emiong to povtéAo oe ALyo-
TEPO GLXVEG TEPLIITAOCELS XPWHATwV (1.X. “azure”, “turquoise”, “salmon”). Avtr 1 avtikatd-
OTOOT) WTOKALVEL ATTO TO ALPXLKO QVTLITAPASELYHATLKO EPOTNHA TTOL {NTh eAdytoTes ahhoryég-
woTHO0, 1) CVUYKPLOT) He OXETIKEG eEAdytoTeg alhayég Ba avadeifel Tig Stopopég mov emPé-
Aovv oL TToLKiAEG ATTOCTAGELG XPOUATWOV OTO TEAMKO accy).

e EAGX10TN VTIKATAOTAGT XPOUATOG: e CUUPWVIN HE TA TOUPATAV®, EKTEAODHE QLVTLKO-

’ ’ 4 7 ’ ’ b2 . » » : »
TACTACELS YPWHATWV HE XPOHATH TOL améyouv Alyo petad tovg, .. “violet” — “orchid”.
Kot waiht Soxipulovpie To HOVTEAO e ALYOTEPO GUYVESG VTLKATOGTROELS X PORATOV.

C. Awypagég: EmAéyovpe tuxaia éva ovolaoTikd o k&Be epdTNom g € () KoL TO apaLpovpe.
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1.4.5 IIpootiBépevn Aéia TV AVTIKATOOTACE®V HOG

O avtikataoTdoelg Ko oL Sty pagég elvat évag eEatpeTikdg TPOTOG YL VO TTOGOTLKOTTOLGOVHE

av éva povtého VQA M xatavoei éva ovykekpiyévo (edyog epoTrioemv-elkoOvov 1§ av 1 €£080g
ToU e€aptrtol o€ peydho Pobpd amd pepoANITTIKES eXTIHNGELS. Me auTdV TOV TPOTTO, LITOPOVHE Vi
QTOKOAVYOUHE TAPATTAAVITLKEG GUOYETIGELS TTOL AavBaopéva evowpatodvovtal oto M.
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e Color Substitutions: Ot avTIKATAGTAGELS XPOPATOG TAPAKLVOUVTOL aItd TNV aElooTpeiwTn

TOCOTNTA TWV EPWTHOEMY TTOL GXETILOVTAL [E TO YPOHA KoL LTTAPYOLV 6T GOVOAX dedopié-
vav el66dov pog (VG ko VQA-v2). Me to va potape to M epwtrioelg mov mepthapfdvovv
XPWHATIKEG OVTIKOTACTACELS TTOL ATTEXOLV TOAD aItd TO apyLkd Xpopa (reipapo MéyroTn
AVTIKATAOTAOT] XPOPATOG), GTOXEVOVHE va aviyvebooupe av to M Ba avtidnebel cwotd
Kotk AOYLKQ oUTH] TN ONHACLOAOYIKGA TepAoTio aAAoyT). Oa meppévoape otL to M Ba dAlale
TNV AV Tnon ToL a* TG TEPLOCOTEPES TEPLITTAOGELS TOV TELPAHATOG VTOV- To avtiBeto Box
vrodeikvue éva vITOBoOcKOV HOTIPO AYVONONG TOV XPWHATIKGOV XAPaKTNPLoTIKOV. Opoiwg,
ekTeAOOpE TO Teipapa avtikatdotaong EAAXLoTn avTikatdoToon XpOUATOG TPOKELHEVOD
vou SLEPEVVHCOVE TH) CUUTTEPLPOPE TOVL HOVTEAOL OTOV avTipeTwTL el Jikpég addayég otV
EVVOLOL TOV XPOUATOG. AVOHEVOUHE OTL OL OVTIKATAOTACELS atd owTd To Teipapo Bo Exovv
pikpn éwg pndoiv) enidpact otnv amdkpion a* Tov povrédov. Mia avtifetn cupmepLpopd
Bow oK GALTITE PO LPLOTAPEVT) TLPOKATAAN YT OGOV AUPOPE GUYKEKPLUEVOL X POHATX, YEYOVOG
7ov Ba 0dnyovoe 610 cupTépacpa 6TL To M dev pmopel va TPOCAPROGTEL GOGTA KL LOYXVP&
o€ HIKPEG aAAayEG XPOHATOG Ko var yevikeboel avaioyo. Puoikd, ol acvvijbiotes avtiko-
TACTACELS YPWIATWV Kol oTlg dVo mepintioelg Minimal/Maximal 8étovv éva o dvokoAo
npoPAnpe, kabng to M mpémel va avtamokplBel mpocappolOpevo o6& XPOUATIKEG EVVOLEG
EKTOG GLUVOAOL dedopévav.

ZUVOVUNEG AVTIKATOAOTACELG: 2€ OYECT] HE TIC AVTIKATAGTAOELS LUV VOP®V, GTOXEVOVIE
Vo SLEPELVI|GOVE TNV LKAVOTNTO TOV HOVTEAOL Va XELPLleTal ATOTEAECPUATIKG TTLEG HOPPO-
AoyLKéG YAwooLkég adAayég ou Satnpoiv To idlo vonpa. e auTr) TNV TEPLTTWoT, 1) aTo-
Toxioe v avtostokplfel cwotd (Tapéyovtag pio Sapopomoinuévny amdvinon ¢ = a) Ba
otokaALTTTE LITEPPOALKT) TPOGKOAANGCT) O GUYKEKPLHEVT) GTHAGLOAOYIO, YEYOVOS TTOL KoL
OTA TO HOVTEAO AeELAOYLKG AKOHITTO KOl GUVETTAOG ) AvOEKTIKO O& GTHAGLOAOYLKG OpeAT TEEG
dwtapoyég.

® AVTIKUTUOTAOELG LIEPOVOU®OV-VITOVOR®V: Ot diatapayég Ynepvaovipwv-Ytwvopwy ei-

VOl TLPOOPLGHEVEG VO ATTELKOVILOUV TNV LKAVOTNTA TOL HOVTEAOL VA YEVIKEDEL KOL VOl TTPOG-
dropilel avtioToya, dtatnpovTag éva aELomoto eninedo evpwoTtiag. OLoxécelg LITEPOVIH®OY
KoL UTOVOHOV eival évvoleg Pabid katavontég 6Tov TPayHATIKO KOGHO KoL KOT GUVETELX
EVOWHATOUEVES e VUVOAX dedopEVV PeydANG KAIpokag, Tow 0TTolo XPTOLLOTOLOVVTOL €V-
PEWG YLa TNV TTPo-eKTTaidevot) TV povTéAwv VQA. Svvenwng, to M Ba mpémel emiong va eivan
oe Béon va Tig kaTavoel ko va Tig atiohoyel cwotd. Idavikd, Bo mepipévape ad to M va
dwatnpricel TNV idio AOKPLOT] YLK TIG AVTIKATACTAGELS VITEPWVOH®V, VO StkottoAoynpéva Ba
OVTAUITOKPLVOTOLY |LE GUYKEKPLLEVOUG TPOTTOUG YLA TIG AVTLIKATOGTACELS VW VWV, AapPpavo-
vtog vTTOYT ToV TPoadLoplopd g onpacias. H avadoyn mocotnta tkavotntag eEeldikevong
emdidkeTal va Lo Twdel HEGW TOL TELPAPATOG AVTIKOTACTAONG XOEAPIKDV OVGLAOTL-
Kk®V. Avadoya pe tnv kdbe cvykekpLpévn mepintwaorn, avopévovpe 6tL to M Ba tpomomoincel
1 Oa Swatnproel katdAAnAo TNV atdkpLot) Tov, dote va emPefaitndaoel To eninedo kaTovon-
ong KoL SLAKPLoNG SLUPOPETIKAOV, OAAX TTOPOAX ALTA GLVOAPROV, GTILACLOV.

Awoypagég: Téhog, VAoTooape To meipapa Alorypa@ég avopévovtag Wavikd tnv voPao-
pon tng amddoong tov M. To péyebog tng mtddong Tov acc*Q e€aptdTon outd TN onpacio Tov
Stoy poppéVoL oVGLAGTLKOD Yl TO VONpa TG epdTnong. Katd cvvénela, éva apepdinmto M
Bo mpémel va elvan oe Béon vao Tpoodiopicel aTr] TN oNHACLa KoL Vo EVEPYTOEL atvAAoyaL,



xopig va kataAnEel e adikaloAOYNTa GUPTEPAOUATO TTOL EKPPALOVTOL HEGH MLXG aSLKALO-
AOYNTNG advTnong.

1.5 TIepdpota kot AroteAéopata

IMopovoidlovpe To ATOTEAEGUATA X PTICLLOTOLOVTOG T HETPLKY akpifelag, 1) omoia astetkovilel
70 PBoBpod opoldTnTAG TNG TPOPAETOUEVIG ALTTAVTIONG TOL HOVTEAOVL HE TNV advTnon TG OepeAiod-
dovg aABelag, T060 yio To apytkd Q kdBe GLUVOAOL Sedopévmwv, HGO KL YLK TO AVTLTXPAELYHATLKO
oVVoAo epwTroeny Q. XNV avdAvon pag, 1 akpifela wg petpkr) dev diabétel To amartovpevo Pé-
Bog doTe va mopéxel GUYKEKPLUEVEG EENYTIOELG GE TTOLKIAEG KATAOTAGELS KOL TTANPOPOPIEG OYETIKA
JLE T1) GUUTTEPLPOPA TOL HOVTEAOU, OTAV £PXETOL AVTLHETWITO HE GUYKEKPLUEVES €Vvoleg. QoTOGO, 1
akpifela e€axcorovBei vo emideticviel pior LYNAOD eMLITEGOVL TPOGEYYLOT) GXETLKA HE TLG SLAKLHGV-
O€Lg TNG TOJOTLKOTNTOG TOV HOVTEAOL LTTO TLG LAOTOLNHEVEG XVTUTOPAOELYHATIKEG SLOTOPOLYEG.
Aedopévov 6tL o povtédo VILT éxel exmardevtei kou fedtiotomomndel 6to ohvoro dedopévwv VQA-
V2, OVOPEVETAL KT KATTOLO TPOTTO var éXEL KaAVTEPES emdOoeLg e avTO o€ oOYKpLot pe To VG (ko
ta S0 cUvola dedopévwv mepLéyovy mapopola AeElloyia). Avtr) 1) tapatrpnon entPePoidveTon
TPAYHATL ITd ToL ATOTEMEGHATA pag oL Tapovstaovial atoug mivakeg b.1 & .4, ta omoia ka-
Tadelkvoovy oTadepd LYNAGTEPO accy GTO TPAOTO EvVavTL TOL deDTEPOL GLUVOAOL Sedopévnv, 6GOV
a@opd OAa T TELpdpAT TTOL LAOTTOLONKOY. Enpeidvovpe 6Tt ot fabpoAoyieg accg yio k&Oe mei-
PO TTEPLEXOLV HOVO TIG AVTIOTOLYEG EPWTNOELG, TL.X. TO TELPAHATA YLt TO X POH TEPLEXOLY HOVO
EPWTHCELG TTOV AVAPEPOLY XPOPATA. AVTO CUHPAAAEL GTIG SLPOPES OTA aP)LKGL GKOP accy YLow
KGO meipapa.

IMop’ 6Aa avtd, ko ot dVo cvola dedopévwv, mapatnpolpe pa avadoyr drowopd petoEd
accq xou accy, ave meipogia, 6tav To M voPailetal 68 aVTITAPadELYHATIKES EpeTHOES ¢* € Q™.
Avtd Qo prtopotice yevikd va vtodnimvel Ty vitapEn vroPfodckovoag pepoAniog:  Tapovodlet
éval 180G LITEPTPOCAPHOYNG GTNV aPXLKT ¢ € (), Yeyovog TTov TNV KabloTd AydTepo ammotele-
OPOTIKT OTOV KoAeiTOn Vo XELPLOTEL EAAYLOTO SLATAPAYHEVES AVTLITAPASELYHATIKES EPWOTNOELG. €
Oha Ta melpapaTa, ) peiwon Tng akpifelag amd To apyikd accg 6To acc*Q elvou epimov 10-35% 1
TEPLOCOTEPO.

H avetOpeon kaBoAkov potifwv mopéxet o o Babid ko otoyxevpévn Bedpnomn tng evpwotiog
Tov povtéAov M. T'ix To 6K0md QVTO, GTHELOVOLE OTL 08 OAEG TIG TTEPUTTMOCELG TTOV PEAETHOOUE, EV
pog evdiopépet 1) amdvrnon tng Bepedtddoug adfBelag pag epdtnong q, aAid pddiov 1 dixpopo-
moinon g amdvtnong a* oTnV AVIUTaPAdELYHATIKY) EPATNOT € OXECT) HE TNV APXLKT] IT&vTnoT)
a 1ov tpoPAémel to M, eite av ) a eivar owoth gite 6L EmiAéyovpe avtr) v mpocéyyion, kabdg
pog eviiopépel vor oavorkoAvoupe TNy petaBoAr] Tov povtéAov otn AYn amopioewy Vo TNV To-
POLCLO AVTLTHPADELYHATIKGOV EL6OSWV, 1] 0TTOlX £LVOLL TTLO KATATOTLGTIKT] aTTd TH) HETPNOT) TOV KATA
1660 1 a* amokAivel onpacloAoyikéd otd Ty astdvnon g Bepeiiddovg o Betag.

Me Bbomn tnv evdedeyr) Siepedvnon TOV KITOTEAECHATOV TOV TELPOUATOV PHOG KOL TI) CUYKE-
VIPWOT) TWV TOTKAV eENyHoewV, Omwg mopovotdlovTol 6To TapOV KEPAANLO LTHG TNG SUTAWA-
TIKNG EPYUCLAG, EXOVIE CUUMEPAVEL KATTOLOVG OVGLAGTIKOVG KafodikoUs Kavoves TTOL aupevog outo-
TUTLOVOLY TNV €VPWOTiCt TOL M OTIG OVTIQATIKEG EPWTNOELS Hag ¢F € QF, apeTépou Tapéyovv
ELOTLOTEG ETEENYOELS TTOL OUTOKAADTTTOLY TH) GUAAOYLOTIKY TTOpei TOL POVTEAOL Tow otd T
AMYn 10V amoedoedv tov. EmumAéov, avaldoupe Tig 1IToOCKOVGES VPLOTAPEVES TTPOKATAANPELS
tov M mov mtpokOITTOLY AoYLKE 0td ALTOVG TOUG KOBOALKOVG KOVOVEG.

TN o Aemtropepéotepn eme€nynon g pebodoroying eEaywyng TV ATOTEAEGHATOV TOL T~
povodlovpe mapokdtw, topobétovpe ta oxetikd Wordclouds, cuvodevdpeva amd Tig avtiotolyeg
apLOUNTIKES TULES TTOL EKPPALOLY TLG KOLVOVLKOTIOLNUEVEG CUXVOTNTEG EPLPAVIONG TWV HETAPACEWDVY
7OV TTPOKVITTOVV ATTO TIG AVTLKOTOOTAGELG TTOV EPOPROLOUHE.
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1.6 Xvpnepaopota kar MeAdovtikég Ilposktdoelg

Ovavtimapadetypoatikég datapoyés oto povtéAo VQA pHopolv va TapéXouv VEES KOL XPTIOLHES
TANPOPOPLEG TYETIKA |LE TNV EVPWOOTIN TOV POVTEAOL KOL TNV EPUNVEVGIHOTNTR TWV AITOTEAECUA-
TWV. TNV £pYacio HOG, TPOTELVOUE Eva TALGLO aVTIITOPAdELYHATIKNG TPpocéyyLong Paciopévo
0TI YVQOOT], TO OO0 OTOXEVEL GE OVTIKATAOTACELS O EPWTNOELS. ZUYKEKPLUEVA, TO TAXIOLO HOG
npoteivel TOAATAODG TOTTOVG YAWGGIKGOV HETOOYNHATIOUGDV o€ eminedo Aé€ewv, mpokepévoL va
e€etaioovpe emheypéva povtéha VQA pe tpdmo mov amodéxeton tnv o “padpov Koutiot” mov
T X OPOKTI PLLEL, KL VO SLEPEVVI|GOVIE KATA TTOGOV 1) TTOPOLGL AVTUTAPASELYHATIKGDV EPOTHTEWDVY
B 0dnyrioet oe ampoosdoknteg amokpicelg Tov povtélov. Méow avtrg g Sadikaciog, atokaAv-
TLTOVTAL Ol LITOPOCKOVGES YAWGOLKEG TPOKATOANVELS, EVE TAPEXOVTOL KATOTOTLOTIKEG EENYHOELS
OYETLKA JLE TI) GUHITEPLPOPA TOL HOVTEAOL, He TNV eEaywyT) KABOAK®OV KavOV®V e TOL0TLKO TPOTO,
IOV TEAMKG aTelkovilouy auTég TIG uTapyovoeg TpokatadPels. Ta amoteAéopatd pog oto chvora
dedopévwv Visual Genome kor VQA-v2, ypnopomotdvrag to povtéro VILT wg tekpnplo epappo-
Y1G TG 130G, KaTadeLkVOOLY T TAEOVEKTHHATA TNG TTPOGEYYLOTG LG, AVADELKVDOVTAG TLG £VVOLEG
7OV LITOKLVODV TIG TPOKATAATYELS TOU HOVTEAOU, pe TPOTO TToL dev GxeTileTal e TNV ETLAOYT TOV
€KAOTOTE HOVTEAOL.

Yxedialovpe To TAXICLO Epynciag HOG OVATTOGGOVTAG EVO TANPWG YEVIKEDGLILO GOVOAO OVTL-
TOPASELYHOTIKGOV AVTIOETIKOV HETACYTHATIOU®OV, TTPAYHA TTOL GTHOLVEL OTL UTTOPEL VAL EQUPUOCTEL
owoth o omolodrimote povtédo VQA. Avth i ididtnta tng mpotetvopevng pebddov pog drofePacd-
VETOL HEGW TNG TTPOGEYYLONG HE TTPOCAVATOAGHO GTO PHOOPO KOUTL IOV otkoAovBolpE OGOV aLpopi
 Sraetaporyt} Tov ev AOyw HovTéAov: Sev emiyelpoVpe va SletoSVCOLE GTNV APXLTEKTOVLKT], TIG G)XE-
drooTikég emAoyég 1) Tig mopopéTpoug k&be povtédov VQA, o0te emiotpatedovpe Stodikacisg mov
Stepevvolv TNV ecwTePLKT] Stadikociot GLAAOYLIGHOD TV HOVTEAWY UNYOVIKNG pdbnong. Avt av-
T0V, e€etalovpe kabe povtédo eappodlovtag SLaPopovg THITOVG AVTUTHPASELYHATIKDV SLOLTOUPOYX DV
KO TTOPATNPAOVTAG EKTEVADS T TOPAYOHEVO OTTOTEAEG AT G €K TODTOU, Ol YVAOOELG AVTAODVTOL
péow TNG AVAALONG TNG ATTOKPLOTS TOV HOVTEAOL Kot OXL pécw NG euPfdbuvong otnv ecwtepikr
dopr) tov. EmuAéov, oL mpotetvopeveg amd epdg aviimapadetypotikés Siatapayés kabodnyodvroal
TANPWOG OTTO TN XPHOT TNYOV PACLOGUEVOV OTI YVAOOT], OL OTTOLEG EAEYXOUV KOl SLOPUOPPDOVOUV T
TOAQTTAG TTelpApaTa TTOL €YOoLpe e@appocel. Eyyvovton eniong toug PEATIOTOVG PETATYTHATL-
opolg oL mpoteivoupe, kaBdg ko SrafePatddyvouvy TNy VIETEPUIVIOTIKY SLAGTOOT TOV EMAOYGOV
OVTLKOTAOTOOTG TTOV ELOXYOV}LE.

H xat&@AAnAn cOykplon tov apXLlkdV Kol GVTITHpaSELYHATIKOV ATOTEAECHATOV, KHB®OG Kal 1)
SLopaTLKOTNTA TTOL TaLPEXETOL ATLO T1) SLOUKVHOVOT) TNG oKPLPELG TWV TELPAPATOV, OVASELKVDOLV
TNV €KTOGT TNG ELPWOTING TOL povTéAov. Edukotepa, ) peAétn autr éykeittal oTnv aEloAdynon Tov
KOT& TOGOV TO HOVTEAO TTAPOLGLALEL TNV KATAAANAY eveMELa OGTE VoL TPOGUPUOTETOL TTOLOTIKK GE
HLIKPEG 1) HEYOAES AANOLYEG GTNV £lG0J0 KOL, KATX CUVETTELX, VO GT)HELWVEL TTAVOROLOTUIIN 1) TTXPOHOLX
akpifeto pe avtr) TOL KATOYpAPNKE KATA TNV otdd00T) 6TO ap)Lkd GOVOAO dedopévmv.

To mpoovapepBév epeuvnTikd medio TOL OYETILETAL [E TNV EVPWOTIOL KXL TO OTTOL0 TPOCEYYi-
Covpe, oxetileton otevd pe tn Siepedvnon KoL TNV avVaKGALYT TV KEKXAVHUEVOV DPLOTAPUEVWY
TPOKATOANYewV 6TO v AdYw povtéro. H mpooektiky) mopatripnon Tov TapoyOevoL amoTeAéCHO-
TOG 0€ QVTUTAPAOELYUATIKA EPWTAHATO G€ AVTIOLXGTOAT] HE TAL APYLKA ATTOTEAECUATO GTO APYLKO
obvolo dedopévev odnyel oe xprioieg Tomikég eENYNOELg TOL ATELKOVILOLY CUYKEKPLUEVES TTEPL-
TTOCELS ATTPOGOOKNTNG ATTOKPLOTIG TOL HOVTEAOV TTOV ETMLOTUOLLVOVHE. LTI GUVEXELX, L0 GUVOALKT]
oLVABPOLOT] AVTOV TV TOTLKOV ToPATNProewV 0dNYel otnv e€orywyn KaBoAik®V Kavovwy Tov
TEPLYPAPOLV KoL XOPOKTNPLLOvY TARPWS T YEVIKT CUNTTEPLPOPE TOU povTédov. AuTég oL KaboAL-
Kég emeknynoelg exk@pAalovy TIG VLY VEVHEVES TPOKATOANYELS TTOV TTPOEKLYAV QITd TNV EPAPHOYT)
TV TOAVETITESWV SLATOUPOAY DV HOLG.

H mepntovoio tng pebddov mov mapovoidlovpe éykelton ot Sapdppworn SetcduTik®OY Kat
OTOYEVPEVWV ETEENYTGEWV TTOL SIKXLOAOYOVV TNV OITOKPLOT) TOL HOVTEAOL Kl SLopwTi{ovV T1 GUA-
Aoylotikn Sradikacio ov akoAovBeital amtd To GLUVOLACHO TWV EMLPEPOVG SOULKDV HOVAS®V TOV
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povtélov. Méow awtold TOL GNUAVTIKOD TAEOVEKTHHATOG, 1) HEB0SOG pog amodetkvieTon OTL av-
Eavel T dropavela ko PeATiodvel To enimedo aflomioTiog Tov ev AdY®w HOVTEAOL, KOOGS Tapéyel
TANpoPopieg mov propovv va Anebotdv cofapd vdYn katd TV afloAdynon NG ERTLETOGOVNG
OV TIPETIEL VO ATTOOMGEL KaVelG OTIG ATTOPATELS TTOL e€EdyovTal amrd arvutd. AUTH) 1) VEQ OTTTIKT Y-
viot IOV TPOCPEPOLHE OVTIHETWTILEL e emiTUYia TO apyLk& eloayOév mpoPAnpatikd {HTnpa mov
amotélese TNYALWG TO KIvTPOo Yo TNV £peuvd pog, SnAadt] Tnv avemBopntn adiapdvela mov ava-
TOPELKTO GLUVOSEVEL TN CLYKEKOAVPpEVT Stadikaoio AfYng amopdoewy Tov akoAovBeito ad Tnv
ECWTEPLKT] CLUAAOYLOTIKT] TTOAADV HOVTEAWV HIXOVIKTG HEONONG, OV EKTEAOVV OTTIKOYAWCGLKES
EPYOLOLEC, KOl GUYKEKPLUEVOL TNV QUTAVTNOT OTTIKOV EPOTHOEWYV, OTTMOG SlepevvATOL 6TV epyacio
HoG.

Metd Vv eKTEVH) TTALpPOLGLAOT) TNG TAPOLOAS SITAWHATIKNG epyaoiag, Bo BéAape vo mportei-
VOUE KAITOLEG LTTOOYOpEVEG LEAAOVTLKEG epevvnTLKEG KarTeLODVOELG OXETIKG e Ta eEeTallOpevo BE-
poto, tov Bewpolpe OTL elvor yovipeg yio tepontépw ene€epyacia. Kat’ apydg, og dpeon eméktoon
g pefddov pog, mpoteivouvpe TNV ePUPROYT] TV IOV YAWCOIKOV SLUTOPAY®OV GTIG QTTOVTHGELS
TOL GUVOAOL dedopévawv, amevBuvopevol oe povtéda VQA mov cuAroyilovton mdvew oe omavtr)-
o€lg TOAMOTADV emhAoy®v. EmumAéov, Tpotelvoupe TNy eEKTAOT TNG TTPOCEYYLONG HOG O AANEG
OLVAPELG OTTIKOYAWOOLKEG epyaaieg, Omwg 1 Avaktnon Keyévou - Ewkovog, 1 Ontikry Emkodv-
kot kan 1) Ontikn Zvddoyiotikr Kowrg Aoyikrg, kabmg miotebovpe 0Tt éxel Tn) dSuvatdTnTo
Vo TPOGPEPEL TTOADTIHES YVOOELS KOL VOt AItOdDGEL Pl TOCO AITOTEAEGUATIKT] OGO KO KOLVOTOHO
TUYT) eEENYNOLHOTN TG O€ TETOLEG ONUOPLAELG GUYYXPOVEG EpYaTieg PIXaVIKNG pdBnong e peydho
e0vpog emppong. TéNog, o GAAN GELa avapopdg TPoTelvOpeVT kKatebBuvon mepthapfavet tn da-
HOPPWOT) AVTUTAPASELYHATIKOV SLALTOPOXDV TTOV GTOYXEVOUV GTNV OTLTLKY] TPOTLKOTI T, OL OTTOLEG
amevbivovtal T0o0 o€ eninedo LKOVOOTOLXEIWV OGO KL OE EVVOLOAOYLKES AVTIKATAOTAOELS. Evar
TOPASELYHA TETOLWV TTOAAQ VITOCYOHEVWV EMEKTATEWV TNG AVAALONG pag B prtopovoe va mept-
Aopfével tnv amomelpa onTIkAG Statapoyng Héow NG obvBeong elkdOVWY e T XPTjoT) HOVTEAWDY
dudyvong kot To prompting pécw peYAA®V YAWOOLKOV povtéAwv. Tétolov eidovg petacynpatiopol
HITOPOUV VO KATAGTOUV XPHOLUOL GTNV TOKAALYT) OTTIKGOV TTPpokaTaAPewv Kot €Tol var Slepev-
vnBel po TopdAANAN TAeLP& ToL TTEdiOL TNG EMEENYNOLHOTNTOG OE OTTIKOYAWGOLKES EPYATLES.
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Chapter 2

Introduction

The rapid development of technology over the last decades has played a major role in the transfor-
mation of human activity in various areas such as society, work, and decision-making in general.
In the field of computer science, a major reflection of this significant evolution of knowledge and
know-how can be summarised in the progress of artificial intelligence. Probably the most remark-
able benefit that artificial intelligence and the results of machine learning models offer us is the
quality, ease, and speed of producing useful results that reshape our ways of making decisions and
determining action. We see these results and benefits evident in very multiple areas of action and
progress, such as health, justice, economics, politics, science, education, and even art and creativity.

The widespread use of Machine Learning Systems in decision making as well as their decisive
influence on decision and subsequently on action undoubtedly render it of the highest priority to en-
sure methods that promote transparency, fairness, and trustworthiness. In this context, the rapidly
growing field of Explainable Artificial Intelligence offers the means to increase trust in machine
learning systems. The qualitative interpretation of the generated results of these models provides
an insightful look at the reasoning process that has been followed to produce them.

In parallel with the need to broaden the explainability of machine learning models, there is also
a need to investigate their robustness, i.e. the extent to which they can be resilient, flexible, and
adaptable in a qualitative manner to significant or minor modifications of their input. This study
highlights possible biases that may be embedded in the models which certainly affect both their
fairness and their reliability. Thus, the behavior and response of the models are rendered biased,
indicating the urgent need for the development of systematic methods that can qualitatively identify

and highlight such problems.

Multimodal learning is an area of artificial intelligence that combines multiple input modalities.
Models that perform multimodal learning tasks have gained popularity in recent years thanks to
their versatility to handle multiple input formats and consequently more complex problems that
require multifactor solution approaches. In this context, this diploma thesis addresses the Visual
Question Answering (VQA) task, which combines image and natural language as input. In particular,
Visual Question Answering models accept open-ended questions involving images and are asked to
return a qualitative answer on the combination of these questions and images.

In this thesis, we develop a systematic method to evaluate the stability of such models and inves-
tigate the existence of possible biases in the reasoning process they follow as well as an explanatory
approach to studying their results. Our method is based on the use of optimal counterfactual ques-
tions in linguistic modality. It highlights a variety of ways in which the response of VQA models
can be evaluated in a way that is fully generalizable and extensible to any model performing the
VQA task, while also recognizing the non-transparent nature of such models and handling them
as black boxes. The control, quality, and design of our proposed counterfactual perturbations are
guaranteed by the use of hierarchical knowledge sources, that fully guide our experiments.
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2.1 Motivation

The indisputable rise in popularity of visiolinguistic (VL) learning [48, 19, #4] has offered a variety
of impressive model implementations to the community in a short time [39, 36, #1, 35, 59, 38]. Visual
Question Answering (VQA) is a VL task that has obtained a fundamental role in the evolution of
various interactive VL Al systems, such as Visual Dialogue [22], Text-Image Retrieval [21] and Visual
Commonsense Reasoning [67]. To this end, there is an extensive range of real-world applications
that benefit significantly from the new advances around the VQA task, such as aiding systems for
visually impaired individuals [8, 13] and self-driving cars [10].

VQA involves a textual question g from a pre-defined question set () accompanied by an image I,
the interaction of which yields a textual answer a. The race for continuously advancing VQA model
performance unavoidably results in leaving open issues, especially attributed to the black-box nature
of state-of-the-art implementations [[12, 2, 15, [, 2€¢]. This limited access to the reasoning that such
models follow to make decisions emphasizes the risk of an arbitrary behavior on their behalf. This
peril lies mainly in the possibility of bias integration, decisions that lack the proper focus, as well
as the absence of explainability and fairness of results. Especially when pivotal decisions are made
based on systems of such type, their opacity renders them impractical, and at times hazardous, for
most applications. This uncertainty indicates the need for new robustness evaluation methods, that
prioritize the transparency of VQA models.

Different approaches to debiasing and explainability of VQA models focus on diverse aspects of
the issue. For example, [11] examines VQA robustness and explainability by addressing transforma-
tions on the visual modality, as they attribute the problem mostly to the visual bias as occurring from
unwanted correlations between image concepts. In general, existing works primarily focus on the
effect of visual bias rather than the impact of linguistic bias, as a reason behind the lack of robustness
in VQA models. Other works follow attention-based strategies that require extensive knowledge on
the model architecture, thus they cannot handle efficiently the black-box nature of these systems.
To this end, various model-specific approaches are proven to be fruitful in their strict framework
but lack the capability to be generalized to the evaluation of any other model, thus limiting their
efficiency scope to just one specific case.

In this work, we are motivated by the identification of the following alarming issue: The black-
box nature of state-of-the-art visiolinguistic (VL) models blocks transparency and poses risks of
spurious correlations, biases, and opaque decision-making. The importance, weight, and scope of
the decisions made by these models highlight the need for extensive engagement with the issue,
and this guides and motivates our work. We focus on the VQA models and emphasize the necessity
of understanding the reasoning they may follow to produce the results they produce, even though
we are aware of their non-transparent nature. We stress that before adopting their results, we
should understand the behavior of VQA models. In this context, explainable models promote fair-
ness, accuracy, and trust in Al-powered decision-making. Our method lies in producing linguistic
perturbations based on hierarchical knowledge sources. We extract local explanations that we later
generalize into global rules of biases and global explanations. Through this process, we develop a
model-agnostic method that provides explanations for black-box VQA models through optimal and
controllable counterfactual perturbations.

2.2 Organization

Before we start to study, analyze and discuss our work at length we should give a brief but illustrative
and useful overview of VQA as a problem and task as well as refer to the approach of counterfactual
explanations for this specific visiolinguistic task. In this context, in chapter B we will describe in
depth the Visual Question Answering task to the reader and briefly explain the methodology fol-
lowed by the counterfactual explanations method we propose in this thesis, as well as the idea that
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gives rise to it and the motivation that makes it helpful for the problem we wish to address. For the
most part, we will be presenting various diverse VQA models, based on the different architectures,
scope, and design choices, as well as vastly used and popular datasets that are fine-tuned to the
Visual Question Answering task and have greatly contributed to the progress of this field thanks
to their assistance in training and evaluation. In addition, we will refer to the evaluation metrics
and approaches that benefit the VQA task, discuss the essential role of language bias and its im-
pact on performance and efficiency and illustratively explain the added value of the counterfactual
explanations method for VQA, which we have deployed in this work.

A constructive literature review will assist the reader in gaining an in-depth understanding of
various concepts closely related to the topic addressed in this thesis. As such, in chapter }§, we
will be presenting a thorough yet short bibliographical report on the different fields relevant to
visiolinguistic learning and explainability, that are of importance to us regarding this work. We will
extensively refer to the pre-trained models that combine visual and linguistic input modalities, by
analyzing them in the scope of various categories that characterize their pipeline. Moreover, we will
provide a descriptive background on the field of knowledge in visiolinguistic learning. In addition,
we will address the field of explainability in the Visual Question Answering task by listing a variety
of directions that have been followed in relevant works, as well as their qualitative differences. We
will highlight examples of the use of explainability grounded in the application of counterfactual
transformations, thus highlighting the novelty of our proposed method. Furthermore, we will refer
to the area of linguistic perturbations by briefly discussing previous works based on such methods
and noting the various relevant sources of inspiration for the development and elaboration of our
method.

In chapter | we will take a deeper look into the Counterfactual Visual Question Answering
method that we introduce. We will extensively present the structure of our approach, refer to
the proof-of-concept model and datasets we apply our generalizable method, and discuss useful
notation, processing steps, and the procedure we follow to produce our ultimate counterfactual
explanations. Initially, we will present an insightful exploratory data analysis which we have im-
plemented on the datasets as a preliminary step to guide our design approach. We will make a
thorough presentation of the various types of linguistic counterfactual perturbations we have de-
signed and implemented, while also analyzing the use of knowledge sources in our counterfactual
VOQA framework. Moreover, we will explain and discuss the various levels and areas in which the
substitutions we implement provide useful insights that we will subsequently exploit to obtain a
qualitative interpretation and evaluation of the results produced by the models we investigate, thus
optimally approaching the issue of explainability, of bias detection and robustness evaluation.

Chapter | will constitute our contributions to the problem. We will illustratively present our
results based on the iChapterted experiments. By presenting the evaluation metrics and explaining
how they can be rendered insightful for our task, we will furthermore delve into a deeper analysis
of our outputs. This will be addressed through the presentation of observed biases that are discov-
ered in the model’s in-question response to our counterfactual questions, categorized by the various
implemented experiments. We will elaborate on how these biases indicate a general specific model
behavior, that can be characterized as non-trustworthy and partial at some levels. The essential ben-
efit of our method will be showcased in this section, as we will highlight the detected biases formed
as global rules that depict the model’s behavior and ultimately guide and prescript the corrections
and improvements that need to be applied to enhance the reliability and impartiality of the model
under investigation.

Finally, in chapter [] we will present a conclusion of our work, summarizing our method and
contribution, while also proposing guidelines and ideas for future directions related to promising
extension prospects concerning our field.
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2.3 Contributions

We argue that resolving explainability challenges in VQA models calls for a counterfactual approach,
implemented as word-level perturbations on the questions g; thus, we diverge from the well-sought
exploration of the visual modality, examining the role of the language on possible biases and spu-
rious correlations hidden in VQA models, while tracing and interpreting their opaque decision-
making process. Our proposed counterfactual perturbations are framed as: "What is the response of
the VOA model if we substitute word X with word Y in question q?” Specifically, by viewing words
as concepts, we perform the minimum possible feasible transformation to stimulate a change in
the model’s response; then, insightful comparisons are made by recording the model’s behavior to
various such transformations. The counterfactual perturbations that we perform are fully guided
by the deterministic assurance of hierarchical knowledge structures. By deploying these knowledge
sources, we provide transformations that are not only optimally targeted to each specific linguistic
concept but are also fully explainable in terms of the strategy followed for their implementation.

Starting with the observation of local model responses in different linguistic perturbations for
a single data sample, we further identify global patterns that refer to the overall behavior of the
model when faced with a specific set of perturbed concepts. Following this, we propose global rules
that characterize the response of a model and can underline its weaknesses, by indicating what
concepts could harm its robustness and certainty. This process reveals possible biases that a model
has integrated, and hence attributes explanations as to why a particular answer is generated in place
of another one; thus, we can obtain insights into the reasoning process of a model, without the need
for access to the model’s inner architecture.

Overall, spurious correlations, biases, and opaque decision-making are issues approached by
our work: we aim to probe the response of VQA models when a counterfactual textual input is
inserted into the model in place of the ground truth one. For this reason, we implement a vast vari-
ety of morphological linguistic transformations on the questions, to extract insightful observations
on the model’s response. Our method is generalizable to any VQA model and corresponding suit-
able dataset, as it approaches the issue in a totally model-agnostic strategy. Specifically, we utilize
counterfactual explanations to frame robustness evaluation as the answer to the following question:
What concepts need to change in a question, for it to cause a change in the model’s answer? We,
therefore, contribute to the following:

1. We design counterfactual inputs applying a variety of structured word-level replacements on
the questions g € (), as instructed by hierarchical knowledge sources. Our approach is model-
agnostic, as we treat any VQA model as a black box.

2. We obtain local explanations derived from unexpected model responses to counterfactual g
inputs.

3. By summarizing local model behaviors for all ¢ € (), we extract some global explanations that
reveal the overall model response to each of the designed counterfactual inputs.
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Part of this thesis’s work has been accepted as a scientific paper in AAAI-MAKE 2023 (AAAI
Spring Symposium on Challenges Requiring the Combination of Machine Learning and Knowledge
Engineering) and has been uploaded to the public archive arxiv.org [60].
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Chapter 3

Visual Question Answering

Visual Question Answering (VQA), first introduced in [5], lies in the category of multimodal learn-
ing tasks, as it receives both visual and linguistic modalities as input. Specifically, a VQA model M
receives images ¢ from a set I and relevant questions ¢ belonging to a predefined question set (), and
is expected to accurately answer those ¢ by providing a natural language answer a. The aforemen-
tioned answers can be either open-ended (generated by M) or belong to a set of pre-defined candi-
dates A. The VQA task is goal-driven, meaning that its development is motivated by the targeting
to solve specific problems and improve wide-ranging issues related to cooperation and coexistence
of image and natural language inputs.

According to each specific case, visual questions ¢ selectively target different areas of an image
1, including background details and underlying context. In accordance, the focus regarding the
linguistic input lies in different word concepts depending on each image-question pair. An example
of the VQA task, including an image I and related questions ¢, as well as the answers a that a VQA
model M returns to these questions, is demonstrated in Fig. B.1]

Question 1: How many animals are in the picture? Answer 1: Two.
Question 2: What has brown saddle? Answer 2: White horse.

Figure 3.1: Example of image and free-form questions retrieved from the Visual Genome dataset
[B7], targeted to the VQA task. The displayed answers were given as responses by the
ViLT model [B6].

In general, questions g have an arbitrary nature and they enclose different computer vision sub-
problems, such as fine-grained recognition (Fig. B.9), object recognition (Fig. B.3) and detection (Fig.
B.4), activity recognition (Fig. B.5), knowledge-based reasoning (Fig. B.6), attribute classification (Fig.
@), scene classification (Fig. @), as well as counting (Fig. @) [2]. Furthermore, more intricate
questions concern more complex processes, such as spatial relationships among objects (Fig. B.10)
and commonsense reasoning (Fig. B.11) [23, vqa]. Some illustrative examples of the above categories
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of questions are shown above. In general, a VQA model that demonstrates high levels of robustness,
efficiency, and agility is flexible enough to meet the requirements to resolve a vast range of classical
computer vision tasks alongside properly reasoning over the combination of images and relevant,
often elaborate or difficult, questions [b], [33].

Answering questions, even those with binary answers, is a complex task that requires a rigor-
ous process. When it comes to image-related queries, straightforward responses consisting of just
a few words can often suffice. The effectiveness of an algorithm in such cases can be measured by
the number of correct answers it produces. While open-ended questions require a free-form re-
sponse, multiple-choice questions require algorithms to select from a predetermined set of potential
answers.

3.1 Applications

VQA has diverse potential applications, particularly as an aid for blind and visually impaired indi-
viduals to access information about images both online and in the real world. It can also enhance
human-computer interaction as a natural means to query visual content and enable image retrieval
without metadata or tags. Additionally, VQA presents an important research challenge, as a suc-
cessful system must be capable of solving various computer vision problems, making it an integral
part of a Turing Test for image comprehension [33].

3.2 Relevant Tasks

The primary objective of VQA is to extract image semantics relevant to a given question, encom-
passing both minute details and abstract scene attributes. While computer vision tasks such as
object recognition, activity recognition, and scene classification focus on extracting information
from images, they are relatively narrow in scope compared to VQA. Object recognition algorithms
are trained to classify images into specific semantic categories but only identify the dominant object
in the image and not it’s spatial positioning or role in the scene. Object detection is a more com-
prehensive version of object recognition, localizing specific semantic concepts by placing bounding
boxes around each instance of an object in an image. Semantic segmentation goes one step further
by classifying each pixel as belonging to a particular semantic class, while instance segmentation
distinguishes between separate instances of the same class. However, these methods alone are in-
sufficient for complete scene understanding, as they do not account for the role of an object in a
larger context or handle label ambiguity. In contrast, VQA requires a system to answer arbitrary
image-related questions that may necessitate object relationship reasoning, with the appropriate
label specified by the query [33].

In addition to VQA, there are other approaches that combine vision and language. One of the
most researched methods is image captioning, where an algorithm aims to generate a natural lan-
guage description of an image. Unlike VQA, image captioning allows for arbitrary granularity in
image analysis and can potentially describe complex attributes and object relationships in detail.
However, VQA has the advantage of having specific and unambiguous answers for many question
types, making it more easily evaluated compared to captioning. Although some questions in VQA
may still be equivocal, the answer can often be evaluated by one-to-one matching with the ground
truth answer [33].

3.3 VQA Models and Datasets

Since the introductory work on VQA [5], several endeavors have extended this paradigm, either by
suggesting advanced model architectures or by proposing more challenging datasets. State-of-the-
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art models addressing the VQA task are mainly based on VL transformer backbones; thus, models
such as VILBERT [41], VisualBERT [39], FLAVA [59], ALBEF [38], ViLT [36] and others have domi-
nated the recent VQA literature demonstrating rapid improvements on relevant benchmark datasets.

A VQA dataset should be large and diverse enough to account for real-world variability. This is
because real-world situations indeed are characterized by a vast variety of different concepts, thus
showcasing the need for an abundance of questions and answers, both in terms of absolute number
and conceptual diversification. An efficient VQA dataset should also possess an evaluation scheme
that cannot be easily manipulated, ensuring that algorithms can accurately answer questions with
definitive answers. Hence, both accuracy and fairness are promoted and guaranteed, as it would
mean that a VQA model would properly reason over the dual input modality, instead of integrating
unwanted correlations that eventually lead to biased model behavior. If a dataset contains biases
in question or answer distribution, an algorithm may perform well without truly solving the VQA
problem, leading to undesirable issues of incapability for generalization, due to overfitting [33].

Various dominant VQA datasets have been proposed, including Visual Genome, the VQA Dataset
(5], DAQUAR [47], COCO-QA [54], FM-IQA [24] and more. The COCO dataset has been widely used
in VQA research, as it provides a diverse range of images with multiple objects and a variety of scene
contexts. The use of Microsoft Common Objects in Context (COCO) images in VQA datasets allows
for the evaluation of algorithms on real-world images with complex visual content. Additionally,
having multiple captions for each image in COCO allows for the generation of multiple questions
for each image in VQA datasets, which helps to increase the diversity of questions that can be
asked about an image. Thus, all of the aforementioned datasets, excluding only DAQUAR, include
images retrieved from the COCO dataset. Specifically, Visual Genome additionally uses images
retrieved from Flickr100M [B3]. Visual Genome (VG) is a large-scale dataset including numerous
scene images, object, attribute, and relationship annotations, as well as visual question-answer pairs
[B7]. Moreover, in order to address the statistical bias present in current VQA datasets, efforts have
been made to establish datasets such as VQA v2 [26] and VQA-CP [4]. Improvements on the original
VQA (VQA-v2) suggest adding similar image pairs corresponding to the same question g, but leading
to diverging answers [26]. These datasets aim to block language bias and improve the model’s visual
comprehension potential [[70].

Our approach is tested on both VQA-v2 and Visual Genome datasets. Other popular VQA
datasets are Flickr30k-Entities [51], Visual7W [69], and others. For a detailed analysis of VQA and
relevant topics, we refer readers to recent specialized survey papers [48, 19, 44, 71, 9, 58].

3.4 Evaluation

Evaluation metrics for open-ended VQA have been a topic of ongoing research. VQA can be eval-
uated either as an open-ended task, where algorithms generate a string to answer a question or
as a multiple-choice task. To assess the performance of the model on multiple-choice questions,
a straightforward and efficient approach is to use simple accuracy, which involves calculating the
ratio of correct answers to the total number of answers. However, the evaluation of open-ended
VOQA algorithms using simple accuracy can be too strict because some errors are more severe than
others. For instance, a system that outputs a very similar answer to the ground truth may still be
considered incorrect, even though it is quite close. Additionally, some questions may have multiple
correct answers, leading to further issues with the use of exact accuracy [33].

As a result, alternative evaluation metrics have been proposed for open-ended VQA algorithms.
Additionally, some recent works have proposed task-specific evaluation metrics for VQA to address
some of the limitations of using simple accuracy. More particularly, some metrics take into account
the diversity of correct answers, the relevance of the answer to the question, or the reasoning and
inference required to answer certain types of questions. Some relevant instances are the VQA ac-
curacy [§], which evaluates the answers generated for the VQA open-ended task, an approach that
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is based on human evaluation. However, there is still no universally accepted evaluation metric
for VQA, and the choice of metric can have a significant impact on the perceived performance of
different algorithms. There is ongoing research and discussion in the VQA community about the
best ways to evaluate VQA models, while different metrics may be more appropriate for different
types of questions or tasks.

3.5 The Role of Language Bias

The success of Visual Question Answering (VQA) systems depends on effectively utilizing both
image and language data streams to achieve robust performance. However, studies have shown that
current VQA systems may not be effectively utilizing both vision and language, but heavily rely
on language. Studies have shown that models that only use questions perform significantly better
than those that only use images, especially in open-ended COCO-VQA [B30], [5]. The results of this
experiment concatenated with the outputs regarding other datasets as well as other relevant studies
[B], [68] indicate that language bias critically harms the performance and robustness potential of
VQA models. This is due to the nature of questions in VQA datasets, which often constrains the
expected answers essentially turning open-ended questions into multiple-choice questions, as well
as strong bias in the datasets. Therefore, current VQA systems rely more on the question than on
image content, and language bias in datasets significantly impacts their performance, limiting their
deployment. To address this issue, new VQA datasets should strive to compensate for bias by either
having questions that force analysis of image content or making datasets less biased [33].

3.6 Counterfactual Explanations for VQA

Our counterfactual approach regarding linguistic substitutions revolves around the following fun-
damental question: "What is the response of M if we substitute word X with word Y in question q?”.
The implemented counterfactual X — Y substitution should be semantically minimal and linguis-
tically feasible. Minimality refers to substitutions that maintain a meaning close to the meaning of
the original word X. For example, synonym words preserve this minimality constraint. In order to
ensure semantic minimality of substitutions, we leverage lexical knowledge sources (such as Word-
Net [23]), which can provide the minimum possible X — Y transitions by selecting the closest
concept Y to concept X that respects certain constraints. Linguistic feasibility instructs meaningful
substitutions which always involve the same part of speech (POS); for example, nouns can only be
substituted by nouns but not by verbs. In total, such X — Y substitutions are applied on the whole
@ set, targeting one POS at a time.

Such counterfactual questions are able to trigger alternative model responses. Therefore, a
X — Y concept substitution in the input may result in an alternative X’ — Y’ response in the
output, or not. Probing potential output changes is highly informative with respect to the reasoning
process followed by the model M, highlighting concepts or concept families that are more or less in-
fluential to the decision-making process of M. Hence, the counterfactual substitutions implemented
on g provide useful explanations for the model’s observed behavior and enhance its interpretability
extent, while also handling it as a black-box structure.
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Question: What kind of material is the building closest made of?
Answer: Brick.

Figure 3.2: Example of image and fine-grained recognition related question retrieved from the Vi-
sual Genome dataset [B7], targeted to the VQA task. The displayed answers were given
as responses by the ViLT model [6].

Question: What is in front of the computer?
Answer: Keyboard.

Figure 3.3: Example of image and object recognition related question retrieved from the Visual
Genome dataset [37], targeted to the VQA task. The displayed answers were given as
responses by the ViLT model [B6].
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Question: Where is the carpet?
Answer: On the floor.

Figure 3.4: Example of image and object detection related question retrieved from the Visual
Genome dataset [37], targeted to the VQA task. The displayed answers were given as
responses by the ViLT model [6].

Question: What is the man doing?
Answer: Working.

Figure 3.5: Example of image and activity recognition related question retrieved from the Visual
Genome dataset [37], targeted to the VQA task. The displayed answers were given as
responses by the ViLT model [B6].
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Question: How many of these sandwiches would a vegetarian eat?
Answer: None.

Figure 3.6: Example of image and knowledge-base reasoning related question retrieved from the
Visual Genome dataset [B7], targeted to the VQA task. The displayed answers were
given as responses by the ViLT model [36].

Question: What color is the canister set?
Answer. White.

Figure 3.7: Example of image and attribute classification related question retrieved from the Visual
Genome dataset [37], targeted to the VQA task. The displayed answers were given as
responses by the ViLT model [6].
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Question: Where is the scene set?
Answer: Qutside on a street.

Figure 3.8: Example of image and scene classification related question retrieved from the Visual
Genome dataset [37], targeted to the VQA task. The displayed answers were given as
responses by the ViLT model [B6].

Question: How many forks are in the white plate?
Answer One.

Figure 3.9: Example of image and counting related question retrieved from the Visual Genome
dataset [37], targeted to the VQA task. The displayed answers were given as responses
by the ViLT model [36].
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Question: What is between the two women?
Answer: A blue and white boat.

Figure 3.10: Example of image and spatial relationship among objects related question retrieved
from the Visual Genome dataset [37], targeted to the VQA task. The displayed answers
were given as responses by the ViLT model [6].

Question: Why can the building be seen across the street?
Answer: The window blind is open.

Figure 3.11: Example of image and commonsense reasoning related question retrieved from the
Visual Genome dataset [37], targeted to the VQA task. The displayed answers were
given as responses by the ViLT model [36].
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Chapter 4

Visiolinguistic Learning & Explainability Approaches

In recent years, pre-training models (PTMs) have revolutionized fields such as computer vision and
natural language processing. They have been proven to be highly effective in improving perfor-
mance in downstream tasks while avoiding the need to train new models from scratch. The adap-
tation of pre-training models to the field of Vision-and-Language (V-L) learning has become a focal
point of multimodal learning research, as researchers seek to improve performance in downstream
tasks. Significant progress has been made in exploring the application of pre-trained models to
multi-modal tasks.

4.1 Vision-Language Pre-trained Models

Al researchers have long sought to create machines that can think and respond like humans. To
achieve this, researchers have proposed various tasks to train and evaluate machines, such as face
recognition, reading comprehension, and human-machine dialogue. However, due to technological
limitations, training on a large amount of labeled data is often necessary to create capable models.
Additionally, deep learning models, such as RNN, CNN, and Transformer, have been applied to solve
V-L tasks, but they are typically designed for specific tasks, which leads to poor transferability [[14].

To address this, researchers pre-train a huge model on large-scale general datasets and fine-tune
it on specific downstream tasks to increase transferability. Pre-training models using the Trans-
former [63] structure have alleviated this issue by first pre-training through self-supervised learn-
ing on unlabelled data and then fine-tuning with a small amount of labeled data on downstream
tasks. Pre-training models such as BERT [[17], ViT [18], and Wave2Vec [57] have been successful
in uni-modal fields such as Natural Language Processing, Computer Vision, and Speech, but the
question remains whether they can be applied to multi-modal tasks. Researchers have explored this
problem in the field of Vision-and-Language (VLP) and have made significant progress in learning
the semantic correspondence between different modalities through cleverly designed model archi-
tectures [[14]. Transformer has become the backbone of most pre-trained language models (PLMs),
such as BERT and GPT-3, which have achieved new state-of-the-art results on various downstream
tasks, including visual question answering and image captioning [20].

The pre-training procedure of a VL-PLM consists of the following major subsections. The anal-
ysis presented below, which outlines the pre-training process, is based on the relevant surveys on
visiolinguistic pre-training [[14], [20].

1. Feature Extraction - Encoding. First and foremost, the process involves encoding both im-
ages and text into latent representations (embeddings) that maintain their meaning. This step
includes the preprocessing and representation approaches for images, text, or even video. To
leverage uni-modal pre-trained models in VLP, visual or text features can be sent to a trans-
former encoder. This can be achieved by using the standard transformer encoder with random
initialization or a pre-trained visual transformer like ViT [[18] and DeiT [62] for ViT-based
patch features, and a pre-trained textual transformer such as BERT for textual features. The
methods of encoding images and texts differ because of the disparity between the two modali-
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ties. While VL-PTMs typically use a transformer-based PTM as a text encoder, learning visual
representations based on visual content remains an open challenge.

. Model Architecture. High-performing architecture is then designed to model the interplay

between the two modalities. We mention here two different viewpoints regarding the archi-
tectural design choices that propose a dilemma: One, a single-stream versus a dual-stream
approach, focusing on the fusion of multiple modalities. Two, an encoder-only versus an
encoder-decoder approach, examining the overall architectural design. Once images and texts
have been encoded into separate embeddings, the subsequent step is to construct an encoder
that can combine information from both modalities. For instance, if the model is tasked with
answering a question about an image, it must merge linguistic details from both the question
and answer, pinpoint the matching area in the corresponding image, and eventually synchro-
nize linguistic meanings with visual evidence. The encoder can be classified as a fusion en-
coder, dual encoder, or a hybrid of both, depending on how information from various modali-
ties is aggregated. Regarding the second aforementioned issue, the encoder-only architecture
is popular among VLP models, as it directly uses the cross-modal representations to gener-
ate final outputs. However, some models prefer a transformer encoder-decoder architecture,
which involves feeding the cross-modal representations to a decoder before passing them to
an output layer.

. Efficient Pre-Training Objectives. Third, effective pre-training tasks are developed to train

the VL-PTMs. The fundamental aspect of VLP is pre-training objectives, which guide the
model in learning information that is associated with vision and language. In this step, a
sequence of pre-training objectives is deployed to teach VLP models universal vision-language
representation. There are four main types of objectives: completion, matching, temporal, and
particular. Completion involves reconstructing masked elements using unmasked parts to
understand the modality. Matching aims to generate a shared hidden space for vision and
language, while temporal learning involves reordering disrupted input sequences. Finally,
particular types include objectives such as visual question answering and image captioning.

. Pre-Training Datasets. The next step lies in the selection of the appropriate pre-training

dataset. In order to achieve success in VLP, pre-training datasets are crucial. There are two
main categories of pre-training datasets: image-language pre-training and video-language
pre-training. The size and quality of these datasets can be more important than the actual
training strategies and algorithms used. Pre-training datasets vary in size and sources across
different research and are often constructed by combining public datasets across different
cross-modal tasks or scenarios. However, some works use self-constructed datasets, which
can be larger but may contain more noise. Such examples are VideoBERT [61], ImageBERT
[52], ALIGN [28], and CLIP [53].

. Downstream Visiolinguistic Tasks. Finally, once pre-trained, the VL-PTMs can be fine-tuned

for downstream V-L tasks. There is a diverse range of tasks that necessitate a collaborative un-
derstanding of vision and language. Some of these tasks are briefly but illustratively described
below:

e Visual Question Answering (VQA): VQA is a task that requires correctly answering a
question based on visual input, such as an image or video. This task is often treated as a
classification problem, where the model must select the most appropriate answer from
a set of options. To achieve high accuracy, it is essential for the model to understand
the logical relationships between the visual input and the question being asked. Various
studies, including [5, 66, 33, 31], have explored this task.

e Visual Reasoning and Compositional Question Answering (GQA): GQA is a more ad-
vanced version of visual question answering (VQA). It aims to push the boundaries of



research on understanding natural scenes through visual reasoning. GQA’s dataset con-
tains images, questions, and answers that have corresponding semantic representations,
allowing for a more structured analysis of the model’s performance from multiple per-
spectives. Unlike traditional VQA’s single evaluation metric, GQA uses multiple eval-
uation metrics such as consistency, validity, plausibility, distribution, and grounding,
providing a more comprehensive understanding of the model’s ability to reason and
comprehend natural scenes.

Visual Entailment (VE): The VE task involves an image as a premise and a text as a
hypothesis, and the objective is to determine whether the image semantically entails the
text. The task has three labels: Entailment, Neutral, and Contradiction.

Visual Commonsense Reasoning (VCR): VCR involves a machine’s ability to infer com-
mon sense information and cognitive understanding when presented with an image. It is
in the form of multiple-choice questions with several possible answers, where the model
must choose the most appropriate one and provide a reason for that choice from various
options. VCR can be broken down into two tasks: selecting the best answer from a set of
expected answers (question answering) and providing the reasoning behind the chosen
answer (answer justification).

Vision-Language Retrieval (VLR): VLR is a task that involves matching and understand-
ing both visual (image or video) and linguistic domains using appropriate strategies. VLR
encompasses two subtasks, namely vision-to-text and text-to-vision retrieval. The goal
of vision-to-text retrieval is to retrieve the most relevant text description from a large
pool of descriptions based on a given visual input, while text-to-vision retrieval is to
find the most relevant visual input based on a given text description. VLR is widely ap-
plied in various areas, including domain-specific searches, multiple search engines, and
context-based vision retrieval design systems.

Visual Captioning (VC): VC refers to the task of producing linguistically and seman-
tically suitable textual descriptions for a given visual input, be it an image or a video.
The generation of informative and meaningful captions for a visual input demands an
extensive understanding of the language, as well as a consistent comprehension of the
objects, entities, and interactions that occur in the visual input.

Visual Dialogue (VD): VD refers to a task where given an image and a dialogue history
containing a sequence of question-answer pairs, the objective is to provide a free-form
natural language response to a follow-up question. This task is similar to the Turing
Test, where the model’s performance is measured by its ability to provide human-like
responses.

Multi-Modal Machine Translation (MMT): MMT is a task that combines translation and
text generation with information from multiple modalities, including images. The pur-
pose of including visual features is to reduce the ambiguity that may arise in traditional
text-only machine translation and to preserve the context of the text descriptions. By in-
corporating both visual and linguistic embeddings, MMT creates a robust representation
space that enhances the semantic information in the translation process.

4.2 Knowledge in Visiolinguistic Learning

The rapid progress in visiolinguistic (VL) learning has resulted in the emergence of various models
and techniques that demonstrate remarkable capabilities in solving tasks that require the collabora-
tion of vision and language. However, the existing VL pre-training datasets have limitations in terms
of the amount of visual and linguistic knowledge they encompass. Consequently, the generalization
capabilities of many VL models are constrained. To overcome this challenge, hybrid architectures
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have been introduced, incorporating external knowledge sources like knowledge graphs (KGs) and
Large Language Models (LLMs). These knowledge sources help bridge the gaps in missing informa-
tion and enhance the overall performance of VL models [#5].

While VL models have made significant strides in acquiring real-world understanding through
extensive pre-training procedures, they still exhibit certain limitations. Specifically, their compre-
hension of common sense, factual information, temporal aspects, and everyday knowledge remains
somewhat restricted, raising questions about the scalability of VL tasks. By leveraging knowledge
graphs and other external knowledge sources, these gaps can be effectively addressed by explicitly
providing the missing information and empowering VL models with new capabilities. Furthermore,
the integration of knowledge graphs not only fills these knowledge gaps but also enhances explain-
ability, fairness, and the reliability of decision-making processes, which are critical considerations
in the development of complex VL implementations [46].

Over the past few years, there has been a growing interest in integrating external knowledge,
denoted as K, into visiolinguistic (VL) models. This approach has gained recognition for its poten-
tial to enhance the performance, extendability, and even explainability of existing VL tasks. The
following description of the various categories of additional knowledge, as well as the types of the
external knowledge form, are based on the summarization and conclusions provided in the relevant
surveys on the impact of knowledge integration in visiolinguistic learning [45, 46]. Incorporating
additional knowledge can provide these benefits, through the various types it includes, as outlined
below:

e Hierarchical knowledge encompasses is-a relationships that form a structured tree-like ar-
rangement. Within this hierarchy, the root represents the most general concept and acts as
the parent node for all others. On the other hand, the leaves of the hierarchy represent the
most specific concepts.

e Lexical knowledge functions as an organized dictionary that provides linguistic rules and
aids in resolving challenges like word sense disambiguation. When combined with hierar-
chical knowledge, lexical knowledge also offers hypernym/hyponym relationships, further
enhancing its utility.

e Named entities encompass a diverse range of proper names representing specific entities,
such as individuals, places, companies, organizations, and more.

o Factual knowledge encompasses comprehensive information about the world, including gen-
eral encyclopedic knowledge as well as specific scientific facts in domains such as medicine,
biology, chemistry, and others. These facts can be combined with named entities to form more
multifunctional and complete statements.

e Commonsense knowledge refers to the inherent and intuitive understanding of the world
that humans possess. It encompasses the basic, self-evident perceptions and assumptions
that guide human everyday interactions and decision-making processes. As a general term,
commonsense knowledge is derived from our collective experiences, observations, and social
interactions, enabling us to make sense of the world and navigate various situations. It in-
cludes a wide range of implicit knowledge about cause-and-effect relationships, social norms,
contextual understanding, and practical reasoning. This type of knowledge forms the foun-
dation for human communication, problem-solving, and decision-making, and is an essential
component in the development of intelligent systems that aim to emulate human-like under-
standing and reasoning,.

e Event/temporal knowledge encompasses information about the chronological order of events,
combining both factual and commonsense knowledge. It provides an understanding of the
temporal relationships and sequences that occur in the world. Event/temporal knowledge is
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crucial for various tasks, such as understanding narratives, analyzing historical data, fore-
casting future events, and reasoning about time-dependent phenomena. By incorporating
event/temporal knowledge into models and systems, we can enhance their ability to compre-
hend and reason about the temporal aspects of real-world scenarios, leading to more robust
and context-aware applications.

e Visual knowledge encompasses a collection of images accompanied by relevant annotations
that establish a connection between visual perception and commonsense understanding. It in-
cludes information about various attributes of objects, such as shape, color, texture, and more,
linking them to their visual representations. By integrating visual knowledge into models and
systems, we can bridge the gap between visual stimuli and conceptual understanding. Visual
knowledge enables a model to recognize and interpret visual features, extract meaningful in-
formation from images, and associate visual attributes with their corresponding conceptual
descriptions. This integration enhances the capability of models to perceive and reason about
visual data, leading to more comprehensive and contextually-aware visual understanding and
analysis and more complex reasoning efficacy.

The selection of the external knowledge source plays a crucial role in determining how knowl-
edge is accessed and utilized within VL models. External knowledge can be further analyzed if
categorized into the following groups:

e Explicit knowledge encompasses the structured information stored in knowledge graphs
(KGs). This knowledge is represented symbolically as triplets (h, 1, t), where entities (h, 1)
are connected by relationships (r). Extracting answers from a knowledge graph follows a
transparent and deterministic process, allowing for the recovery of the exact path taken. By
relying on clear, structured facts, explicit knowledge within a knowledge graph effectively
addresses gaps that cannot be filled through transfer learning alone.

e Implicit knowledge refers to information that is stored in a non-symbolic form, such as neu-
ral network weights. It encompasses unstructured knowledge that is learned and encoded
within the weights of neural networks during model pre-training. This approach allows for
the integration of multiple and diverse data sources on a large scale, without relying on human
supervision. While neural architectures have gained significant popularity in deep learning
research, their primary focus may not necessarily be knowledge representation. However,
through unsupervised or self-supervised pre-training of transformer models, implicit knowl-
edge can be acquired and utilized for various linguistic and multimodal tasks. By incorporat-
ing extensive linguistic and visual data during the pre-training phase, it is possible to create
unstructured knowledge bases.

e Web-crawled knowledge refers to unstructured knowledge gathered from the web, combin-
ing the advantages of implicit and explicit knowledge bases. It eliminates the need for labeled
data and expensive pre-training typically associated with implicit knowledge. Accessing on-
line sources is convenient, allowing for control and customization of the retrieved knowledge
according to the task requirements. However, the quality of web-scraped knowledge poses a
challenge as it is difficult to validate the reliability of web sources. Transparency is partial,
allowing sentence tracking for predictions, but the reasoning process is not as explicit as in
structured graphs.

4.3 Explainability in Visual Question Answering
Regarding the research topic of explainability and robustness in Visual Question Answering [50,
6, 27], multiple efforts have been proposed, including attention maps [42, 29], and other model-

specific approaches [56]. The strategy through counterfactuals is a rather new one, while already
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existing attempts focus on visual perturbations [[11], masking [15, 1€], introducing counterfactuals
in the training stage [[l, [1¢] and relationship-driven approaches between original and counterfactual
samples [40].

4.4 Linguistic perturbations

There is a variety of prior works that perform word-level linguistic perturbations, even though they
target purely linguistic tasks, mostly text classification [55, 63, 25, 49, 34], but also semantic similarity
[43] and machine translation [64]. Our perturbations regarding synonym replacement and random
noun deletion are inspired by [65], guiding substitutions with the usage of WordNet [23]. Color
perturbations are adapted from [43], upon which we construct an appropriate hierarchy based on
color distance. The rest of our implemented replacements involving noun and verb substitutions are
completely novel ideas.
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Chapter 5

Method

The model and framework work as follows: Generally, a VQA model receives a question (()) and a
corresponding image (), and based on that, it selects an appropriate answer (A)among pre-defined
candidates. The counterfactual method which we employ refers to the minimum possible feasible
adversarial attack to achieve a change in the response of a model. In our work we focus on tex-
tual counterfactuals, affecting either () or A at a time, since text is highly suitable for conceptual
substitutions (a word can easily be replaced by another word) contrary to visual substitutions (an
object cannot easily be plausibly replaced by another object). The input of our framework con-
sists of dataset D which contains aligned images (), textual questions ((Q), and candidate textual
answers (A). The inputs of D are inserted into a pre-trained VQA model M fine-tuned for VQA;
We selected ViLT as a proof-of-concept, and we performed the analysis on the Visual Genome and
VQA-v2 datasets. In our work, we employ word replacements that are guided by external knowledge
sources. We use the WordNet knowledge graph (which provides hierarchical relationships between
common words) and a hierarchy of color relatedness (that is extended from the Matplotlib color2
relationships).

Below is an overview of our linguistic perturbation techniques and ideas that will be applied in-
dependently to either )’s or A’s. On Q’s substitutions, we replace the nouns with other neighboring
noun concepts using WordNet. These replacements include child concepts (more specific concepts
in the hierarchy, as provided by WordNet hyponyms), parent concepts (more generic concepts, as
provided by WordNet hypernyms), and sibling concepts (concepts that share the same immediate
parent to the ground truth concept). As for verbs and adjectives, we once again exploit WordNet to
replace extracted verb and adjective concepts with their synonyms, while also exploring meaning-
ful antonyms perturbations. Colors present in ()’s are substituted with similar ones based on our
constructed color-relatedness hierarchy. Another approach we investigate is the deletion of nouns
instead of substitutions. We repeat the same concept replacement/deletion process for candidate
answers A’s while considering the initial (non-counterfactual) ()’s. We measure the performance of
a model using accuracy scores. For each substitution, we obtain the counterfactual question accu-
racy acc(Q)), as the response of the VQA model M to the counterfactual Q, and we compare it to the
ground truth accuracy scores acc. Similarly, we obtain the counterfactual answer accuracy acc(A),
which we compare with both acc(Q)and acc.

A pivotal aspect of our work lies in the deep understanding of the corresponding datasets on
which a model performs. For this reason, we have implemented a thorough exploratory data analysis
on the Visual Genome and VQA-v2 datasets, to gain insights that would guide the design of our
perturbations. Later on, some illustrative instances of data visualization that depict useful attributes
of the Visual Genome and VQA-v2 datasets will be presented and analyzed.

Our work contribution and novelty can be summarized as follows: Throughout this process,
we evaluate whether and how the response of M changes, as an indicator of its robustness against
replacements with semantically related concepts. Standalone accuracy scores are not informative
enough to explain why we observe such behaviors. To this end, we separately examine samples
where the predicted A changes under the presence of a perturbation, obtaining local explanations
derived from unexpected model responses to counterfactual () or A inputs, in the form: "if con-
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cept changes in ) (or A), then A -erroneously- changes”. The aggregation of such local rules leads
to global explanations, deriving if-then relationships that apply to multiple samples of D. Those
reveal the overall model response to each of the designed counterfactual inputs. We design coun-
terfactual () and A inputs using a variety of structured word-level replacements, as instructed by
hierarchical knowledge sources, thus employing deterministic, controllable, optimal counterfactual
perturbations. Our approach is model-agnostic, as we treat any VQA model as a black box.

To provide an insightful example of our perturbations, let us consider the question “What color
is the cat?”, referring to a relevant image. By performing the hypernym transformation from “cat”
to “animal”, we seek to evaluate whether the model will be affected. Specifically, if its initial re-
sponse erroneously changes, or if we observe it handles such perturbations with reduced certainty,
we can infer that the model does not efficiently perceive such hypernym-hyponym hierarchical
relationships.

5.1 Framework Description

The input of our framework consists of a dataset D that contains aligned images I, textual questions
forming a set (), and candidate textual answers A. We will later present results on Visual Genome
(VG) [B7] and VQA-v2 [26], which satisfy these requirements.

We select VIiLT [36] as a proof-of-concept pre-trained VQA model M. Nevertheless, our pro-
posed method is not restricted to ViLT, as it only considers inputs (questions) and outputs (answers).
VIiLT receives a question ¢ € () and an image 7 € I from D and then generates an answer a, rather
than selecting one of the candidates a € A; since this behavior is inherent to several VQA models, it
is important to allow looser definitions of the accuracy metric. To be more precise, ViLT produces
outputs @ in the form of natural language text, and there are many different ways of expressing
the same answer in English. In this case, heuristically comparing the generated answer with the
ground truth answer from A defines if the prediction of M is accurate or not. By repeating the same
prediction process for all Q, I pairs, and by obtaining successful or unsuccessful answers for them,
we finally extract an accuracy score accg, reflecting the ratio of correct answers over all generated
answers.

Our word substitutions are guided by external knowledge sources, targeting different parts of
speech (nouns, verbs, and adjectives) at a time. Specifically, the WordNet knowledge graph [23]
provides hierarchical relationships between an abundance of common words widely present in VG
and VQA-v2 vocabularies. Therefore, substitution pairs are created by connecting specific words
with their WordNet matches, respecting hierarchical relationships as described in Section ??. Fur-
thermore, we extend the Matplotlib colorf relationships presented in [43], forming a hierarchy of
color relatedness. This color hierarchy is based on color distances according to the RGB value of each
Matplotlib color, with more details provided in Section ??.7

We then proceed with applying our designed perturbations on dataset questions ¢ € (), resulting
in counterfactual questions ¢* € Q™.

We present a visual outline of our approach in Figure .1. Words from ¢ € Q colored in red de-
note the concepts to be substituted, while words in blue indicate the knowledge-driven substitutions
that lead to counterfactual questions ¢* € Q™.

5.2 Evaluation

Initially, we run ViLT on the original (I, Q, A) inputs to obtain ground truth accuracy scores acc as a
baseline. For each substitution, we obtain the counterfactual question accuracy accy), as the response
of M to the counterfactual questions ¢* € Q*, and we compare it to the ground truth accuracy

2 Matplotlib colors
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Figure 5.1: Overview of our proposed knowledge-based counterfactual VQA framework.

scores accg. Throughout this process, we evaluate whether and how the response of M changes by
measuring the difference between accg and accp,, as an indicator of its robustness against replace-
ments with semantically related concepts. We heuristically measure whether a pair of answers is
correct, and as a result, the perceived accuracy is greatly increased. This however is not an issue in
our analysis of the results. We are interested in how the accuracy changes with perturbations, not
each experiment’s absolute measures of accuracy.

Even though useful for benchmarking reasons, standalone accuracy scores are not informative
enough to explain why we observe such differences between original ¢ and counterfactual inputs
q*. To this end, we separately examine samples where the generated a changes under the presence
of a perturbation, obtaining local explanation in the form if concept changes in g, then a -erroneously-
changes. The aggregation of such local rules leads to global explanations, deriving if-then relation-
ships that apply to multiple samples of D.

5.3 Exploratory Data Analysis

A pivotal aspect of our work lies in the deep understanding of the corresponding dataset on which
a model performs. For this reason, we have implemented a thorough exploratory data analysis on
the Visual Genome and the VQA-v2 datasets, to gain insights that would guide the design of our
perturbations. Below, some illustrative instances of data visualization that depict useful attributes
of the two aforementioned datasets will be presented.

A preliminary initial observation is the similarity of our findings for the two datasets. Despite
the small differences that are inevitably present due to the particularity of each, we can safely con-
clude that they present similar characteristics in terms of the distribution of questions, hence it is
reasonable to design a system of counterfactuals that utilizes both datasets uniformly and equally.
Given that the particular datasets utilized in this thesis constitute two of the most prevalent available
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datasets for the Visual Question Answering task, this observation could more generally suggest that
the available data for this problem present a proportional uniformity in the linguistic and conceptual
distribution of the questions.

The most significant results that we can draw from this study are those analyzed below:

5.3.1 Question Size Frequencies

Regarding the most seen size of the questions, we notice that both datasets are typically character-
ized by small input questions. More specifically, they do not exceed the length of seven words on
average. This is a positive finding for our work: language models do not typically truncate small in-
puts, meaning that there would be no occurrence of unwanted truncations that could most possibly
harm the model’s performance and cause major difficulty in our debiasing mission.

Table 5.1: Question Sizes - Visual Genome and VQA-v2 Datasets

Question Size Occurrences
Visual Genome | VQA-v2
1 6 21
2 40,005 11,875
3 204,556 59,480
4 573,664 115,836
5 276,955 94,804
6 143,450 68,642
7 114,020 45,088
8 47,468 22,277
9 20,711 11,387
10 12,860 6,704
11 6,237 3,508
12 2,620 1,752
13 1,404 1,044
14 704 615
15 316 326
16 149 198
17 102 114
18 53 59
19 21 30
20 11 17
21 3 1
22 3 -
23 3 -
25 1 -
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5.3.2 Percentage of Part-Of-Speech Categories in Questions

The exploration of the distribution of the different parts of speech in the input questions provides
an insight into the impact that our perturbations will eventually have. It is apparent that nouns
exhibit the highest occurrences in both Visual Genome and VQA-v2 datasets. This is a dominant
indicator that noun perturbations will be the most influential in our experiments. By exploiting this
established intuition, we proceed toward structuring the perturbations, which we will analyze later.
Additionally to that, we notice that verbs and adjectives present a similar level of frequency occur-
rences, which denotes that verb and adjective substitutions will be equally insightful and impactful
for our experiments.

Table 5.2: Total Occurrences of Different Part-of-speech Categories - Visual Genome and VQA-v2

Datasets
Part-of-speech Category Occurrences
Visual Genome | VQA-v2
NOUN 2,177,012 762,365
DET 1,671,227 553,789
PUNCT 1,452,446 448,091
AUX 1,416,747 450,666
ADP 744,451 245,259
PRON 735,193 230,480
VERB 577,006 202,657
SCON] 494,135 74,636
AD]J 367,191 156,549
PART 78,286 26,959
ADV 64,459 35,077
PROPN 27,932 11,844
CCONJ 22,674 14,821
NUM 12,693 6,609
SYM 203 205
X 97 23
INTJ 59 134
SPACE 0 1,169
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5.3.3 Types of Questions

By analyzing the types of questions that are present in the two datasets we utilize, we gain a valuable
image of our problem environment, based on the following notion: by exploring the questions, we
gain an image of what the answers may be as a type. Thus, question types distributions provide
an expectation of the corresponding answers. First and foremost, the "What” questions are the
overwhelming majority of the total. This indicates that a "What” to "How” kind of perturbation
would dramatically alternate the meaning of the question and probably lead to pointless questions

that could cause confusion to the model and unjustifiably harm our study.

Table 5.3: Types of Questions - Visual Genome and VQA-v2 Datasets

Question Word Number of Questions
Visual Genome | VQA-v2
What 868,265 182,826
Where 244,417 12,398
How 157,232 53,424
Who 78,534 3,322
When 50,869 -
Why 38,663 4,891
What’s 5,575 -
Is - 113,162
Are - 33,136
Does - 12,021
Which - 5,382
Do - 4,976
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Figure 5.8: Types of Questions - Visual
Genome
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Figure 5.10: Types of Questions for Visual Genome and VQA-v2
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5.3.4 Most Common Words

Firstly, it is noted that a mandatory preprocessing of this type of exploratory results has been com-
pleted, in order to exclude meaningless common words that do not provide valuable information on
the questions’ content (i.e. "what”, image”, the” etc.). Due to their extremely high frequency, they
cannot prove to be insightful for the scope of this data analysis. Based on the extracted results, we
notice that ”color” is one of the most common words in both datasets. This finding has inspired the
original color substitution that we have designed and will further demonstrate later. Moreover, the
dominant frequency of the word "many” indicates the presence of a lot of numeric questions, hence
it alludes to their high level of influence. Finally, the vast presence of words like man” or "people”
indicates a vastly anthropocentric approach in the questions’ content, which also draws attention

to related types of experimental perturbations.

Table 5.4: Word Frequencies - Visual Genome Dataset

Word Occurrences 1 Word Occurrences 2 | Word | Occurrences 3
Color 195,855 Under 8,183 They 4,239
Many 109,752 Sign 7,886 Water 4,145
Man 50,169 Being 7,355 Vehicle 4,134
Picture 43,005 Main 7,332 These 4,121
People 41,679 Side 7,302 Street 4,113
Photo 35,283 Shape 7,293 Large 4,112
To 29,640 Have 7,222 Tennis 4,104
Made 29,579 Girl 6,769 Ground 4,053
Kind 28,158 Yellow 6,704 That 4,041
Type 24,299 Train 6,599 Item 3,944
White 22,389 Time 6,566 Day 3,914
Behind 22,035 Dog 6,504 Part 3,882
And 21,428 You 6,465 Pattern 3,824
Wearing 21,364 Cat 6,448 Back 3,778
Man’s 20,989 Brown 6,441 Over 3,757
Woman 20,800 Shirt 6,241 Orange 3,700
Has 16,504 Men 6,228 Room 3,653
Person 16,237 Food 6,191 Bottom 3,611
Animal 14,005 Above 6,133 He 3,597
Front 13,302 Around 6,083 Floor 3,572
Sitting 13,261 Hanging 5,877 Giraffe 3,558
Black 12,961 Two 5,877 Material 3,510
Red 12,412 What’s 5,575 Riding 3,501
Holding 12,348 Covering 5,362 Bus 3,498
Standing 11,826 Object 5,192 Person’s 3,457
Green 11,740 From 5,033 Plane 3,364
Top 11,148 Looking 4,959 Clock 3,340
Blue 10,888 His 4,919 Taking 3,301
Next 10,484 Out 4,821 By 3,237
Left 10,300 Building 4,805 Would 3,190
Woman’s 10,101 Wall 4,697 Fence 3,190
Number 10,027 Shade 4,682 Hair 3,142
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Table 5.5: Word Frequencies - VQA-v2 Dataset

Word 1 | Occurrences 1 | Word 2 | Occurrences 2
Many 49,266 Dog 4534
Color 43,550 Made 4,525
Man 19,730 At 4,512
People 17,161 Man’s 4,509
These 11,665 Room 4,476
Kind 11,444 Cat 4,474

Or 11,386 For 4,228

Wearing 10,537 Food 4,225
Person 10,374 Sitting 3,979
Does 10,365 Sport 3,740
Have 9,415 Look 3,662

You 9,331 Being 3,526
Type 8,509 Sign 3,480
They 7,081 With 3,474

Animal 6,907 Time 3,439

Woman 6,815 Number 3,426

His 6,034 Can 3,426
Animals 6,017 Her 3,382
He 5,812 Who 3,324
Any 5,620 All 3,305
Which 5,387 And 3,291
An 5,023 Photo 3,270
Do 4,978 See 3,238
That 4,929 Boy 3,217

Picture 4,916 Holding 3,205
Why 4,891 She 3,164
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Figure 5.12: Most Common Words - VQA-v2

Figure 5.13: Most Common Words for Visual Genome and VQA-v2
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5.4 Perturbations

In our work, we perform a variety of substitutions or deletions in the linguistic representation of
Q. This counterfactual strategy exploits multiple and diverse morphological attributes of Q and at-
tempts to demonstrate the semantics that most affect the model’s response a. Our target is to stim-
ulate an altered response of M through these counterfactual perturbations, to identify how the
behavior of M changes when faced with different concepts. Thus, we can infer potential biases or
points of weak robustness in M. The aforementioned substitutions can be divided into the following
categories, based on the knowledge source used and the targeted part of speech. A summary and
representative examples of substitutions are provided in Table f.4.

A. Wordnet hierarchy: The knowledge-driven word substitutions involve replacing a noun word
from questions g € () with a hierarchically related word (hyponym, hypernym, sibling), or verbs and
adjectives with their synonyms. The quality and relevance of our substitutions are reassured by the
use of the deterministic structure of the Wordnet hierarchy, guaranteeing controllable and optimal
word-level substitutions.

e Synonyms: We employ synonym transformations on adjectives and verbs of the original ques-
tions ¢ € Q). For example, “talk” and "speak” are synonym verbs according to WordNet, while
“small” and "minuscule” are adjective synonyms. The Wordnet hierarchy provides a relevance-
wise organized priority of synonyms and we select the most relevant one. This way, optimal
and controllable substitutions are guaranteed.

e Hypernyms - Hyponyms: More general, as well as more specific noun concepts are provided
via WordNet in the form of hypernyms and hyponyms respectively. For example, for a given
noun word (e.g. "dog”) we can extract its immediate noun hypernyms (e.g. “canine”), or its
immediate hyponyms (e.g. "labrador”).

e Siblings: We construct noun sibling substitutions by traversing the Wordnet knowledge tree
one step upwards and then one step downwards. Siblings are defined as noun entities that
share the same immediate parent. For example, “carrot” and “radish” are siblings, because
they both have "plant root” as their parent concept according to WordNet.

B. Color relatedness hierarchy: Colors that are semantically similar, therefore presenting RGB
values close to each other, will be also close within the color-relatedness hierarchy. For exam-
ple, "violet” and “orchid” Matplotlib colors lie close within the color hierarchy (their in-between
color distance is 6.16), while "violet” and “deepskyblue” are placed far away from each other (their
color distance is 207.88). Colors can be replaced with either distant or else similar colors from this
color-relatedness hierarchy, leading to the following Color Maximal and Color Minimal color sub-
stitutions. Both Maximal/Minimal substitutions may either involve common colors, which already
exist in the dataset, or else uncommon colors, which belong to the Matplotlib color list but not in
VG/VQA-v2 vocabularies:

e Color Maximal: On questions that mention some specific color we contradict the output a
of M based on the input of the original question ¢ € () vs the output a* of the perturbed
question ¢* € @Q*. In ¢* the original color is substituted with one that is greatly distant to
it, such as "violet” — “deepskyblue”. In this category, we also challenge the model using less
frequent color instances (i.e. “azure”, "turquoise”, “salmon”). This substitution diverges from
the initial counterfactual question requesting minimal changes; nevertheless, the compari-
son with related minimal changes will highlight the differences that varying color distances
impose on the final accg,.

e Color Minimal: In accordance with the above, we perform color substitutions with the least
distant colors, such as “violet” — “orchid”. Again we also challenge the model with less fre-
quent color substitutions.
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C. Deletions: We randomly select a noun in each question ¢ € () and remove it.

Table 5.6: Question perturbations examples towards counterfactual queries.

Perturbation Question
Original Do you see the white small dog?
Color Maximal Do you see the black small dog ?
Color Minimal Do you see the beige small dog ?
Synonym Adjectives Do you see the white tiny dog ?
Synonym Verbs Do you watch the white small dog ?
Hypernym Noun Do you see the white small canine ?
Hyponym Noun Do you see the white small labrador ?
Sibling Noun Do you see the white small wolf ?
Deletion Noun Do you see the white small _ ?

5.5 Added Value of Designed Perturbations

Substitutions and deletions are an excellent way to quantify whether a VQA model M understands
a specific question-image pair, or if its output is greatly dependent on biased estimations. This way,
we can reveal spurious correlations that are mistakenly integrated into M.

e Color Substitutions: Color substitutions are motivated by the quantity of color-related ques-
tions that exist in our input datasets (VG and VQA-v2). By interrogating M with color pertur-
bations that are greatly distant to the original color (Color Maximal substitutions experiment),
we aim to detect whether M will correctly and reasonably perceive this semantically massive
change. We would expect M to change its response a* in most cases of Color Maximal
experiment; the opposite would indicate an underlying pattern of ignoring color attributes.
Similarly, we perform the Color Minimal substitution experiment to investigate the model’s
behavior when faced with minor alterations in the color concept. We expect the substitutions
from this experiment to have little to no influence on the model’s response a*. An oppo-
site behavior would reveal an existing bias regarding specific colors, which would lead to the
conclusion that M cannot properly and robustly adapt to minor color changes and generalize
accordingly. Of course, uncommon color substitutions in both Minimal/Maximal cases impose
a more difficult problem, as M needs to adaptively respond to out-of-dataset color concepts.

e Synonym Substitutions: With the Synonym substitutions, we aim to investigate the model’s
ability to efficiently handle mild morphological language alterations that maintain the same
meaning. In this case, failing to properly respond (providing an alternative a* = a) would
disclose overfitting to specific semantics, which renders the model lexically inflexible and thus
non-robust to semantically negligible perturbations.

e Hypernyms-Hyponyms Substitutions: The Hypernyms-Hyponyms perturbations are ded-
icated to depicting the model’s ability to generalize and specify correspondingly while re-
taining a reliable level of robustness. Hypernym and hyponym relationships are notions
profoundly understood in the real world and consequently embedded in large-scale datasets,
which are widely used for VQA models pre-training. Thus, M should also be able to prop-
erly comprehend and reason over them. Ideally, we would expect M to maintain the same
response for hypernyms substitutions, whereas justifiably respond in specific ways for the hy-
ponyms replacements, taking into account the specification of meaning. The commensurate
amount of specifying skill is sought to be established through Sibling substitution experiment.
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Depending on each particular case, we expect M to modify or maintain its response appropri-
ately, to confirm the level of understanding and distinguishment of different, but still related,
meanings.

Deletions Substitutions: Finally, we implemented the Deletion experiment expecting ideally
the performance of M to degrade. The amount of the accy, decline depends on the importance
of the deleted noun for the meaning of the question. Consequently, an unbiased M should be
able to determine this importance and act accordingly, without reaching unwarranted con-
clusions that are expressed through an indefensible response.



Chapter 6

Experiments and Results

We present results using the accuracy metric, which illustrates the extent of similarity of the model’s
predicted answer to the ground truth answer, both for the original () of each dataset, as well as for the
counterfactual question set )*. In our analysis, accuracy is not profound enough to provide specific
situational explanations and insights on the model’s behavior, when faced with particular concepts.
However, accuracy still showcases a high-level approach to the model’s efficiency fluctuations under
the implemented counterfactual perturbations. Since ViLT model is trained and optimized on the
VQA-v2 dataset, it is somehow expected to perform better on it compared to VG (both datasets
contain similar vocabularies). This observation is indeed validated by our results presented in Tables
b.1 & b.9, which demonstrate a consistently higher accg on the former versus the latter dataset,
concerning all implemented experiments. We denote that accg scores for each experiment contain
the corresponding questions only, e.g. color experiments only contain questions that mention colors.
This contributes to the differences in original accg scores for each experiment.

Nevertheless, in both datasets, we notice an analogous difference between accg and acca per
experiment when M is presented with counterfactual questions ¢* € @Q*. This could generally
indicate the existence of underlying biases: M presents a type of overfitting to the original ¢ € Q,
which renders it less efficient when asked to handle minimally perturbed counterfactual questions.
In all experiments, the accuracy reduction from the original accq to accy, is approximately 10-35%
or more.

An extended depiction of the retrieved accuracies for both datasets is presented in Table .1
(color-based substitutions) and Table .9 (WordNet-based substitutions and noun deletions). Specif-
ically, for Color Maximal in VQA-v2 we observe a decline of 35.2% for common colors and a decline
of 37.1% for uncommon ones. Even for semantically minimal substitutions, (Color Minimal experi-
ment), the decline is around 32% for both common and uncommon colors. As for VG, we observe a
decline of 35.5% for common colors and a decline of 41.8% for uncommon colors when Color Maxi-
mal substitutions are performed. Correspondingly, a decline of 33.3% for common and a larger 41.4%
decline of accuracy for the uncommon colors is reported for Color Minimal substitutions.

Table 6.1: Accuracies for color perturbations on VQA-v2 and Visual Genome (VG). Common refers
to substitutions with in-dataset colors, while uncommon refers to substitutions involving
any Matplotlib color.

‘ accQ% acc*Q% (common) acc*Q% (uncommon)
Perturbation | VQA-v2 VG | VQA-v2 VG | VQA-v2 VG
Color Maximal 69.4 471 45.0 30.4 43.7 274
Color Minimal 69.6 47.8 47.5 31.9 46.1 28.0

The discovery of global patterns provides a more profound and targeted view of the robustness
of the model M. To this end, we note that in all the cases we studied, we are not interested in the
ground truth answer of a question ¢, but rather in the differentiation between the answer a* to the
counterfactual question in relation to the original answer a that M predicts, either if a is correct or

71



Table 6.2: Accuracies for WordNet-based perturbations on VQA-v2 and Visual Genome (VG).

‘ accqQ% accy% accq reduction %
Perturbation | VQA-v2 VG | VQA-v2 VG | VQA-v2 VG
Synonym Adjectives 75.3 45.6 57.4 36.3 23.7 20.3
Synonym Verbs 76.5 51.5 63.9 45.6 16.5 11.5
Hypernym Noun 751 517 | 614 400 | 182 22.7
Hyponym Noun 75.1 52.1 56.9 354 24.2 31.9
Sibling Noun 76.7 51.7 54.2 32.8 29.3 36.6
Deletion Noun 76.8 51.6 59.2 36.9 22.9 28.6

not. We select this approach since we are interested in discovering the model’s change in decision-
making under the presence of counterfactual inputs, which is more informative than measuring how
much o* semantically deviates from the ground truth response.

Based on the thorough investigation of our experiments’ results and the aggregation of the fol-
lowing local explanations, as presented in the upcoming Figures, we have deduced some meaningful
global rules that both embody the robustness of M to our counterfactual questions ¢* € Q*, while
providing reliable explanations that reveal the model’s reasoning behind its decision-making. Fur-
thermore, we analyze underlying existing biases of M that logically derive from these global rules.
In the following Figures, we highlight the original ¢, a with red and the counterfactual ¢*, a* with
blue.

For a more detailed explanation of the methodology for extracting the results we present below,
we provide the Wordclouds, accompanied by the corresponding numerical values expressing the
normalized frequencies of occurrences of the transitions resulting from the substitutions we imple-
ment. Wordclouds and tables for the following explanations can be found in section Bias Extraction

Data b.9.

6.1 Color Maximal explanations

In Color Maximal substitutions, we notice that M erroneously maintains the same answer a* =
a when we replace the colors gray and silver with any other semantically maximal color, either
common or uncommon (underlined). Therefore, we detect a bias in the model related to these two
colors, as it does not make logical decisions after replacing them with others and does not properly
reason over this substitution. A relevant example is presented in Figure p.1a.

However, contrary to the above, M logically revises its answers when we replace the colors
green and red with any distant colors, either common or uncommon (underlined) as presented in
Figure p.1H. Therefore, the model recognizes and qualitatively understands these substitutions and
has not incorporated any problematic attachment regarding these two colors.

This observation denotes that M is more sensitive towards intense and visually distinct colors
and rather bypasses changes involving more neutral ones, focusing on object identities (e.g. “fire
hydrant” and “posts” of Figure [p.1d). A more uncertain a* (e.g. the model’s answer a* could be
“nothing”) would be more suitable if all question semantics were equally taken into account.

6.2 Color Minimal explanations
Based on our experiments on semantically minimal color substitutions, we derive the following
global rule: When we replace the colors gray and purple with any other closely related color, M

tends to give the same answer a* = a. Therefore, M does not give due importance to this change of
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(a) g: What is surrounding the silver/black/navy fire (b) q: How many glasses have red/gold/darkturquoise
hydrant? wine?
a: posts/posts/posts. a: 6/0/0.

Figure 6.1: Local explanations for Color Maximal counterfactual perturbations.

colors, a fact that highlights a robust behavior related to the two aforementioned colors. The model
maintains this invariant behavior equally when we perform replacements with common colors or
with uncommon ones, as presented in Figure .

In contrast, M redefines its answers when we replace the green color with any other, common or
uncommon, semantically similar color. Consequently, it is being confused by such minimal changes,
failing to provide a meaningful answer, as shown in Figure b.2H. Even a more uncertain answer
(e.g. “nothing”) to counterfactual questions would be more suitable compared to the semantically
divergent ones returned ("bus” and “bag” instead of “light”). Likewise, M presents a similar change
in behavior when we replace the pink color with common minimal colors and the silver color with
uncommon ones.

(a) @ What organization’s logo is on the pur- (b)q: What is being held green/forestgreen/olive?
ple/blue/plum banner? a: light/bus/bag.

a: olympics/olympics/olympics.

Figure 6.2: Local explanations for Color Minimal counterfactual perturbations.

6.3 Synonym Adjectives explanations

In general, adjective-noun pairs present in questions contain some joint special conceptual mean-
ing which differs from the independent meaning of adjectives when they exist autonomously and
separately in a sentence. In this case, we notice that the model M varies its answer a* when we
implement a synonym substitution of its question adjectives. This finding suggests that M can
qualitatively perceive the meaning of such adjective-noun pairs and differentiate its response ac-
cordingly, as presented in Figure [p.3d.

Another finding is related to the ability of M to correctly adjust its answer, when it is presented
with a lexically correct synonym to an adjective, which, however, is not quite appropriate for the
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given linguistic environment of the question. Accordingly, we conclude that M is capable of un-
derstanding the meaning of an adjective in relation to the context of the sentence ("typical food” is
meaningful, but “distinctive food” is not), as presented in Figure .3H.

In addition, we derive a global rule that concerns the behavior of M when we replace an adjec-
tive having multiple meanings with one of its synonyms, which, although it is optimal with respect
to the aforementioned meanings, is however not suitable to the semantic context of the substituted
adjectives (such as “delicious” vs “delightful”). We note that in this case, M demonstrates a sta-
ble behavior against such substitutions, which proves that it is able to reason over adjectives in a
contextualized manner, without being fooled by synonyms not suitable to the exact context of the
question . An example of this observation is provided in Figure [.3d.

Size-related adjective substitutions are demonstrated in Figure .3d. We observe that M is par-
ticularly robust to such substitutions, therefore correctly capturing the underlying meaning without
being biased towards specific words. This global rule demonstrates the flexibility of M towards ap-
propriately handling semantically and contextually equivalent adjective substitutions.

Finally, M is proven to be unstable when it has to handle rare or difficult synonyms of adjectives,
as the ones shown in Figure f.3d. Consequently, it presents a lexical weakness in handling such rare
adjectives and possibly a bias in specific words that are more familiar to it.

)
d

d

(@) q: Is this a (b)q: Of what (c) q: How deli- (d) q: Is this a (e)q: Does the

hot/raging dog? meal is this kind cious/delightful small/little town? man  look
a: yes/no. of food typi- does this look? a: yes/yes. happy/felicitous?
cal/distinctive? a: very/not very. a: no/yes.

a: lunch/hot dog.

Figure 6.3: Local explanations for Synonym Adjectives counterfactual perturbations.

6.4 Synonym Verbs explanations

Regarding substitutions involving verb synonyms, M is not particularly stable when dealing with
substitutions of verbs that present multiple meanings, as presented in Figure p.4d. This indicates a
difficulty in distinguishing the correct and desired meaning among multiple ones.

An even more specific rule we extract is that M falsely changes its original answer a when we
replace the verb “see” with a qualitative synonym of it. A relevant example is provided in Figure b.4H.
This finding indicates an unwanted attachment of the model to the word “see”, which is interpreted
as bias. This is an example of a more general situation, where optimal synonyms may not be the
best choice for a synonym in a specific contextual setting. In these kinds of instances, the model
tends to change its response, as observed in this particular case.

The model M presents satisfactory robustness when it has to deal with easy or common verbs
of the English vocabulary, which means that it has acquired a certain degree of versatility in simple
vocabulary challenges, as shown in Figure [p.4d.

Finally, M is rather stable when the replaced verb corresponds to a noun counterpart (e.g. picture
-verb-, picture -noun-) or even an adjective counterpart (e.g. pictured), such as the ones of Figure
b.4d. Consequently, M is capable of capturing the general sense of such verbs in the context of
the question; equivalent substitution of corresponding nouns (picture—visualization) or adjectives

74



(b) q: Do you (c) q: Are the walls AL
(a) q: What says/state see/understand done/made in a (d)q: What kind

STAPLES? any motorcycle summery color? of birds are pic-
a: nothing/New helmets? a: yes/yes. tured/visualized?
York. a: no/yes. a: parrots/parrots.

Figure 6.4: Local explanations for Synonym Verbs counterfactual perturbations.

(pictured—visualized) would mostly yield the same counterfactual response a*.

6.5 Hypernym Noun explanations

Throughout our Hypernym Noun substitutions, we conclude that M is particularly robust against
substitutions involving living creatures, such as animals or humans, which shows that it can prop-
erly reason over hierarchical relationships governing such concepts, as in Figure p.54.

On the contrary, M does not clearly distinguish between concepts related to types of clothing,
i.e. it tends to erroneously change its answer when replaced with a broader concept. Consequently,
M does not generalize well on such entities and a bias towards more specific and clear types of
clothing emerges. A relevant example is presented in Figure p.5H.

As an extension of the above, M exhibits instability in hypernym substitutions that are very
broad, inclusive, and polysemous. Therefore, when we replace a noun with an optimal hypernym
that presents much greater conceptual generality, M is unable to qualitatively perceive the hierar-
chical relation that governs them, outputting a wrong answer, as in Figure p.5d.

(a) q: Where is the cat/feline? (b) q: Are all the players wearing (c) q: Are there multiple vegeta-
a: bed/bed. black shirts/garment? bles on the plate/base?
a: no/yes. a: yes/no.

Figure 6.5: Local explanations for Hypernym Noun counterfactual perturbations.

6.6 Hyponyms Noun explanations

Similar to the hypernyms substitution experiment, M is able to appropriately respond in cases where
the substitutions of hyponyms refer to living entities. Therefore, the specialization in more specific
living entities concepts is properly perceived, as presented in Figure p.64.

Correspondingly, M also shows stability in the substitutions of hyponyms that represent articles
of clothing. Therefore, it specializes skillfully in more specific cloth-related entities, and according
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to the case, it appropriately changes its response by adapting to the change. A relevant example is
presented in Figure p.6b.

On the contrary, the model does not demonstrate robustness to hyponym substitutions referring
to means of transport. Consequently, the model is biased toward such broader concepts and fails to
adequately understand their specialization, as shown in Figure [6.6d.

(a) q: Are the animals/acrodont (b) q: Are all the players wearing (c) @ What are objects behind
eating? black shirts/camise? the motorcycles/minibike?
a: yes/yes. a: no/yes. a: sign/sign.

Figure 6.6: Local explanations for Hyponyms Noun counterfactual perturbations.

6.7 Sibling Noun explanations

With reference to Sibling Noun substitutions, we notice as a global pattern that M has insufficient
separation ability when the sibling nouns refer to rooms of buildings or houses. As an example, in
Figure .7d, M cannot properly differentiate between the described interior spaces and can be easily
fooled by substitutions involving places of different functionality. M is also confused in the case of
Figure b.7d, when sibling means of transport are substituted. Specifically, M insists on its answer
even though a concept not existing in the image appears (bike—truck). This indicates that M rather
trespasses the linguistic modality context, providing an ’easy’ answer based on the visual modality,
since the only bird appearing in the image is a parrot. In this case, the relevant position of the bird
on the man’s bike/truck is ignored.

An interesting behavior is observed when sibling concepts involving animals are tested, as in
Figure . In this case, M seems to circumvent reasoning over the image, providing an answer
based on knowledge it has most possibly acquired during its pre-training phase (zebras are black
and white in color). Nevertheless, M is not fooled by the horse—zebra substitution, in which case
it would conclude that the zebra is brown, which is a wrong factual statement. Another case that M
is not being fooled is depicted in Figure b.7d. In this case, M is very consistent in sibling entities
that declare human body parts, which means that it correctly perceives their differences and does
not group them in an arbitrary way. Furthermore, M presents a correct reasoning process by dif-
ferentiating its answer when the sibling concepts present very different meanings between them,
as the concepts air—water in Figure .

Overall, Siblings’ Noun substitution provided a rich set of insights, unequally relying on either
q or I to derive an answer in many cases, rather than providing an uncertain outcome (such as
answering “nothing” in the examples of Figures[6.7d, .7d, similarly to the correct reasoning of Figure
b.7d). In total, this indicates an unstable behavior of M towards different sibling pairs, yielding
unpredictable outcomes under different substitutions of the same conceptual distance.

6.8 Deletion Noun explanations

Regarding the counterfactual questions concerning deletions of nouns, we firstly observe the follow-
ing pattern: When the deleted noun has a determining role in another noun already present in the
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(a) q: Is the bath- (b)q:

room/workroom kites in  the wearing on her on the man’s the horse/zebra?

organized? air/water? head/throat? bike/truck? a:  brown/black

a: yes/yes. a: yes/no. a: hel- a: parrot/parrot. and white.
met/nothing.

Figure 6.7: Local explanations for Sibling Noun counterfactual perturbations.

question, M maintains its original answer even after the deletion. Therefore, we detect a tendency
towards attaching to the determined noun, while at the same time not paying due attention to the
determiner noun. Hence, M answers such questions arbitrarily, even though its answer cannot be
perceived as wrong; a human could have also answered the same, especially in yes/no questions. A
related example is provided in Figure f.84.

Another pattern that we detect concerns questions that refer to the color of a noun, which has
been deleted. In these cases, M tends to respond with the most dominant color in the image, with-
out taking into account the absence of the noun that this color should define, as in Figure [6.8H. Of
course, we regard this behavior as justified, since a human would most probably answer such ques-
tions in the same way. Similarly, in questions concerning the location of a noun, which has been
deleted, M answers with the most dominant entity present in the given image. A relevant example

is demonstrated in Figure [6.84.

Finally, we list some nouns to which we notice that M does not pay due attention when asked
to give an answer, as in Figure b.8d. Specifically, even after deleting them, M tends to return the
initial answer with great frequency. These words are: image, photographs, human, man, animal,
and room. In general, these are words that are encountered very often in questions and usually act
in addition to other, more specific, entities. Once again, this behavior is justified.

All in all, we observe that the random deletion of a noun results in a rather expected model
behavior, driven by dominant visual concepts present in the given image.

r L i

(a) q: Is the woman$  (b) q: What color is the (c)q: Where are the d) q: How many

hair tied back? bathroom? eakes? animals are in this
a: no/no. a: yellow/white. a: table/table. phete?
a: 2/2.

Figure 6.8: Local explanations for Deletion Noun counterfactual perturbations.
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6.9 Bias Extraction Data

6.9.1 Tables

Table 6.3: Same Common Maximal

Initial color Perturbed color Same answer percentage

black gray 0.699
gray black 0.613
black white 0.575
white black 0.538
red black 0.507
yellow black 0.490
black red 0.487
black green 0.463
red green 0.434
red yellow 0.431

Table 6.4: Same Uncommon Maximal

Initial color Perturbed color Same answer percentage

black gray 0.689
black steelblue 0.673
yellow mediumblue 0.648
yellow slateblue 0.629
red honeydew 0.627
yellow sienna 0.624
red deepskyblue 0.624
gray black 0.613
black beige 0.612
yellow lightskyblue 0.611
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Table 6.5: Different Common Maximal

Initial color Perturbed color Different answer percentage

green red 0.677
green black 0.592
black yellow 0.572
yellow red 0.570
red yellow 0.569
red green 0.566
black green 0.537
black red 0.513
yellow black 0.510
red black 0.493

Table 6.6: Different Uncommon Maximal

Initial color Perturbed color Different answer percentage

green red 0.752
green maroon 0.732
green orange 0.725
green salmon 0.708
green midnightblue 0.695
yellow chocolate 0.688
green Snow 0.678
green magenta 0.669
green orangered 0.664
red yellowgreen 0.655

Table 6.7: Same Common Minimal

Initial color Perturbed color Same answer percentage

white gray 0.658
gray white 0.617
yellow white 0.531
yellow gray 0.520
red gray 0.519
red white 0.517
white yellow 0.479
white red 0.476
yellow green 0.445

gray red 0.433




Table 6.8: Same Uncommon Minimal

Initial color Perturbed color Same answer percentage

red maroon 0.831
white ivory 0.802

red crimson 0.783

red magenta 0.771
white ghostwhite 0.762
green lime 0.757
green greenyellow 0.746
green chartreuse 0.739
white palegreen 0.731
white floralwhite 0.730

Table 6.9: Different Common Minimal

Initial color Perturbed color Different answer percentage

green yellow 0.647
green white 0.641

gray yellow 0.632

gray green 0.594
green gray 0.593
white green 0.587

gray red 0.567
yellow green 0.555
white red 0.524
white yellow 0.521

Table 6.10: Different Uncommon Minimal

Initial color Perturbed color Different answer percentage

green ghostwhite 0.729
green wheat 0.697
green yellowgreen 0.684
white green 0.672
green goldenrod 0.664
green white 0.657
green antiquewhite 0.652
green silver 0.651
green palegoldenrod 0.647

green floralwhite 0.643




Table 6.11: Same Answer Adjectives

Initial word Perturbed word Same answer percentage

little small 0.91
larger bigger 0.90
large big 0.88
middle center 0.87
likely probable 0.86
nearest close 0.86
total sum 0.852
prominent outstanding 0.85
polar diametric 0.83
small little 0.80

Table 6.12: Different Answer Adjectives

Initial word Perturbed word Different answer percentage

blurry bleary 0.77
cloudy nebulose 0.72
warm affectionate 0.66
empty discharge 0.62
tan sunburn 0.58
old erstwhile 0.57
reflective brooding 0.56
thin dilute 0.53
touching stir 0.53
bright brilliant 0.51

Table 6.13: Same Verbs

Initial word  Perturbed word Same answer percentage

played acted 0.908
depicted pictured 0.886
pictured visualized 0.804

taken occupied 0.802

hit strie 0.801
appear look 0.794
read say 0.785

eat feed 0.715

take return 0.705
photographed snap 0.704
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Table 6.14: Different Verbs

Initial word Perturbed word Different answer percentage

positioned put 0.948
shaped determined 0.703
see understand 0.694
say state 0.637
arranged set up 0.629
dressed clothed 0.591
stop halt 0.581
get acquire 0.526
makes brand 0.497
connected link 0.497

Table 6.15: Same Hypernyms

Initial word Perturbed word Same answer percentage

guy man 0.948
animal organism 0.945
lady woman 0.940
fridge refrigerator 0.938
girl woman 0.913
surfer swimmer 0.911
jacket coat 0.906
game activity 0.900
cats feline 0.899
tablecloth table linen 0.893

Table 6.16: Different Hypernyms

Initial word

Perturbed word

Different answer percentage

weather
lamp
tires
reflection
plant
windows
distance
bowls
plants
shot

atmospheric phenomenon
source of illumination
hoop
consideration
building complex
operating system
spacing
bowling
building complex
propulsion

0.875
0.850
0.797
0.783
0.783
0.782
0.776
0.776
0.760
0.755
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Table 6.17: Same Hyponyms

Initial word Perturbed word Same answer percentage

concrete cement 0.875
sport archery 0.874
appliance gadgetry 0.834
motorcycle minibike 0.831
tablecloth tea cloth 0.830
station terminal 0.825
sweater cardigan 0.825
blanket afghan 0.821
type breed 0.821
slope ascent 0.819

Table 6.18: Different Hyponyms

Initial word Perturbed word Different answer percentage

season seedtime 0.981
expression leer 0.973
shape angularity 0.903
day date 0.873
time day 0.854
shot discharge 0.844
spectators browser 0.843
hydrants fireplug 0.843
scene darkness 0.839
carpet broadloom 0.812

Table 6.19: Same Siblings

Initial word Perturbed word Same answer percentage

object thing 0.909
kid young person 0.898
dirt soil 0.892

tennis volleyball 0.877

child young person 0.872

animal zooid 0.843

ocean waterway 0.841

carpet rug 0.825
field yard 0.821

runway track 0.816




Table 6.20: Different Siblings

Initial word

Perturbed word Different answer percentage

season
weather
expression
shadows
time
colors
doing
clocks
shadow
brick

youth 0.986

wilt 0.959
poker face 0.917
venue 0.914
youth 0.911
yellow jack 0.910
run 0.906

texas storksbill 0.884
venue 0.878
wattle and daub 0.873

Table 6.21: Same Deletions

Initial word Same Answer Percentage

fire 0.908
picture 0.907
guys 0.891
pic 0.888
control 0.878
man’s 0.878
photo 0.877
surfers 0.874
thing 0.873
animal 0.870

Table 6.22: Different Deletions

Initial word Different Answer Percentage

season 0.985
flooring 0.904
time 0.899
expression 0.899
country 0.889
year 0.874
weather 0.864
gravel 0.860
shadows 0.854
cut 0.848
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6.9.2 Wordclouds

Maximal Common Same Answers

Figure 6.9: Maximal Common Same

Maximal Uncommon Same Answers

L

red - > honeydew
yellow - > slateblue

Figure 6.10: Maximal Uncommon Same
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Maximal Common Different Answers

green - > black

s i green

Figure 6.11: Maximal Common Different

Maximal Uncommon Different Answers

greep: =" > red

green - > snow

green--==-> salmon

‘green - > midnightblue

yellow _-_> chocolate

Figure 6.12: Maximal Uncommon Different




Minimal Common Same Answers

g [d y aits - >s ow

Figure 6.13: Minimal Common Same

Minimal Uncommon Same Answers

ned..=..> - Crimson
white - ="> 1vory

g r.— e e r-‘] = - l j_ n] e Ereen

red..-..> mar

Figure 6.14: Minimal Uncommon Same
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Minimal Common Different Answers

Figure 6.15: Minimal Common Different

Minimal Uncommon Different Answers

green - > wheat

green - = dark "|I|_1-"|

Figure 6.16: Minimal Uncommon Different



Adjectives Same Answers

Figure 6.17: Adjectives Same

Adjectwes Different Answers

visible radiation ouchineg - > stir

empty = dlscharge

thin - > dilute

blurry. - _ > bleary

cloudy - > nebulose

brilliant

Figure 6.18: Adjectives Different
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Verbs Same Answers

utilize take - > return

photographed > snap

pictured - > visualize

Figure 6.19: Verbs Same

Verbs Different Answers

Shaped — ">

pritiQned

Bet = 5

jf'-"l'l'l

» Turn up

Figure 6.20: Verbs Different



Hypernyms Same Answers
jacket - > coat

fridge - > refrigerator

girl - > woman

Figure 6.21: Hypernyms Same

Hypernyms Different Answers

source of 1llumination

Figure 6.22: Hypernyms Different
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Hyponyms Same Answers

appliénce-— > gaﬁééf?}

sport - > archery
> cardigan

Figure 6.23: Hyponyms Same

Hyponyms Different Answers

shot - > discharge

Figure 6.24: Hyponyms Different




Siblings Same Answers

Figure 6.25: Siblings Same

Siblings Different Answers

season, .2, youth

Figure 6.26: Siblings Different
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Deletions Same Answers

g S:
SUETEES hlng

skaters image

kind

controly

Figure 6.27: Deletions Same

Deletions Different Answers

year

cut

hln

Figure 6.28: Deletions Different



Chapter 7

Conclusion and Future Work

Counterfactual perturbations in VQA models can provide novel and useful insights regarding model
robustness and explainability of results. In our work, we propose a knowledge-based counterfac-
tual framework targeting substitutions on questions. Specifically, our framework suggests multiple
types of word-level linguistic transformations to probe selected VQA models in a black-box fash-
ion and investigate whether the presence of counterfactual questions will lead to unexpected model
responses. Through this process, underlying linguistic biases are revealed, while informative ex-
planations regarding the model’s behavior are provided, by qualitatively extracting global rules,
ultimately depicting those existing biases. Our results on Visual Genome and VQA-v2 datasets, us-
ing ViLT model as proof of concept, illustrate the merits of our approach, highlighting concepts that
incite model biases, in a model-agnostic manner.

We design our framework by deploying a generalizable set of counterfactual adversarial transfor-
mations, meaning that it can properly be applied to any VQA model. This property of our proposed
method is reassured through the black-box-oriented approach we follow regarding perturbating the
model in question: we do not attempt to penetrate each VQA model’s architecture, design choices,
or parameters, nor do we recruit procedures that investigate the inner reasoning process of ma-
chine learning models. Instead, we probe each model by applying various types of counterfactual
perturbations and extensively observing the produced outputs. Hence, the insights are drawn by
analyzing the model’s response, rather than delving into its inner structure. Moreover, our pro-
posed counterfactual perturbations are fully guided by the utilization of knowledge-based sources,
that control and configure the multiple experiments we have implemented. They also guarantee
the optimal transformations that we propose, as well as reassure the deterministic aspect of the
substitution choices we introduce.

A proper comparison of initial and counterfactual outputs, as well as the insight provided by the
accuracy variance of the experiments, showcases the robustness extent of the model. Particularly,
this study lies in assessing whether the model presents the adequate agility to qualitatively adapt to
minor or major changes in the input, and consequently note identical or closely similar accuracy as
recorded in the performance on the initial dataset.

The aforementioned robustness-related research field that we approach, is closely correlated to
the investigation and discovery of underlying existing biases in the model in question. Close ob-
servation of the produced result to counterfactual questions in opposition to the original results to
the initial dataset lead to valuable local explanations that depict specific cases of unexpected model
responses that we point out. Subsequently, a comprehensive aggregation of those local observations
leads to the extraction of global rules that fully describe and characterize the model’s general be-
havior. These global explanations express the detected biases that have arisen from the application
of our multilevel perturbations.

The quintessence of our presented method lies in the configuration of insightful and targeted ex-
planations that justify the model’s response and shed light on the reasoning process followed by the
model’s combination of components. Through this major benefit, our method is proven to increase
transparency and improve the reliability level of the model in question, as it provides insights that
can be seriously considered when assessing the trust one should pay to the decisions extracted by
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it. This new point of view that we offer successfully addresses the initially introduced problematic
issue that originally motivated our research, i.e. the unwanted opacity that inevitably accompanies
the obscure decision-making process followed by the internal reasoning of many machine learning
models, performing visiolinguistic tasks, and specifically Visual Question Answering, as explored
in our work.

Following the extensive presentation of this thesis work, we would like to suggest some promis-
ing future research directions regarding the examined topics, that we consider to be fruitful for
further elaboration. Firstly, as an immediate extension of our method, we propose the applica-
tion of the same linguistic perturbations on dataset answers, addressing VQA models that reason
over multiple choice answers. Additionally, we recommend the extension of our approach to other
related visiolinguistic tasks, such as Text - Image Retrieval, Visual Entailment, and Visual Com-
monsense Reasoning, as we believe it has the potential to provide valuable insights and attributes
both efficient and innovative explainability aspects to such popular contemporary machine learn-
ing tasks with a great range of influence. Finally, another worth-mentioning proposed direction
involves crafting counterfactual perturbations targeting the visual modality, both directed towards
pixel-level and conceptual substitutions. An example of such promising extensions of our analy-
sis could include attempting vision perturbation through image synthesis with the use of diffusion
models and prompting through Large Language Models. Such kinds of transformations can be ren-
dered useful in revealing visual biases and thus exploring a parallel side of the explainability in the
visiolinguistic tasks field.
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