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MepiAnyn

Ta Nevpwvika Aiktua Babidg padnong €xouv katagepel ta TeAeUtaia Xpovia va av-
TpeIticouy pe ermtuyia diagopa rpoBAnpata rou evtacooviat oty Ene§epyaocia duokrig
Moooag (.. tadwvopnon kewpévou, cuvoyr, PETAPPAOT], CUUIMEPAOHOS QUOIKAS YAWO-
o0ag). Qotooo, €181kA 010 MPOPANPA TOU CUPMEPACHOU (PUOIKNG YA®ooag, £xel aroderxOet
Ot Ta ouyxpova povieda Babiag padnong, ta oroia exknaibevovial oto oUVoAo SedopEvav
SNLI, eivat eudAeta 08 Aviay®VvioTKeG MMOE0ELS, Ol OITOIEG ATTOCKOITOUV OtV £§ATIATH O TOU
povtédou pe v npoodnkn avenaiodniev Siatapaxwv oe aubeviikeg e100doug. Ta v av-
TIPETOITION AUTOU ToU {ninpatog €xetl potabei n peédodog g aviaymviotikng eknaidsuong,
aAAd armotuyxAvel va ArOPaKPUVEL T HEPOANYPIa, TTOU UMAPXEL EYYEVOS OTO0 oUvolo Oe-
dopéveov SNLI, and ) Swadikaocia mpdBAeyng tou poviedou. Me Baon v epyaocia tev
Camburu et al., ipoteivoupe v TPOTONOINO0Y T0U TTapadooiakoU MPoBANIATOG CUHTIEPAO-
HOU QUOIKNG YAOOOQG HE TNV EVOMUATOON £ENYT0E®V QUOIKTS YAOOoag Katd tr diapkela
g eknaibeuong Kat g e§aywyrg OUNIMEPAORATOV Katl die§dyoupe pia oelpd melpapdatey
IIPOKEIPEVOU VA erMAANBeUOOUE KATA OO0 O1 EENYTOELS PUOIKLS YAOOOAS PeEATdVoOUV rpdy-
pat v avbeKTkotta 1oV poviedwv. Xpnotporotoupe 1o TextFooler kat 1o BERT-attack wg
aAyopifpoug mapaymyng aviay®vioTiKeV ermBEosmv Kat Ta MEpapatika anotedéopata deiy-
vouv otaBepd Ot 1 EVOOPATHOT] £§NYN0EwV QUOIKYS YAwooag otr Stadikaoia exknaidsuong
KAl €§aywyng OUNIEPAOHAT®OV EVIOXUEL TV AVOEKTIKOTNTA AMEVAVIL O AVIAYWDVIOTIKEG EITL-

Yéoerg.

Aégerg KAeda

Egnynoeig ®uokng F'oooag, Tuunepaocpog Puoikng MNoooag, Aviayeviotikeg Embé-

0£1g, Avtaywviotikn AvBekukotnta, Metaoxnpatiotég, Enegepyaocia duokng Moooag






Abstract

DNNs have achieved remarkable success in various Natural Language Processing
tasks (e.g., text classification, summarization, machine translation, natural language
inference). However, especially in the natural language inference task, it has been shown
that state-of-the-art DNN-based models, trained on SNLI dataset, are susceptible to ad-
versarial attacks, which aim to fool the model by adding imperceptible perturbations into
legitimate inputs. Adversarial training has been proposed in order to address this is-
sue, but it fails in masking out the SNLI dataset bias from the model’s decision-making
process. Based on the work of Camburu et al., we propose the modification of the tra-
ditional natural language inference task by incorporating natural language explanations
during training and inference and we conduct a range of experiments in order to verify
whether natural language explanations actually improve adversarial robustness. We use
TextFooler and BERT-attack as attack recipes and the experimental results consistently
show that incorporating natural language explanations in training and inference process

enhances robustness against adversarial attacks.

Keywords

Natural Language Explanations, Natural Language Inference, Adversarial Attacks, Ad-

versarial Robustness, Transformers, Natural Language Processing
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Euyxapiloticg

Ba 9ela KatapxnVv va €UXaploto® Tov Kabnyni) K. XIAPOU yla v €UKdalpia Iou
HoU €8m0oe va eKMOVI0m 1) SIMA®PATIKT PoU gpyacia oto epyactriptlo Texvnig Nonpoouvng
Kat Zuotnpatov Madnong (AILS) tou EMII. Eniong, suxapiote 18iaitepa 1oug uroynploug
Abaktopeg tou epyaotnpiou, Mapia Auvpnepaiou kar Ieopyo Pidavdpiavo, yua v Ka-
Y061 ynor| toug Kat v Apiotn ouvepyaoia rmou eixape KaboAn tn 61dpKrela eKOVNONG NG
epyaoiag pou. Oa 9ela, akor), va eUXaploto® Toug yovelg pou, Baoidn kat Fewpyia, kat
Vv adepen pou, Biktopia, yia v nmoAutipn ndikn vnootrpifn rouv pou rnapsixav éAa avta
ta xpovia. Télog, euxaplote toug @idoug pou, kat mAéov ouvadédpoug pou, Aeutépn, @od-
wpr), BaoiAn, Afjuntpa kat BayyéAn, yia 0Aeg T1g TOAUTIEG AvaPVHOElg TTIOU dnioupynoaye

€VIOG KAl €KTOG OX0ALG, Ol oroieg da pe ouvipopetouy yia pia {en.
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Chapter ﬂ

To poviédo Kwdikonounty - Anorwéikononty

Baociopévo oc MetaoxnUaATiotEG

1.1 Ewayoyn

To poviédo kedikornownt - anokwdwkornout) (Encoder-Decoder) rou Baociletat otoug
petaoxnpatiotég (transformers) eonx9n anod toug Vaswani et al. [5] péow ng nepipnung
dnpooicuong Attention is all you need kat anotedel onpepa v de facto turukn apyiiek-
TOVIKI] KOOIKOmout - arnoradikorouty] oty Ene§epyaocia ®uokng Mwoocag (EPT) [6, 7].
Y& autd to RePpAdaio, rpoortabouiie va G1EUKPIVIOOUNE TIOG I APXITEKTOVIKY] KOSIKOIIOUTN
- anok®dkonot) nou Paciletal oe PeTaocXnNUatoteg propel va xpnotpomnowfel ya
poviedornoinon npoBAnpdtav akodoubiag ripog akoArouBia. I'a to oxkomo auto, avaivoupie
TO POVIEAO KOOKOTIOUTL] - AIOK®OIKOTIONT] BACIOPEVO 08 PETACXNIATION] OT0 HEPOS TOU
K®OSIKOTIOWT] KAl TOU AMOK®SIKOIOUT] KAl Mapoucladoupe MG T0 POVIEAO HIopel va
Xpnoworon el yia e§aywyr) CUPNEpaopAtoVv pe Baocn 10 pabnpatiko tou optopo.

AuTto 10 Ke@dldaio xwpifetal os pia P€pn:

¢ Kwdikonoutig - Antorwdikonoumntig: [Tapouocidloupie 10 POVIEAO KOSIKOOUTY| -
ATTOKOSIKOTIOU Y] BACIOPEVO OE PETACXIATION] KAl eENYOUHE WG TO POVIEAO UITOPEt
va xpnotpornoinfei yia eaywyr) CUPnepaopAtoVv os epyacieg akoloubiag rpog akoAou-
Yia.

¢ Kwdikomount)g: AvadlUoupe 10 PEPOG TOU KOSIKOIOTY] TOU OVIEAOU.

¢ AMOKR®GIKOMONTHG: AVAAUOULE TO PEPOSG TOU ATMOKOOTKOTIONT] TOU HOVIEAOU.

1.2 Kodikonou)tig - AMORK®WSIKOnMoONtyG:

To 2017, o1 Vaswani et al. [5] elonyayav v apxiteKtovikry Metaoynuatiotég Kat £1ot
yévvnoav 1a PoVIEAd KOSIKOTIOUTL)-aMoK®O1KOIouw) ) rou Bacifovial o€ UeTaoyMUATIOTES.

Ta poviéAdd KOS1KOIOT)-AMOKOS KOO 1] € BACT) TOV PETacXNIATIot] aroteAouvial
anod évav KOSIKOoMot] Kal évav arnoKaS1KOoIow) ) mov eivat kat ot Vo otoifeg aro pmAok
UTIOAE1PPATIKEG TTpocoxnS. H Baoikr) kaivotopia tov HoVIEA®V KOO 1KOTTIOU) 1) -aTMOK@OO1KOTIOUTT)
pe Bdaon 1o petacXnpPatiotr) eivat 6t autd Ta PIAOK UTIOAETIHATIKAG TIPOCOXIG FITOPpOoUV va

enegepyaoctovuv pa akodoubia e1066ou Xi.,; petaBAnoy pKoug N XwPig va rnapouotaiouv



Chapter 1. To povtédo Keadikornount) - Anokedikornoutr) faciopévo oe Metaoxnuatiotég

pa avadpopikn dopry. H un €€dpton and pua avadpopikny dour) erutpérnet otoug Pa-
OlOPEVOUG O£ PETAOXNHATIOEG KOSIKOMONTEG-ATTIOK®OIKOTIONTEG va eivatl e§alpetikda map-
aAAnAorotjool, yeyovog 1mou Kabiotd 1o poviédo tagelg peyédoug rmo anodotko arod
UTIOAOY10TIKY] aroyn aro ta Baociopéva oe Avadpopika Neupovika Aiktua (ANA) povieda
KOO 1KOMOUT®OV-ATTOKOOIKOTIOUT®V 08 OUYXPOVO UAIKO.

Ma va Avooupe éva mpoPfAnpa axkodoubiag mpog akoAoubia, mpémet va Ppoupe pa
arekovion) pag akodouBiag e1006ou X ., oe pia akoAoubia e§66ou Y., petaBAntou prikoug
m. Ag doUpe NG Ta POVIEAAd KOOIKOMOUT-aAoKOSIKOIIOW ] rou Bacilovial o petaoyn-
PATIOTEG XPNOTHOIOoUVIAL Yid TV EUPECT] PlAG TETOLAG AVIIoTOiX10NG.

Ta poviéda kedikomont - anokdikoront pe Bdaon 10 petacynpatiot opifouv pia
uno ouvInKn KAatavour) v dlavuopdtov-otoXev Y., 8ebopévng piag akoAoudiag e10660u
X1n:

Ddene.3aec (Y 1:mIX1:0)

To 1€pog 10U KOSIKOTIOW 1Y) TTOU PBaciletal OToV PETAOKXNIATION] KOSIKOITOEL TNV AKOAOU-

9ia e10660u X, 0g pia akoAoubia KpUP®V Kataotdaoenv X, 0pidoviag £101 TV ATEIKOVIOT):
JSoene * X1:n = Xiin

To P€pOg TOU AMOK®OIKOMOINT] TOU Paocidetal oe PETACYNIATIOTEG 110VIEAOTTOEL Ot
ouvéxela v uro ouvorkn katavopr rubavotntag tng akoAoudiag Siavuopdatwv-otoxev Yi:.m

b6edopevng g akoAoubiag TV KOOIKOTIOINPEVOV KPUPOV KATACTACEDV il:n:
padec(lemlilzn)-

Me 10v kKavova tou Bayes, n katavoyr) autr propet va napayoviornowfei oe €va yvo-
Hevo g umnod ouvlrKn Katavopung mbavotntag tou d1avuopatog otoxXou y; 6edopévav tov

KOSIKOTIOUPEVOV KPUPOV KATAOTACEDV il:n KAl TOV IIPONYOUHEV®V S1aVUCHAT®V OTOX0U
Yo:i-1:
m
pédec(YI:mlilzn) = l_lpadec(deo:i—l,ihn)
i=1
O anoked1Koron g rou Bacifetal otov PeTtaocXnuatiotr) avitototyifet tnv akodoudia tev
KOOKOMIOUNPEVEOV KPUPROV KATAOTATERV il;n Kat 6Aa ta nponyoupeva diavuopata otoxXmv
Yo.i-1 oto Siavuopa logit I;. To Sravuopa logit 1; enefepyaletal ot ouvéxela pe v npadn
softmax yia va opiotel 1 und ocuvdrnkr Katavopr rmdavotntag ps dec(yi|Y0:i—lr§1:n); OTIOG
axkp1Bwg yivetal yia toug arnokadikorontég rmov Paoifoviatl oe ANA. Qotdco, oe avtideon pe
1T0Ug anokedikornontég rou Bacifoviat oe ANA, r Katavopr) tou 81avyopatog otoxou y; ivat
explicitly () apeoa) eSaptnuévn and 6Aa ta mponyoupeva diaviopata otoXou Yo, . .., Yi-1
ontwg Ya Soupe apyotepa pe meploodtepeg Aerttopépeteg. To urt’ apdpdv 0 diavuopa-otoxog
Yo avarapiotatat aro £va £181ko diavuopa "apxng g npodtaong” BOS.
'Exovtag opioet tv Umd OUVONKI KATAVOUI) padec(inYO;i_l,il:n), HIoPOoUHE Twpd vd
napayoupe auvtdépata v 6060 Kat €101 va opicoupie pia anelkovion pag akoAoudiag £100-
dou X1., og pia akodouBia e§66ou Y1, Katd v e§aywyr) CUPIEPAOPATROV.

Zuvoyifovrag:



1.3 Kwdwkorowutg

e O xkedkorowntg nou Paocifetal os petacynpatiot] opifel pa avuoroixion and v

axkoAoudia e10060u Xi., 0g pia akodoudia kedikoroinong pe Baon to rmiaioo Xi.,.

e O arnokmdikoroutr|g rou Paocidetatl oe pertaocxnpatiotr) opidet v Katavour) moavotn-

tag (U6 ouVBnKN) Pag. Vil Yo:i-1. X1:n)-

o Acbopévou evog katdAAndou pnxaviopou anokedikornoinong, n axkoloubia e§odou
Y. propet va derypatoAnmnBei auto-raAvépopikd arnod padec(inY():i_l,il;n),Vi €
{1,...,m}.

Topa ou 809NKe P1a YEVIKY] EMIOKOINOL TOU TPOIOU A£1TOUPYIAG TOU KOOIKOIIONT)
- anmok®S1KOIONTY Tou Baocidetal oe PetaoXNPaATIoteg, Propoupe va epBabuvoupe meplo-
00TEPO TOOO OTO HEPOG TOU KOOIKOTIONTI] 000 KAl OT0 HPEPOG TOU ATOK®MOIKOIIOUTY] TOU
poviédou. ITo ouykekpipéva, 9a doupe akpifig MMOG 0 KOSIKOMONTNG KAVEL XP101 TOU
oTpOUIATog auto-rpoooxng (self-attention) yia va dmoet pia akodoubia kwdikornow|oewv H1-
AVUOPAT®V ITOU £§apTOVIAl Ao T0 MAAIo10 KAl MG Td OTP®IATA AUTO-TIPOCOXHS EMITPETOUV
Tov anodotko napaAinAiopo.

It ouvéxela, 9a e§nyrooupe AEMIONEP®S WG AEITOUPYEL TO OTPOPA AUTO-IIPOCOXHS OTO
HOVIEAO TOU ATTOK®OSIKOMONTY] KAl MG O AMTOK@SIKOIIONTNG egaptdtal arod tyv €060 tou
K@SKomout) P& ortpopata 61actavpouuevng mpoooxng (cross-attention) yia va opioet v
Uné OUVSNKN KATaVoRT] Poy, (¥ilYoui-1, X1:n)-

Zinv nopeia Sa yivel pavepod nog ta poviedd KOS1KOITo ) -anoKad1Konontr) rnouv Paoct-
Jovtal og PETACXNIATIOTEG EMAUOUV T0 TPOPRANPA TV £§apTtoewv PeydAng epbédelag tov

Poviédov K@dikomou ) -anokadikonoutr) ou Baocidoviat oe ANA.

1.3 Kwdikonoutng

'Onwg avapépOnKe otnv rponyouHev) evotntd, 0 KO@SIKOMOU| g rou facidetal oe peraoyn-
uatot) avuototyidel v akoAoubia £10660u oe pia akoloubia kwdikoroinong pe Paon ta
oupgpalopeva:

Joene + X1:n = i1:n

Pixvovtag piia mo npooeKtiK patid oty apXlteKIOVIKI], 0 KOS1KOTIOUTrg rou Paocidetat
0€ PNETAOYXNHATIOTEG £ivat pia otoifa arnd PrmAok unoAsippatikoy kodikonontr]. Kade prmioxk
kodKomout] anotedsitatl anod éva Sumlng Karevduvong oTPOUA AUTO-IIPOCOXIG, GKOAOU-
Sovpevo amnd &uvo orpopata 1pododotnong mpog ta eunpog. I'a Adyoug amAotntag, Sev
AapBavoupe unoyr) ta otpepatda Kavovikonoinong. Emiong, dsv Sa oudntriooupe niepattépm
10 POAO TV 8UO0 OTPOPATOV MPOWOoNG, aAAd amAd Sa 1o §oupe ®G Pia TEAIKI] AVIIOTOiX101
Slavuopatog oe Siavuopa ou anatteital oe kG9e PAok kedikornownty) .

To otpoua auto-mpocoxng dimng kateubuvong Yétet ke dravuopa eoodou X'j, Vj €

{1,..., n}osoxéon pe 6Aa ta davuopata £16660u X'1, . . ., X', KAl 1€ TOV TPOTTO AUTO PETACXT)-

101 Yun et. al. [8] urnootnpifouv 6Tt Ta oTPGUATA TPOPOSOTNONG TIPS TA EUIPOS £ival {ETIKNAG onpaociag yia
v avuotoixion kade davuopatog miatciou X'; Eexeptotd otov ermdupntd xowpo £§68ou, KATL TOU T0 OTPO®HA
avto-mpooox g dev Kata@Epvel va KAveL aro povo tou. ®a mpénet va onpetwdel €66, 011 kade oupPolAiopog
£godou X’ enetepyadetat amno 1o 1610 orpopa rpondnong.



Chapter 1. To povtédo Keadikornount) - Anokedikornoutr) faciopévo oe Metaoxnuatiotég

Hatiget 1o Sidvuopa e10660u X'; oe pia o "eKAemTUop£Vn” AvAapdotact ToU £aUToU ToU,

rou opidetat wg x”;.

Me tov TpOII0 aUTo, T0 MPWIO0 HMIMAOK KOSIKOTOW T petacynparti¢el kade Sidvuopa €100-
dou g axkoloubiag e0odou Xi., (rou @aiverar pe avoiXto mpdowo Xpwpa MaparAate)
anod pa avedapinin and 10 nAaio H1avUoPaATIKI] avarapdotaorn oe pa e§aptpuevn ano
70 Tilaiolo H1avuoPaTIKI avarapdotact), Kat Td eOpeva PIMAOK KeOSKomout] BeAti®vouy
MEPAITEP® AUTH) T S1aVUOHATIKY avarapdotact) PEXPL T0 TEAEUTAIo PIMAOK KOS1KOITOTr) va
e€ayetl mv 1edikn Sltavuopatiky KOSIKOoinon Xi.n (mou @aivetal Pe mo oKoUupo mpPdacivo

XPOPA TAPAKATR®).

Ag piSoupe pa Babutepn patid oto meg AETOUPYEL 1] AUTO-TIPOCOXT] SUMARG Kateubuv-
ong. Kade Siavuopa e106dou x’'; piag akodoubiag 106dou X' 1., evOg PMAOK KOSIKOTIOUTH)
nipoBarAetal oe éva dravuopa rAedi k;, éva diavuopa tpng v; kat £va Siavuopa epotnong
q; (Tou @aivovial pe moptokali, PrmAe KAl Pof Xpopa aviiotolyd MapdKAi®) HEC® TPV

exnatdevopev mvakev Bapov Wy, Wy, Wi

qi = qu’iy

vi= WXy,

ki = Wix's,
Yie{l,...n}

InURedvVouUpE ePdATIKA OTL 01 1810t mivaxkeg Bapwv epapuoloviatl o kade diavuopa 106-
dou x;, Vi in{i,...,n}. Meta v npoPolrn; kade Siavuopatog e100dou X; ot €va davuopa
EPWTNATOG, KAE1H10U Kat Turg, kade 6idvuopa epotpatog q;, Vj € {1,. .., n} cuyxkpivetat
e 6Aa ta Siavuopata kAedov Ky, . . ., K,. ‘Oco 1o 6po10 sivat éva and ta Staviopata KAet-
dua ki, ...k, pe éva Siavuopa epwtnong (;, T60O ITo oNUAvIko etvai 1o avtiotoiyo didvuopa
TPOV Vj yia 1o dtavuopa e§66ou x”;. TTo ouykekpéva, éva Sidvuona e§odou x”/; opidetat og
10 otadpiopévo aBpoiopa OA®V TV dlavuoudtev TIHOV Vi, . .., V, OUV To didvuopa e10060u
x’j. Me tov 1pomo auto, ta Bapn eivat avaloya pe v opoldtnta cuvnpitovou petadu tou q;
Kal 1oV avtiotoyev Stavuopdatev kAewdwov Ky, . . ., K,, n onola ekppddetat pabnpatuxkd ano

1 oXE€on Softmax(KI: . " qj) OTIRG areikovietatl oty rapaxkate egicwor.

IMa va Katavorooupe MEPAITEP® T1G CUVETIELEG TOU ETTIITEOOU AUTO-TIPOC0XTG OITATG Kateubuv-
ong, ag uroBecoupe Ot enegepyadetatl v akoAoudn npotaor): "The house is beautiful and
well located in the middle of the city where it is easily accessible by public transport". H
AgEn "it" avagépetat oto "house", 1o omnoio Bpioketat 12 "9Eoeig pakpld". L1o0ug KOHIKOITOL-
ntég mou PBaocifovial o PETAoXNPATIOEG, TO0 OIPOPA AUTo-Tipocoxng SumAng kateubuvong
eKteAel pia povo pabnuaukn pddn ya va 9éoet 1o Siavuopa 1006ou tou "house" oe oxéon
e 1o Savuopa 10660u Tou "it". Avtibeta, o Evav kedikorowntr) rou Baocidetat os ANA, pa
Aé€n rou Ppiloketat 12 "9¢oeig pakpid”, 9a arnatrtovoe touddyiotov 12 pabnpatkég npagetg,
npdypa mou onpaivel 6t o £vav kadikorontr) rou Paociletatl oe ANA amatteital ypappikog
ap1Opog pabnuatkav rpdadewv. Autd kabiotd moAu rmo SUoK0AO yia évav KoS1Kormou| ) pe

Baon to ANA va poviedomouw)oet Ti§ Hakpdg ePBEAEIAg avariapaoTtaoelg mAdioiou.



1.4 Anoxkedikornoumtg

Emiong, xaBioctatatr cagég o1l €vag K@OKormontg nou Paociletal oe PETAoXNATION
eival oAU AlyOtepO EIMIPPEIUG OTO VA XAOEL ONPAVIIKEG IMANPodopieg aro €va PoviéAo
Kodkomoun)-anokedikonowtr] mou Paociletar oe ANA, emedn) 1o prjkog akodoubiag tng
kodikonoinong diatnpeitat o 1610, SnA. len(X;.,) = len(il;n) = n, evo éva ANA cupruiedet
10 pnkog aro len((Xi.,) = n og poAig len(c) = 1, yeyovog rou kabiotd rodv §Uokodo yia ta
ANA va K@S1KOIO)00UV ATOTEAECPATIKA TIG EaPToelg PeydAou eUpoug Petaly twv Aégewv
€10060u.

Extog aro to ot o1 e€aptrjoelg peyddng epBédeiag yivoviar rmo eUkoda pabrjoueg,
propoupe va doupie 0Tl 1) APXITEKTOVIKI] TOU HETAoXATioty] eivat oe 9¢on va enegepyadetat
Kelpevo nmapdAAnda. padnpatikd, autd priopet eukoAa va arnoderyBei ypagpoviag tov TUIo

AUTO-TIPOOOYXNS @G YIVOLEVO T®V MIVAK®V EPWINPATOG, KAE1H10U KAl TIPNG:
X" = Vl:nSOftmaX(QI;nKl:n) + X1

H €5060¢ X" 1., = {X"1, ..., X"} unodoyiletal péow piag os1pag rmoAAanAactacpoy mvaxkov
Kat pag rpagng softmax, ) oroia propei va apaAAnAiotel anotedeopatikd. LnPel)ote, Ot
o€ éva poviédo kwdkonont rou Baocidetat oe ANA, 0 UTTOAOY10110G TG KPUPLG KATAOTAONS
¢ ripéret va yivel 6tadoyikd: YIoAoyiopog g Kpu@rg KAtdotaong ToU MPWIou d1avuopatog
€100060U X], O OUVEXELD UTIOAOYIOPOG TS KPU®PIG KAaTdotaong Tou deutepou diavuopatog
£10060U 10U €§aptdtal and v KPUEr KAtdotaor ToU MP®Tou Kpudpou S1aviopatog K.ATTL.
H 6wadoyikn @uon tev ANA epmodidetl 1ov anotedeopatiko napalinAiopd kat ta kabiota
TOAU TTI0 AVATIOTEAEOPATIKA O€ OUYKP10T] HPE Td POVIEAd KOO1KOTIOI®V rou Paocilovial os
HETAoXNHATIoTEG 0to ouyxpovo UAiko GPU.

Twpa 9a mpéret va undpxel KAAUTEPT] KATAVONON TOU TPOIOU HE TOV OIoi0 td HOV-
1¢Aa Kd1Komowtr) rou Paocidovial oe PETaoXNATIOEG POVIEAOITO0UV ATOTEAEOPATIKA TIG
PaKpdg epBedelag MAalolakEG avarnapaotaoelg Kat Mmag ernegepyadovial arnoteAeopatika eK-

TeTapéveg akoloubieg dravuopdteov e106dou.

1.4 Anorwdikonountng

'Onwg avadepbnke oy evotnra 1.2 (Kodikormoning - arnmokmS1Komonig), 0 AroK-
wdkorong rmou Baciletal oe petaocXnpatioty] opidet v uIo ouvOn K Katavopr) mbavotn-

1ag pag akolouBiag otoxou 6edopévng g akoAoubiag kadikoroinong pe fdaon 1o mAaioto:

Pihetagee (Y 1:m1X1:0)

n omoia pe Tov Kavéva tou Bayes prmopei va avadudel oe €va yivopevo TV UnO OUVINKI
KATAVOHR®V TOU EMOPEVOU S1avuopatog otoxou dedopévng tng akoAloudiag kewdikoroinong e

Baon 1o rmAaiolo Kat 0A®V TV MPONYoUHEVRV S1avUoPAT®V OTOXO0U:

m
padEC(Yl:m|X1:n) = 1—[ padec(YilYO:i—l, Xl:n)

i=1

Ag xataAdfoulie P®TA MG O ATIOKOOIKOIION TG ITou Baociletal o€ petaoXniatiotr) opiet
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Hila katavour) rmubavotntag. O armokedikornontg rnov Baciletal oe PetaoXnuatiotr) eivat pia
otoifa aro PmAoK arokmOIKOI0iNonNg mou akoloubeital anod £va IMUKVO otpwpd, v "Ke-
@aAr LM". H otoifa tov prlok arnokm@O1KoIonty] avilototXidel Tnv KOd1KOomounévr) aKoAou-
Yila kedkonoinong il;n Kal pia akodouBia dtavuopdiev-otoX®y Imou IPotdcosTdl Ao 1o
diavuopa BOS kat kéBetat oto tedeutaio Siavuopa-otdxo, dndadn Yo.;—1, 0 pia kodikoron-
pévn akoAoubia Siavuopdtev-oToX®V ?O:i—l- Y1 ouvéxela, n "kepadn LM" avtiotoryiletl tnv
Kadkononpévn akolouBia Siavuopdie®v otoxou ?O:i—l oe pla akoAouBia Sravuopdatev logit
L., =1, ..., 1, evo n Slactatkointa kade Siavuopatog logit 1; avuiotoixet oto péyebog tou
Ae€lloyiou. Me autdv tov tporo, yia kade i € {1, ..., n} propel va pokUYel Pla KATAvot
mbavotntag o 0AOKANPo 1o Ae§Aoyio epappodoviag pia rpddn softmax oto 1. Autég ot

KatavopEg opidouv v umo ouvOrKn KAatavopn:
padeC(YilYO:i—l’il:n), Vl € {1’ cec n}’

avtiotoixa. H "kepadry LM" ouyxva cuvbéetal pe v avipetddeon 10U mivaKa EVORUATOO0NS
Aégewv, dndadn W = = [yl, e ,yvocab]T. Aao9nuikd auté onuaivel 6t yia 6da ta i €
{0,...,n— 1} 10 otpopa "LM Head" ouykpivel 10 k@dikonounpévo diavuopa §odou y; pe

OAeg TG evompatmoelg Aé€ewv oto Aefidoyio yl, ..., y'oeP

étol wote 1o Siavuopa logit 14
VA AVIITPOOMITEVEL TA OKOP OHO10TNTAS HETASU TOU K@S1Komotpévou dlavuopartog e€0dou
Kat kade evowpatwong Afng. H Aswtoupyia softmax amdmg petatpénet tg Badupoloyieg
opootTag o pa katavour mdavomtag. Na kade i € {1,..., n}, 10xvouv ot akoAoudeg
elonoeig:

Padec()’&l:n, Yo:i-1)
= Softmax(fy,., X1:n. Yo:i-1))
= Softmax(W] y; ;)

= Softmax(l;).

Av ta BdAoupe 0Aa padi, IPOKEPEVOU va 10VIEAOTTO|OOULIE TV UTIO OUVOIKI] KATAVOUT)
plag akodoubiag Stavuopdiev otoxwv Yi.,, ta Staviopata otoX®v Yi.m—1 ITOU IIPOootifev-
tat aro 10 e1d1ko Giavuopa BOS, 6nA. yp, avuotoiyiloviatl mpota padl pe tv akolou-
9ia kwdikomoinong pe oupppaldopeva il;n otV akolouBia Sravuopdtev logit Ly.,. Katd
ouvénela, kade diavuopa-otoxog logit 1; petatpénetatl oe pa vnd ouvlnkn Katavoyrn Iu-
Savotntag tou H1aviopatog-otoXou y; XPnotponooviag v npdagn softmax. TéAog, ot urd
ouvOnKkn mbavotnteg 6A®v TV 81avuoudtav OtOX®V ¥, . . ., Ym MoAAarmiaciadovial petadu
TOUG Yl va TPOKUYEL 1] UTo ouvlrkn rmbavotnta tng ninpoug akoloubiag Siavuopdtev
OTOX®V:

m
Posec (Y1:m{X1:n) = l_lpadec(deo:i—bim)-
i=1

Ye avtibeon pe t0ug K@OKormontég rmov Baocidovial oe PETAOXNHIATIONEG, OTOUG AITOK-
odkorontég rou Pacifovial oe petacXnpatiotés, 1o Kadkoronpévo Siavuopa £§680u Y;
9a mpénet va eival pla KaAr avanapaotaoct) ToU £ndpevou §1aviopatog-otoXou Y1 Kat Oxt

tou i610u tou Sravuopatog e1066ou. ErmutAéov, 10 kedikoroupévo diavuopa e§odou y; Sa



1.4 Anoxkedikornoumtg

MPETEL va €€apTATal ard OAeg TG MAAICIOPEVEG aKoAoubieg kwdikoroinong X, Twa v
1KAVOTIOINOI auT®V IOV ATAIToe®V, KA9e PMAOK AMOK®SIKOmot anotedeital arno &va
OTPOUA aUTO-TIPOCOXNS Uovrg-katev9uvong, arkodouBoupevo ano éva orpopa 6iactaypou-
uevng mpoooxng Kat duo orpopata tpoPodotnong 1mpog ta eprpog. To povrg-katev9uvong
oTpOUaA auto-ripocoxng Yétel kade éva aro ta Siavuopata £10080u Tou y’j noévo oe oxéon
e 0Aa ta mponyoupeva dlaviopata £06dou y';, e i < g yua 6da taj € {1,...,n} ya va
povtelomnotroetl v Katavopr mbavotntag tov enopevev diavuopdiov otoxou. To otpopa
Sraotavpouvuevng mpoooyrc détel kade éva arod ta davuopata e1codou tou 'y’ ; OE OX€on pe
6Aa ta Stavuopata kedikonoinong e miaiolo Xiin yla va e€aptrjoet v katavopr) rubavotn-
146 TOV EMOPEVOV 51aVUOPATOV OTOXO0U Kal arod v €10060 10U K®S1KOTIOTH.

Ag erukevipeOoUE TOPA OTNV AUTO-IIPOCOXY| Hovr¢ KateUuduvong.

'Onwg KAt otnv auto-rpoooyt| SutAng Kateubuvong, otnv auto-IipocoXl) Hovn¢ Katevduv-
ong, Ta Slavuopata EPWTHOE®Y (o, - - - , m-1 (Paivovial pe pef xpopa napakdmw), ta dsavuo-
pata risdov Ko, . . ., Kn-1 (paivovial pe noptokadi ypopa napakdaie), Kai ta diavuopata
TIHOV Vo, ..., Vm-1 (Eppavidovial pe pmle xpopa mapakdaie) npoBailoviat amo ta aviio-
To1Xa Sravuopata e10080U Y, . . ., Ym-1 (Epdavidoviat pe avoryto KOKKIVO XP®HA ITAPAKAT®).
Qotooo, oy uni-directional auto-nipoooyr), Kade diravuopa ep@INPATOg q; CUYKPiveTal povo
e 1o avtiotoixo Siavuopa kAeldi kat 6Aa ta ponyoupeva, 6nAadr Ko, . . ., K; yia va mpoxkuy-
ouv ta avrtiotoixa Bdpn npoooxrg. Autd eprnodilel éva diavuopa e§6dou y”j (rou epgavide-
1Al JI€ OKOUPO KOKKIVO XPOHA MAPAKAT®) va reptdapBavet onotadrnote minpodopia yia to
axkodoudo diavuopa ewo6dou y;, pe i > 1 yua 6Aa taj inf{0, ..., m— 1}. 'Onwg ocupbBaivel otnv
auto-nipocoxn SutAng katevbuvong, ta Bdapn pocoxrng roAAaniactadovial ot CUVEXELD HIE
1a avtiotoixa Staviopata Tp®v Toug Kat abpoiloviat.

Mropotpie va ouvowicoupe v auto-mpooox1 HoUrg KatetJuuong wg eFng:
y"; = Vo, - Softmax(K] q) +¥';.

ZNHEWWOoTE 0T T0 €UP0G TRV HEIKTOV TV dlavuopdtov kAeldiou kat tipng ivat O : i avtl
yia O : m— 1 mou Sa ftav 10 €Upog TV S1avuopdat®v KAE1G10U OtV auTo-IIPO0oX!] SIMALG-
rateuduvorng.

IMati Aodv givatl onuaviiko va XpnolonoloUile auto-Teooox T HOUNG Kateuduvong otov
AMOK®OIKOTIOMT] avii yla auto-Tipocoyxt] SumtAng-kateuduvong; 'Onweg avapepbnke mapa-
AV, £€vag ArtoKMOIKOIONTHG Baciopévog os PETaoXATIoTeG 0pidel pia aviiotoiyion and
Pla akodoubia Siavuopdtev £10060u Y., ota logit mou avtiotoxouv ota endpeva Stavuo-
pata €10660u 10U anok@dKorontr, dnAadr L. p,.

AuTO eival mpoPpaveg PEOVEKTIKO, KAO®G 0 arnokad1Konow g rouv Baociletat otov petaoyn-
patotr) 6ev 9a pabet moté va mpoBALrnet v enopevn A£8n pe BAorn OAeg TG MPONYOUHEVESG
A€gets, addd armdag da aviypawet 1o Sidvuopa-otoxo y; PEc® Tou S1KTUou ot y;_; yia OAd
tai€ {1,...,m}. IIporeévou va Op1OTEl Pia UG OUVONKI KATAVOLY] TOU £mMOPEVOU O1-
avuopatog otdxou, 1 Katavopr dev propei va egaptdrat amno to 1610 1o endpevo diavuopa
otoxou. Aev £xel vonpua va ripoBAgyouie to y; arnod o p(y|Yo:i, X) ere1dbn) n katavour) e§aptd-
Tat and 1o Sidvuopa-otdxo mou unotibetal ot poviedonolel. Emopévag, n apXiteKtovikn

AUTO-TIPOCOXIG UOUNG KATeUdUVOoNG HAg EITITPETIEL va OPIOOUNE HPid AlTi®dn KATtavour Itt-
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Savotntag, n omoia eival anapaitntn yia va POVIEAOIOW)COUNE AMOTEAEOPATIKA Hld UTIO
OUVONKIN KATAVOI] TOU £MOPEVOU Slaviopatog otoxou.

ToOpa Propoviie va MeEPACOULIE OTO rmIedo rmoU OUVOEEL TOV KOSTKOTTOTT) KAl TOV AITOK-
®dKOIONTY) - TOV PNXAVIoNO S1acTtavpoUUEVNS TTOOTOXNG.

To orpwpa dwactavpwusvng mpoooxrng déxetal duo davuopatikég akodoubieg wg €100-
doug: TG £5060Ug TOU OTPOPATOG AUTO-TIPOCOXHS HoVHg KkKatevduvong, dnhadr) Y o.m-1 Kal
1a dlavuopata k®dikomnoinong pe PAacn 1o mePLEXOPEVO Xl;n. 'Onwg Kat oto orpopa auto-
POCOXI|S, Td Slavuopata EpRTARATOS (o, - - - , §m—1 £ivatl poPolég tewv Stavuopdtey e56dou
TOU TIPONYoUHevoU otpopatog, 6nAadn Y o.m—1. Qotdéoo, ta Siaviopata KA£1810U Kat TPng
Ko,...,Km-1 Kat v, ..., Vy1 €lval IpoPoAég tov S1avUopdtev KOd1Komoinong pe nAaiolo
Xin. 'Exovtag opiocetl ta Siavuopata kAedi, i Kat epatpa, éva didvuopa £pwtnong (;
ouykpivetal ot ouvéyela pe oAa ta davuopata kAedi kat n avtiotokn Padpoioyia xpnot-
poroteitatl yia ) otadpion v aviiotolxev S1avuopdiov TG, oneg akpifeg cupBaivel
OtNV MEPIMTOOoN NS AUTO-TIPOooXKg SUTANG KAteubuvong, MOTE va IIPOKUYEL T0 diavuopa

€§0dou Yy, yia 0Aa ta i € {0, ..., m — 1}. To Cross-attention propel va cuvoyiotel g §1|g:
Yy = Vi.nSoftmax(K]. q;) +y";

ZNHEWOTE OTL TO £UPO0G TOV SEIKIOV TOV H1avuopdtov KAEWB10U kat tipung eivat 1 : n mou
avtiotoixel otov apdpo wwv davuopdrev Kedikoroinong pe miaioo.

Auto nou oupBaivet edw eival ot kade Sravuopa £§66ou y’; eivat éva otabpiopévo abpo-
10pa OA®V TV IMPOPOAGV TRV TIHOV TRV £10000V TOU K@OIKOIoNt) Vi,..., V7 OUV 10 1610
10 diavuopa €0060u y; (BA. tov mapandve tUro). O PAciKOg PNXAVIOPOG TTOU ITPETTEL
va KAtavorooupe sivat o akoAoubog: Avddoya pe 1o OO0 Mapopola eival pia mpofoArn
EQPWTIATOG TOU d1aviopatog 10060V T0U AnoKOSIKOTIOUTY (; PE Hla Baoikn) ipofoArn tou
dlavuopatog €10660u tou kwdikorow K;, 1600 o onpavtky sivat n mpoPoAn Tung tou
dlavuouartog £10060uU T0U KWdIKOMONTY) V. L& abpég ypappég autd onpaivel o1, 600 Imo
"ouyyevng" etval pa avarapdotaon £100860U ArTOK®SIKOIIONTY] PE Pid avanapdotaot] E100-
60U kWS1KOTIONTH], TOCO TTEPIOOOTEPO EMNPEALEL 1] AVATIAPACTACT £10080U TNV Avarapdotact
£¢obou anoramdikorontr).

Topa propouiie va SoUpe IMOG AUTY) 1] APXITEKTOVIKY e§aptd opopea kade diavuopa 8o-
dou y"”; and mv adAndenibpaon petady tewv S1avuopdteov £10060U TOU KOSIKOMOUTY Xin
Kat tou dlavuopatog e1068ou y”;. Mia GAAn onpavikr) napatfprorn o€ auto To onpeio ivat
OTL 1] APXITEKTOVIKY] £ival eviedwg avegaptnin amnd tov apdud n tov mMaoleuévey davuo-
Bdatov K@S1Komoinong X;., ota orwoia egaptatat 1o Siavuopa e§odou y”’;. 'OAot ot Tivakeg
nipoBoAng Wi kat Wil yia v egayoyn tev diavuopatev kAedov Ky, . . ., Kk, kat v
dlavuopdtev POV Vi, . . ., V, avtiotolxa poipadovial os 0Aeg 11g 9¢oeig 1,. .., n Kat oda ta
davuopata POV v, ..., v, aBpoidovial os éva eviaio otabpiopévo péco Siavuopa. Topa
yivetat emiong @avepo, ylati o anokadikonowg mou Paocidetal os petaocxnpanotr) 6ev ur-
oQépel aro 1o nPoPAnpa g e§aptnong peydng epBédeiag, and o oroio UIoPEPEL O ATIOK-
wdkomointrg rou Baocidetal oe ANA. Ene1dn) ka9e diavuopa Aoyapibpou anokmS1Komontn
eCaptatal apeoa arod Kade pepovapévo Kodikoroupévo Siavuopa e§odou, 0 aplOpog tov pa-

Inpatkev rpdiewv yia t oUyKplor To0U mpadtou Kedikorotnpévou diavuopatog e€6dou kat



1.4 Anoxkedikornoumtg

Tou tedeutaiou Staviopatog Aoyapifpou aroK®SIKOIOUTr] AvEPXETAL OUCLAOTIKA O HOALG
pia.

ZUpnepaopatikd, 10 oTPp®EIA AUTO-IIPOCOXNG Hovn¢ Kateuduvong eivatl ureubuvo yla tyv
npooappoyn kKad9e Sravuopatog €§06ou oe 6Aa ta mpornyoupeva Siavuopdata £106860u Tou
AMOK®OIKOTIOTY] KAl TO TPEXOV dravuopa £10080U Kal 10 oTpONd 61a0TaAUPOUUEVNS TPOOO-
XN¢ €lvat urevbuvo yila v nepattépe npooappoyrn kade Siavuopatog e§6dou oe 6Aa ta

Kodikomopéva dtavuopata €10060u.






Chapter g

Avtayoviotirég Emdéoetrg

2.1 Ewaynyn

O 6pog "aviayeviotikr) eriBeon” oe éva poviedo Babiag padnong avapépetal ot oUotn-
patuky dadikaocia napaywyng avtay@ulotikov tapadetyudiov, dnAadr) npooektikd diapop-
POPEVOV 10080V TTOU ATTOCKOIOUV OtV £5artdtnorn T0U POVIEAOU-OTOX0U. ZUYKEKPIHEVA,
1a aviayeviotukd napadetypata €xouv 10 Bacikd Xapakinplotikd ot dnpioupyouvial pe
v npoodrikn avenaiodnng Sratapaxng (Sopufou) owv apyikn eicodo [9] kat ya 1o
Aoyo autd ot 6pot "avraywviotika napadetypata” kat "aviayeviotikeg dtatapayxeg” Xprot-
HOI0o10UVIal @G CUVAOVUOL OtV TTapouoda epyacia. Autég ot eAappag Siatapayéveg eicodot
propei va @aivovrat adoeg, adAd ouyva odnyouv 10 poviedo oe AavBaopéveg TpoBALWelg
pe uyndo Babpo epruiotoouvng [1]. Tivetatr cagég Ot o1 aviaywviotikeg embeoelg sivat
KaKOPBoUlAeg emBECEIG TTOU PITOPOUV VA PEIMOOUV ATTOTEAEOPATIKA TNV anodoorn Kat va ekOe-
oouv kpioeg aduvapieg S1dpopmv POVIEA®V PNXavikng padnong mou Xpnotpornolovuvial
eupéwg ot mowkidoug topeig [10, 11, 12, 13, 14, 15, 16, 17]. Me dAAa Aoyla, o1 Aviay®vio-
TIKEG €ITIOE0ELG ATTOTEAOUV ONIAVIIKL] AIElAl] Yia KPlotHeg MTUXEG T®V CUCTHATOV PIXAVIKAG
padnong, onwg n acpdiela, n Swaddvela Kat n aglomotia, KAl ©§ €K TOUTOU Il AVAYKD
9éormiong avtipETPeV KATd TOV AVIAy®VIOTIKA S1ap0ppepivav 1008wV eival peyalutepn and

TOTE.

2.2 INapadeiypata Avtayovictikov Emdéocewv

[Tptv mPOX®PI)OOUE O TIEPIOOOTEPEG AETTTOPEPEIEG OXETIKA HE TIG AVIAYWVIOTIKEG EITL-
9¢oeig, 9a mapouctacoupe pepikd napadeiypata ermbeoemv otoug SUO IO YVOOTOUG TOHEIS
Hnxavikng padnong: ‘Opaocr YroAoyiotwv, orou ta dedopéva eivat eikoveg, kat Enegepyaoia
duokrg MNwooag (EPT), omou ta debopéva eivar kelpeva oe @uoiky) yAwooa. Ta napadety-
pata autd £€Xouv oG otoXo va ddoouv pla Baoikr) 61aiodnon tev aviay®vioTikev ermbéosmv
Kat va katadeifouv to yeyovog ot n mpootiBépevr Siatapaxr) ival mpaktkd averaiodn
and v avlp®Io, ®oTOo0 UIoPel va 0dnynoet 1o poviedo oty Snpoupyia AavBaopévev

PoBAEWPERV 1€ UYPNAO OKOP £UTTIOTO0UVHG.



Chapter 2. Aviayoviotikég Emdéoeig

2.2.1 'Opaocn YmoAoyiotwv

H sixdva 2.1 napakdte aneikovifel pia nepinioor) aviayeviotikrg enibeong os évav tag-
WOHNTH €IKOVQOV. XUYKEKPIHIEVA, TO POVIEAO-0TOX0G £ival 1o GoogleNet 1o oroio rapdayet
Kopugaia anotedéopata otov daywviopo taivopnong ImageNet [18, 19]. ITapatnpoupe ot
1 unépBeor pag pikprg (aAAd oxkorupng) nocotnrag Yopufou rnpokalel 1o poviédo va tadt-
vopnoet Aavbaopéva 1o rdvia og yiBBwva pie e§alpetikd vwnlo okop gprmotoouvng (99.3%).

Mriopoupe eriong va enainBevooupe ot 1 Siatapaypévr ekéva eivatl MPAKTIKA MAvopol0-

TUTIN H€ TV aPXKY).

. x +
T sign(VgJ(0,x,y)) esign(V,.J(0.z.y))
“panda” “nematode” “gibbon”
57.7% confidence 8.2% confidence 99.3 % confidence

Figure 2.1. To navia tawoueitar Jdavdaousva o¢ yiBov, peta mv mpooIdnkn mpaxtiicd
anapawpning diartapayng omv apxkn eucova (Image credit: Goodfellow et al. [1])

2.2.2 Ensiepyaocia Puokrng 'Avooag

Agv UTIAPXEL QUOIKI] avadoyia P Ta aviayeviotikda napadetypata oty ‘'Opaocn YroAo-
ylotev ya tov topéa mg EPT. I'a v akpifela, 10 napandave napadetypa Katadeikvuel
TO YEYOVOG OTL 11 ApPX1KI] Katl 1 dtatapaypévr eikova eival aroAuteg Tautoonpeg OTto av-
Spwrvo pati, TapoAautd EPUNVEVOVIAL ®OG EVIEANG S1APOPETIKEG ATIO TO CUCTHHA PIXAVIKAS
Bda9nong. Qotdoo, NG Propouv dUo akoloubieg Keévou va eival ITAVOUO10TUIIEG Yia TOV
avlpwIio Xwpig va eivat idieg;

'Exel n16n avagepBel 611 10 PAOIKO XAPAKINPIOTIKO £vOG EYKUPOU AVIAY®VIOTIKOU ITa-
padeiypatog sivatl n uwnAn opowdtnIa 10U Je TV ApXIKn €i0060. ITOV TOPEA TRV EIKOVAV,
eldape o eivat 6uvato va dnpoupyndouv AVIAY®VIOTIKEG E1KOVEG TIOU 101ad0UV aKp1Og
161eg pe Tig MP®TOTUTIEG, OTTOTE HEV UMHPXE AVvAYyKI va epBabuvoulie otnv évvola tng OHooT)-
1ag, eneldn) n opo1oINIa NIav PoPaveg ortik. ‘Otav POKeTal yid ToV TOPEd TOU KETPEVOU,

npEMel va dlakpivoupe v évvold g Opo10TNTag oe SU0 Katyopieg:

e Ontiky opowdtnta H Swatapaypévn akodoubia kepévou poialet moAv pe tyv apXike
el00d0. Zuvn9wg, o1 aviayeviotikég ermbéoelg mou S1atpouv Vv OITIKI 0ROt Ta
ripoortaBouv va adAagouv 600 10 duvatov AlyOTEPOUG XAPAKTIAPES 1] VA £10AYOUV av-

Spwrva tunoypadikda Adadn otnv apyikn akodoubia (BA. mivaxka 7.1 mapaxkdam).

¢ Inpaoctodoyirn oporotnta H Siatapaypévn akoAoudia ketpévou elval onuaotofoyika



2.3 Baowkég 'Evvoieg kat Optopot

TaUTOoNUN PE TV ApX1KY €10080. Zuvndwmg, 01 AVIAyOVIOTIKEG EMYECELS TIOU H1atPouV
11 ONHACI0AOY1IKI] Opo0TTa IIpoortadouv va Mapa@pAacouV Ty apXiKn £i00do 1 va

aVIIKAtaotrjoouV "eudAnteg” ACelg 1 1 ouvevupég toug (BA. mivaka 2.1 napardatw).

Iapadeiypata Aviayoviourov Emdtoswv otnv ESI

WordBug
(ortiki opolotnta)
Original input (label: POS) This film has a special place in my heart
Adversarial input (label: NEG) This film has a special plcae in my herat

TextFooler
(onpaciodoyiki) opoiotnta)
Original input (label: NEG) The characters are totally estranged from reality
Adversarial input (label: POS) The characters are fully estranged from reality

Table 2.1. O afyopwduog aviaywvioukov endcocwv WordBug (tou otoyevet otn Siatnpnon
¢ OMUKNG OUOLOTNTAG) KATAGEQVEL A AVUIOTPEWEL TNV eltkéTa {060V ToU Talvountn €1od-
yovtag puovo 2 tumoypagikd Ada9n omu apyun awxofouvdia [2]. Opoiwg, o aidyopiduog
TextFooler (ou otoyevet 0tn d1atrjpnon g onUAactofoyikng opootniag) karaegépvet va feyeia-
oet tov tavountn avukadotaviag ™ Aeén "totally” ue v arxpyBac ovvovuun AsEn “fully” [3].
(POS: 9stikn kpiticn, NEG: apvntikn kKottucn)

Zinv mapouoa epyacid, £0TldOUNE OTIS AVIAYWDVIOTIKEG erBEoelg otov Xwpo g EPr
KAl OUYKEKPLIHEVA 0€ AUTEG ITOU H1atnpouv 10 vOnpa g apXKng akoAoubiag Kat mapayouv
YPAPHATIKA KAl CUVIAKTIKA £YKUPO Keipevo. Autog o turog ermbéosmv eival katdAAnlog yua
10 poPAnpa Zupnepaocpou duoikng MAoooag (EPT), eneidr) pag evdiadeépel va avayvepi-

Joupe 1) ONIACI0AOYIKY] CUCXETION 11OVO OE TIPOTACELS HE VOIHa KAl OUVOXT).

2.3 Baowkég 'Evvoleg xat Oplopoi

Avutr) 1 evotnta apéxet TG YepeAlddelg MPOKATAPKIIKEG YVAOELG OXETIKA PE TIS AVIAY-
WVIOTIKEG ermBéoelg, ouprepAapBavopévey TV MEPyPAPOV TV TUNOV, NG PACIKAG tag-
WOHNONG TOV AVIAY®VIOTIK®V EMOE0E®OV, KAO®MG KAl TOV PETPIK®V ITOU ITOCOTIKOIIOI0UV TV

avOeKTIKOTNTA £VOG POVIEAOU £VAVIL TOV AVIAYOVIOTIKQV ETIOE0EDV.

2.3.1 Mad9npatik) MovtcAonoinon

H svomnta 2.2 mapeixe pia Baokn diaodnuikrn katavonon piag aviay@vioTiKNG €Ii-
Ye0ng, EMOEVOSG PITOPOUHE TWPA VA E10AYAYOUHE TOV KATAAANAO OUBOA10110 TTOU Teptypa el
€MiONPA TNV £VV0ld TOV AVIAYDVIOTIKOV eTTOE0E®V.

Mia avtayeviotikn erifeon Pmopel va oplotel MANP®S 1 Tov KaBopiopo 1oV Sepedindov
ouctatikev G. 'Onwg avapépbnke mapandave, Pid aviayoVviotikn enibson oe éva povtéfo
Badiag ua9nong avagépetal ot ocuotpatiky dadikaocia dnpovpyiag aviaye@viotkov ma-
padsyudiov, npaypa mnou onpaivel ot 1o poviéfo Badiag ua9nong Katl 1a aviay@uiotkd
napadeiypuara Pnopovv va avayveplotouv ¢ Td avartoornaotd CUOTATIKA Hag aviay®vio-

Tk enibeong. EmmmAéov, n napouoa epyacia €10dyel aviiperpa KAt Pnxaviopous apuvag
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KATA TOV AVIAYOVIOTIKOV €MOE0E®V O POVIEAA PNXAVIKNG PAS9NOoNG, £MOPEVRG MIPETEL va
opicoupe v évvola tng avdektukomrag. Ot opiojoi Tov poviédev Badidg padnong!, tov
AVIAY®VIOTIKOV TIapadelypdiev Kat g avoektikotntag divovial naparate [9]:

Movtédo Badiag Madnong: 'Eva turukod poviédo Badidg pddnong avanapiotatat og
pa ouvapmon F : X — Y, n onoia avuiotoyifel éva ouvodo debopévav eicodou X oe €va
OUVOAO etKReT®V €§66ou Y. To Y eival éva ouvoro mou reprdapfavet k kKAdaoelg, ouvrdwg
Y ={0,1,...,k — 1}. 'Eva &eiypa x € X twa§vopeital oootd ano tmyv F oV mpaypatiky
ETKETA Y av KAl povo av F(x) = y.

Aviayovicotika Iapadeiypata: O oxordg £vog adyoplbpou mapaywyng aviayeovio-
KOV ermbéoenv eival va eloayet aneiposdayiotn Satapaxr (96pufo) € oto deiypa x mpog
dnuoupyia g Satapaypévng e10obou x’ = x + €, €101 wote F(x') = y' # y, 6rou y n mipay-
HATIKT) €UKETA TOU X (TO 0IT0i0 apX1Kd tagivopouviav o®otd arnd 1o poviédo Babiag padnong).
[Tépa ard v arnaitnon 1o delypa x va pnv ta§vopeital owotd aro 1o poviédo Pabiag
1da9nong, o 9opufog mou urepTiBeTal OTo X MPEMEL va £ival avenaiodnTog yia tov avhporo.
Ta autd 1o okoro, n datapaxr € Sev mpémnetl va §erepvda éva mporabopiopévo Kato@At
6, fot [le]l < 6. ErmumAéov, xpnoiporoouvial 81apopeg PEIPIKEG MTOU ITOCOTIKOIIOOUV TNV
évtaon tou urieptiBepevou Sopufou (BA. 2.3.3).

Avdexrtukotnta: 'Eva avBektko poviédo Babiag padnong avuotéketal oe i aviayovio-
1K) eniBeor), ta§ivopmviag oeotd ta aviayeviouka napadetypata x’ mou dnpioupyouviat
ano v enibeon auvtr). Qg €K TOUTOU, Ot €va avBekTkO poviedo Pabiag padnorng, n npob-
Aendpevn sukéta rou avrotoixet oto x’ 9a mpénet va sivat y xat ox1 y’, dnradn F(x') = vy,
OTIOU Y elval 1 €TIKETA TOU X TOU eixe apXKa npoBAedOdetl amd 1o poviedo. Ot apuviikeég
pedodot yia tnv evioyuorn g avleKTIKOTNTAG TOV POVIEA®V Sa TIPETEL VA AVIIPETOITI{OUV

ATIOTEAECPATIKA €va €UPU @AcHA dlatapaxov €.

2.3.2 Tafivopnon Aviayoviotukdv Emdioswv

Ynidpyxouv tpia Pokd kpurjpla BACEl TV OMOI®V PIIOPOUV va KAtnyoplornotdouv ot

emd¢oelg. Autd ta kpurjpla napatidevial napakAte:

e Zt6x0g TOU aviaywvioty?: [To1og eival o otdx0g 1] 0 OKOIIOG TOU AVIay@VIoTr); @¢Aet
va aAdolnoet ) Sadikaocia and@aocng 10U PHOoVIEAOU yia €va Selypa 1) va ennpedocet )

OUVOAKT) arnodoor) tou poviédou; [10]

e Tvoon tou avraywviotn: Iloieg mAnpogopieg £xel ot 61adeor) Tou o ermtdEpevog;
Fvepifouv t Sopr) 10U poviedou, Ti§ Tapap€Ipoug ToU 1] T0 oUVoAo eknaideuong rou

Xpnotwporno)dnke yla v eknaideuvor) tou; [10]

e Movada dratapaxng: ITowa sival n edaxiotn povada oto deiypa e1006ou (xapaxtrpag,

A€En, mpotaon) rou Satapdcoestat; (aeopd HUovo Tov touéa tou Ketusvou) [9]

I3V epyacia pag, aoxoAoUuacte He TIS AvIAy@VIOTIKEG ermdéoelg oe poviéda ZOI. Qotéoo, o ZAT eivat pa
UIO-KATNyopia tou rpoBAfjpatog ta§ivopnong oty PnXaviky padnor), emopéveg o rmonpiog optopog rmou divetat
yua ta poviéda Badiag padnong npakuxkd apopd toug tagivopntég Badiag padnong.

20 6pog "aviay@viotrg" avagépstal oTo ouoTnHa ou S1e§dyel TIS avIay@VIoTIKEG ETIE0ETS.
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Figure 2.2. Classification of adversarial attacks

2.3.2.1 Ztd0X0G TOU AVIAY®V1OTI

e Emi9¢oe1g SnAntnpiaong £évavil emOEocswv ano@uyng
O1 emBéoerg SnAntnpiaong avagépovial otoug alyopibpoug emibeong mou ermrpé-
TIOUV Ot €vav aviayeviotr va eloayel yeutika Seiypata oty Baon debopévav ek-
naideuong evog adyopibpou poviédou Pabidg padnong 1) va tpororotel aubeviika
detypata exnaideuong. Autd ta yeutika (dninmporaocucva) beiypata propet va £xouv
ONMAVIKO AVTUIKTIUIIO OtV arodoor ToU eKMAlSeUPEévou tagvountr), .. HIopel va
€XOUV @G arotéAeopa 1 XapnAn akpifela os deiypata eAéyxou. Autdg O TUIOG €ITL-
Yéoewv epdavidetal cuyva otV MEPITTOOT TTOU 0 AVIAY®VIOTHG £XE1 TipoaBaor otr) Baon
b6edopévav exkmaidevong. T'a napadeiypa, ot Hradiktuakeég anmobnKeg ouxva cUAAEyouUV
napadeiypata KakoBoudou AoylopiKoU yid eKaibeUon, YEYOVOG TTOU TTAPEXEL TV £U-

Kalpia otoug aviayoviotég va dnAninpiacouv ta dedopéva [10].

Z1g emBEoelg ano@uyng, ot Taglvopntég eival otabepoi kat ouvrOwg £XoUv KaAn
arodoon oe karor)9n beiypata edéyxou. Ot aviaywviotég dev €xouv v egouoia va
aAAdagouv tov tagvopntn 1 1§ mapapérpoug tou, aAdd Snuioupyouv KAmola Peutika
Setypata nou o tadwvopntg Hev propet va avayvepioet. Me dAda Adyila, ol aviay-
®V10Tég dnuioupyouv Kkarota 60Ala napadeiypata yla va arnopuyouv tmyv opdr avay-
vopion ard tov tadwvounty [10]. Ta nmapdadetypa, ota oxrpata avtdévopng odrynong,
10 KOAANPA PEPIKOV KOPHATIOV TAviag otig mvakideg oTorn Pnopet va pPnepdePet tov

tadwvopnt odikav onuatev [20] tou oxrjpatog.

o ITOXEUPEVEG EMIOE0ELS £VAVTL [T OTOXEUREVRV ETOECERV
Y pia otoXeupévy eniBeon, otav divetat o deiypa-upa (x, y), érou x eival Siavuopa
XOAPAKINPIOTIK®V KAl Y € Y eival 1] PAaypatiKy £TKETA TOU X, O AVIAYQOVIOTHG OTOXEUEL
otov "e€avaykaopo" tou ta§ivopuntr] va rmapdiel pia ouykKekpiévn euketa t € Y oto
dlatapaypévo eiypa x’. Ta apddeyua, £vag arnatemvag sivat rubavo va erutedei oto
Bovtédo a§loAoynong tng IMOTOANITIKAS 1KAVOTTAG P1ag XPHATOTIOTOTIKLG £TA1PEiag

yla va petapgieotei o évav egalpetikd agiormoto nedd) g ev Aoye etatpeiag [10].

Y& {1a pn otoXeupévy £miBeor, Sev urdpyxel KabBoplopév £UKEIA-0toX0g t yla 1o
Setypa-9upa x kat o avtinalog otoxevel andwg oty eopaApévn rpoBAeywn tou tadl-

vounty [10].

2.3.2.2 Tvdon T0U aAviayviot)

¢ Emi9éoe1g "AcukoU KoutTLOU"
e éva mep1BaldAov emibeong "AeUKOU KOUTIOU", 0 AvVIAY®VIOTNG £XEl TPO0BAOT O OAEG

T1G TTANPOPOPIEG TOU POVIEAOU-OTOXO0U, CUPIIEPIAAPBaVOIEVNG TG APXITEKTOVIKEG TOU,
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TOV IAPAPETPOV K.ATL. Q¢ €K TOUTOU, O AVIAY®VIOTG UITOPEl va KAVEl AP XP101)
1OV ITANPOPOPI®V TOU H1IKTUOU yid va SNIIOUPYI0EL PE IIPOOEKTIKO TPOIT0 AVIAY®VIoTA
napadetypata. Ot emBeoelg "AeukoU Koutiou" €xouv peletnBel ektevog, €meldn n
ATOKAAUYI TG APXITEKTOVIKIG KAl TRV MAPAPEIP@V TOU Poviedou Ponba toug av-
9pwroug va Katavornoouv tig aduvapieg towv poviedeov Pabidg padnong. Zuppova pe
toug Trameér et al. [21], n aopdAeia évavil erBéoemv "AeukoU KOUTIOU givat ) 161otnta

ou emBUpPOUHE va £€X0UV Ta POVIEAd PUnxXavikhg padnong. [10].

Emdéoscig "pavpou xoutioy"

e éva mep1BaAdov emibeong "pavpou KouTiou", 1 MANPodopia g E0MTEPIKNG dlapop-
POONG TV PovieAwv Badiag padnong dev sivar Hrabéon otoug aviaywviotég. Ot av-
TAY®VIOTEG PITOPOUV POVO va TpododoToUv 10 poviedo-otdxo pe dedopéva e10060u Kat
va {nrouv rnpogopisg yia 1g e§0doug mou autd napayel. Luvndag erutibevial ota
poviéda ouveyidoviag va 1popodotouv pe deiypata to "pavpo koutl" Kat napatnpov-
1ag v £5060 yla va ekpetadAeutouv ) oxéorn €10060u-e§060uU tou poviédou. Auth n
pudnon propet va anmokaAuyetl 1g aduvapieg evog povieAou, emneldr) EIMITPENEL OTOV
avtirnado va evrortioet TuOaveg prnxég oTATIOTIKEG 1610Tteg PeTady £10060uU Kat e5odou.
Y& oUYyKp1o1) PE TG erb€oelg "AeUKOoU KouTlou", o1 eTB£0e1g "aipou Koutou" elvat Imo
TIPAKTIKEG OTIG EPAPHOYEG, eMeldr) o1 oxedraotég povieAwv ouvh9ng dev dnpootonolouv

TIG TTAPAPETPOUG TOU POVIEAOU TOoUG yia Aoyoug 181oktnaoiag [10].

2.3.2.3 Movada Sratapayxng

S0V TOPEQ TOU KEPEVOU, Ol AVIAYWVIOTIKEG £rO£oelg propouv va tagivoundouv oe

erinedo xapaxktpa, oe erinedo Aégng, oe eminedo mpodtraong kat oe rmoAdardd erineda

avdloya pe 11§ povadeg datapayng Katd ) Snpuioupyia aviayevioTiKOV apadetypatov.

¢ Emidéoe1g oe eninedo yapaxktnpa

O1 etBeoetg oe eminedo xapaktrjpa UnoSnNA®VoOUV OT1 01 AVIAY®VIOTEG TPOTIOTO10UV Ap-
KETOUG XUPAKTINPES £VIOG AéCemV yia va Snioupyrjoouv aviayeviotika rapadsiypata
ITOU PIoPOUV va EeyeAAoOUV TOUG Ta§vountég. LUYKEKPIIEVA, Ol TPOIIOIIOLOELS eivat
®g erti 1o mAgiotov opBoypadikd AdSn kat ouvrYwg reptAapBavouv Vv £10ay®yL, TV

avtaAdayr, m Saypadpn Kat v avactpodr) Xxapaktmpaev [9].

Emdéocig oc eninedo Aéfng
Ot erudéoeig oe eninedo AéEng meplhapPavouv tporororjoelg Si1aopev Atgewv. Ot
emudgpevol SnPoupyouv aviay®vioTtikd napadeiypata siodyoviag, avukadotoviag

1) Saypagoviag opilopéveg Aégelg pe Sidipopoug tporoug [9].

¢ Emidéoe1g oe eninedo npotaong

O1 ermdéoeig oe eminedo npotaong ouvrdwg £10AYOUV P1d TIPOTACT] O €vd KEIPEVO 1)

Eavaypagouv v npotaocn Satnpoviag ta vonua g [9].

¢ Emi9éoe1g moAAanA®v emmnedwv

Ot ermdéoelg MoAAATIAGV eTITES®V EVOMIATOVOUV MEPICOOTEPES ATTO Jia ATTO TG TPELS
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nipoava@epdeioeg emMYECELS Yia va EMTUXOUV TV Averaiodnt Kat pe upnio nooooto

emruyiag aviayoviotkr) emnideon [9].

2.3.3 Metpkrég pn avulAnnotntag yua deiypata kelpévou

Ta aviayeviotkd apadsiypata ouvtideviat pe ty rpoodnkr avenaiodntav Statapaxov
oe audeviikég £10060UG y1a va IPOKAAECOUV TV Iapayey Aaviaopévev euketmv e§6dou ano
10 poviédo [22]. Ztov topéa tng £1Kkovag, utodstouviatl S1apopeg PETIPIKES Yia T PEIPNON
g | aviAnmiéttag IV aviayeviotkev napadetypatov. H véppa L, etval n mo ouxva

Xpnoworotoupevr pédodog rou opiletal wg £§1g

lAX]p =

OT0U TO:

® D AVIUTIPOO®ITEVEL TOV TUITO T1G AIOOTACHG ITOU XPNOIHoIoleital yia I PEIpnon g
OP010THTAG TOU aPX1KOU deiypiatog x kat tou dlatapaypévou deiypatog x’ (. p = 2

unodnAovel tn yvootr eukAeidela anootaon)
¢ ||Ax]|, avunpoowrievet v éviaon g Satapaxng
® 1 AVIUTPOOWIEVEL TiG H1a0TA0EIS TOV X Kat X/, ol X Kat X’ €X0uv 1N XapaKt)plotKa

® X; QVIUTIPOORIIEVEL T0 UL’ aptdpov i XapaKinpelotiko Tou apyXkou Oetypatog x, i =
1,2,...,n

® X/ QVTUTPOO®ITEVEL TO UL aptdov i XapaKIinplotko tou Siatapaypiévou deiypatog x’,

i=1,2,....n

Qotooo, dev eival Suvatdv va xprnoporowndei ) vopua Ly, yia v akpipr) pé€rpnon mg pn
avtlAnIottag o€ £10060Ug Kelévou. Lto nedio g e1kovag, Propel Kaveig va eloayayet pia
Slatapaxr) oe eminedo £1KOVOOTOIXEIOU XWPIG va adAddel mpaypatikda 1o mwg ep@avidetat 1
€1kova oto avdpwruvo patt (BA. oxnua 2.1). Auto, opweg, 6ev 10KUEL OTOV TOPEA TOU KEWIEVOU,
ene1dn kade Satapaxr eivat opatr) otov Av9P®IIO, AOY® TV E10AYOHEVOV YPAPHATIKGOV KAl
opYoypagpikev Aadov. I'a toug okomoug g epyaciag pag, pia aviayoviotiki enideorn oto

nedio Tou Kewpévou eival ermruyxrg (amo v anoyn tng P avilAnotntag) eav:

e Agv mapatnpouvial PoEAvY] YPAPHATIKA KAl CUVIAKTIKA Adadn [9].
e To avtayeviouko napadetypa Siatnpet 1o vonpa tou apyikou deitypatog [9].

e H £%060¢ TOU POVIEAOU OTO AVIAY®VIOTIKO Keipevo eival Sia@opetikn ard auty) g

APX1KNG £10060U, TTPAYHA TOU onpaivetl ot £xet poruywetl Aavdaouévn £§odog [9].

'Eto1, 1 mA£ovotnta v PEIPIKOV TTOU £€X0Uv Ul00etnBel yia 1ig eikoveg Sev propouv

va epappootouV dpecda yia v agloAoynorn g rolotntag twv aKoAoubiov KePEVOU ToU
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aroteAouv mPOoidVIa AVIAYWVIOTIKIG €Iifeong, AOY® IOV EYYEVAOS O10POPETIKOV PNXavio-
HoV dtatapaxng oe autoug Toug dUo TUToug Sebopévav. X1r OUVEXELWd, TTIAPOUOIAOUlE TG
PETIPIKEG TTOU XPIO1POTIOI0UVIAL Yid T1 HEIPNON NS HI avTANIIOTIAg O aVIAY®VIOTIKA

delypata mou £xouv poper) kepévou [9].

e EuxAceibela andotaon [23]. H suxkleibela amdotaocn avagéperal oty OPooTIa
petady 6Uo Sravuopdtev PETP®VIAg vV Arnootact] T0Ug otov eUKAEide10 Xopo. Ao-

. . ‘ . - = . ' - _
9éviwv 6Uo Sravuopdtwv-Aggewv U, U Saotaukotnag n, Aot u = (uy, Uy, ..., Uy) Kal

— , . . . ,
U = (v, Vg, ..., Un), N EuxkAeibela anootaon ED autov teov Siavuopdtov opidetal og:

Dlw-v)? = N - o)+ - ) o+ (a0 (2.2)
i=1

'‘O00 PIKPOTEP £ival N amooTaoct), TO00 Mo Tapopola eival ta draviopara.

¢ Andotaon encepyaoiag [24]. H andotaon eneepyaciag avapepetal otnv opototnia
petady 6Uo oupBoAoosipwv urodoyioviag tov aplBuod TV MPddenv eneepyaociag rou
arnattovvial yia I Petatpornt) g piag oupBodooelpdg otnv addn. H amootaon Lev-
enshtein [25] eival pa eupéwg Yprnotporoovpevy anootaor enegepyaociag. Ta §vo

oupBoloosipég a kat b, n andotaocn Levenshtein lev urtodoyiletat og €&ng

max(i, j) if min(i,j) = 0
lev(i,j) = lev(i—1,j)+1 (2.3)
minqlev(i,j— 1)+ 1 otherwise
lev(i—1,j— 1)+ 1gzp,

orou lev(i, j) eivat n andotaon petady 1V MPOIEOV XAPAKIP®V { 0T0 a KAl TOV IIPOTOV
Xapaxktpwv j oto b. ‘Oco pikpotepn eivatl n anootaon Levenshtein, 1600 o mapo-

poteg eivat o1 Vo ocupBoAooelPEg.

e Andotaon cuvnpurtovou [3]. H amootaocrn cuvnuitovou avadEpetal oty opototnta
petaiy 6U0 $1aAVUOPRAT®V PEIPOVIAg TO oUVNIitovo g Hetady toug ywviag. Zuy-

. , . . . - = . .=
Kekppéva, So0eviwv 6o davuopdtov Aéewv U, U dactatkdtntag n, dndadn u =

- _ . . AoV
(uy, ug, ..., up) Katr v = (vy, Uy, ..., Uy), TO ouvnuitovo opolotntag CD uroAoyiletatl wg
egng:
- =
u-v g Ui X 0y

(2.4)

D — =
R s o,

Y& oUYKp101 Pe Vv eukAeibela arnootaor), 1 anootacn cuvnpitovou divel peyaldutepn
Baputnta ot dapopd petadu v Kateubuvoewv v dvo Slavuoudtwv. '‘Oco o

ouVvereig ival o1 Kateubuvoelg Toug, TO00 o rapodpola ivat ta Sravvopata.
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e TuvteAeotng opowotntag Jaccard [26]. O ouviedeotr|g opowdtnag Jaccard xpnot-
poroteital yia ) ouyKplon g opoottag petaiu §Uo avikelpévey, ta oroia ava-
napiotavral ®g ouvolda. T'a duo debopéva ouvodla A kat B, o OUVIEAEOTI|G 0]1010TNTAG

Jaccard J(A, B) urodoyiletatl og e&ng

|AN B
|AU B

J(A, B) = (2.5)

orou 0 < J(A,B) £ 1. 'Oco 1o kovta oto 1 eivat n upr wou J(A, B), 1600 1110
rapopola givat ta §Uo ouvoda. Z1ov Topéd TRV KETPEVOV, 1] Topn) AN B eivatl 1o ouvolo
IoU TEPIEXEL AEgelg Tou UTdpXouv Katl ot 6Uo akoAoudieg Keévou, evw 11 £VROT)
AU B givat 1o oUvolo 1ou reptexet Aégelg rou undpxouv oe kade akoloudia keppévou

(x@pig emavaAnyn).






Chapter E

Ilpoteiwvopevny MéSo0Sog

3.1 Awatunwon npofAnpatog

Ta poviéda pnxavikng padnong rnou eKnatdeuovidal yla va eImtuyouv Kopugaia akpifeia
oe mipokadoplopéva ouvoda dedopévav, ouyva padaivouv va Baci{ouv tig poPALwelg toug
OE EMMQPAVEIAKEG OTATIONKEG 1810TTeg avapeoa o 10060 kal £€§060 rmou ouvayoviat Katd
Vv exnaidevon [4]. Qg ek ToUTOU, Pia PiKpL datapayn otnv £10060 Popel va ernpedoet
ONHPAVIIKA TG TTPORAEYELS TETOIOV POVIEA®V, KAHOTOVIAG TA €101 EUAARDTA O€ AVIAYDVIOTIKESG
ermmdéoelg. TNa mapadetypa, orJdin et. al. [3] é6e8av ot ) enideon otov Kopueaio tagvount)

Z@I pewwvetl v akpifela ano 89,4% os poAig 4%.

3.2 Kivntpo

To 2018, o1t Camburu et. al. [4] slor)yayav 1o cuvodo 6edopévav e-SNLI, 1o omoio erek-
tetvel 1o ouvodo Sedopévav SNLI [27] pe Vv evoOPATOOL ENMEENYH0E®V PUOIKIG YADOOAS
€AetBepng popdng pe avlpmIivo oxoAlacpd, ol oroieg ArtloAoyouv ylatl £va CUYKEKPIIEVO
{euyog npotacenv (premise kat hypothesis) cuvbéctat e tn oNaAc1oA0Y1KY| 0X£0T OUVETIAY-
®WYNG, aviipaong 1 oudetepoTnTag.

Ot Camburu et. al. [4] untootnpidouv 6t 0 cUvVoAo Sedopévav e-SNLI propei va ag-
oo Bel Pog TtV KaAteuduvorn g eKMaideuong epPNVeEUCII®OV POVIEA®V TOU ITAPEXOUV
10X UPEG £ENYN OIS Yia TG rpoBAéwelg Toug. Qotooo, dev éxouv Sie€axBel ouotnuatikeg £pe-
UVEG 1) TTEPAPATA IIPOKEINEVOU va entaAnBeutel 11 va aroppipBei o 1oxuplopog autdg. Znv
napovoa epyaocia, diepeuvoupe Katd OO0V O IAPATIAV® 10XUPIOROG 10XUEL A0 TV AToYn)
NG avOEKTIKOTTAG ATEVAVIL 08 AVIAY®VIOTIKEG erubéoelg. Luykekpipéva, die§ayoupe pa
0e1pd Ao mepdpata PoKeévou va eAéysoupe av ta povieda AL nou eknaibevovial pe

eENYNOEIS QUOIKAS YAwooag ivatl rmo avOeKUKA arévavil 08 aVIay®VIOTIKEG ETIOE0ELS.

3.3 IIpotaoy

Ta nepdpatd pag Paocifoviat oe peyddo Badpo o diatadn ExplainThenPredict miou
glonyayav ot Camburu et. al. [4]. ZUpeeva pe autd tn 81atadn, n npofAsnopevn eukEta
Sev efaptatatl apeoa ard g rnpotdoelg premise kat hypothesis oty gicodo. Avt’ autou,

e€apratal anod pia e§fynon mnou rnpoornadei va meptypdyet ) oNPAacloAOYIKT) OXEor Hetady
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premise kat hypothesis. H evdiapeorn e&rynon anotelei tv kavotopia tng epyaociag pag
Kat 6igpeuvouiie Katd mooov Propet va @iAtpapet 1ov Sopufo rou urneptidetal otig IIPOTACElS

€10060uU, BeAti®voviag £T01 TNV AVIAY®VIOTIKL] AVIEKTIKOTTA.
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IIeipapatiro Mépog

4.1 Iesipapatiky dwatadn

4.1.1 Awataln Baowopévn ot e§nynoelg

Aut 1) 81atadn exkpetadAevetal g €§NYyN0ElS PUOIKES YA®OOAGS KAt 0TV MPAyHatikotnta
avuotoixel oto ExplainThenPredict (BAéne ewkova 4.1) mou eonyayav ot Camburu et. al.
[4]. ZUupeeva pe 1o ExplainThenPredict, n epyaoia Zupnepaopou duoikng Moooag (2PT)

TPOITOIIOLETTAl WG EENG:

1. Aedopévou evog {euyoug premise kat hypothesis, éva napayoyiko poviedo (Seq2Seq
®G KOO1KN ovopaocia) rapdayet pia e§fynon eAetBepng LOPPLIS 08 PUOIKT YADOOA ITOU
dikaiodoyel ) onpaciodoyiky) ox€on petady tou premise kat tou hypothesis (cuvenay-

@Y1, aviipaor) 1) oudtepn).

2. Autf n e€fynon tpogodoteital oe évav ta§ivount] Expl2Label wg kwd1kr| ovopacia) o

ortoiog rpofArnet tnv eukéta e§odou (ouvenaywyr, avtipaon 1) oubétepn).

H sikova 4.2 anewkovifel pia vnodstypaukn Siadikaocia e§ay®yng CUPMEPACHATOV TTOU
axkoloudel v napandve didtadn. Ta okoroug emideng, erméyoupie éva (gUyog ocUVION®V
KAl arnA@v npotdoemVv arno 1o ouvolo dedopévav e-SNLI, dnAadr) nn 'Eva Land Rover diaoyilet
va motaul XPnolpevEl wg premise kat 1 'Eva oynua Siaoyilet éva motdutl Xpnotpevel &g
hypothesis. Katd ) didpkela tng oupnepacpatodoyiag, 10 APAYDYIKO PNOVIEAO IAPAYEL
v e&nynorn To Land Rover givai Oxnua, 1) 0roia arnotunovel 6wotd T O1LAC10A0Y 1KY OX£0T)
TV 6U0 MPOTACE®V, Kal, TEAOG, 1] EEHyNOn AUty tpo@odoteital otov ta§lvourntr), o oroiog, He
1) O€1pA TOU, TIPOPBAETIEL TNV ENKETA OUUTEQAOUA. AUTH 1] EUKETA TALP1AET PE TNV MIPAYHATIKN
Kat eivat evvolodoyika euduypappiopév Pe v apayopevn) eEnynon).

Tivetal cagég Ot 1 IPOoPAEOpevn eUKETA £§aptatal topa arod Vv evdidpeon e§rynon
IOV TAPAYETAL A0 TO MAPAYOYIKO POVIEAO, avii va egaptdtal apeoa and vy mnpolnddeorn
Kat v unodeon e06dou. Erurdéov, napéyoviag v evbidpeon e§nynon g €ioodo otov
tadwvount e€fynong, propoue va dewprjooupie tov ouvduaopo v §U0 PoviEAmv ®g va
paupo kouti rou tpogodoteital pe éva {euyog premise kat hypothesis kat rmpofAémnet v
avtiotoyn eukéta. Enopéveg, n tportonoupévn epyacia ZPT kataAryet oty napadooiakr)

epyaoia ZPT.
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Seq2Seq Expl2Label
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Figure 4.2. Ynobsiyuatxn diadikaoia ovunepaouov, ouupaova ue m o6waraln ExplainThen-
Predict.

e 6Aa ta nielpapata rov da avapepbouv napaxkdte, egetdloupie 11§ akoAoubeg apyitek-

TOVIKEG Y1d Ta POVIEAd pag:

e Generative model: Ot Camburu et. al. [4] xpnoworoinoav ota mepdpatd 10Ug
napay®ylkd poviéda Baociopéva oe RNN. Epeig erudéyouie va dtagoporownBoupe e§-
etadoviag v apXIEKIOVIKY] TV petaoxnpatotev (transformers), n oroia sivat mo
ATTOTEAEOPATIKY] KAl XPpNolponotleitatl eUpeng otg pépeg pag. 'Etot, to §1ko pag napay-
®Y1KO poviédo elvat ouotaotikd €va transformers-based encoder-decoder 11oviéAo (BA.
Kepalalo 1 yla Aemtopépeleg). XUYKEKPIPEVA, Yld TO HEPOG TOU ATTOK®OIKOITOUTH
xpnotporioovpe 1o GPT-2 kat yia 10 PEPOG TOU KMOIKOTOUTY] XPIO1HIOTIO0UHE TI§
o 6wadedopéveg mapaddayég BERT, 6nAadr tg BERT, DistilBERT, ALBERT xkat
RoBERTa. T'ia mapabetypa, eav o Kadikomountrg akoAoubel tnv apxitektoviky) BERT,
ovopaloupe 1o poviédo pag BERT2GPT, €dv 0 KOS1KOMOWN TS AKOAOUBEL TV apXiteK-
tovikr) ROBERTa, ovopddoupe to povieédo ROBERTA2GPT K.0.K.

e Tafwonntig enefnynong: Xpnoipornoovupe €vav tagivopnty Baociopévo oe BERT,



4.1.2 Mdtadn xepis esnynoeig

6nAabdr) évav kedikorowntr) BERT pe pia kepadr] tagivopnong nave amno 1ig EVoORato-
oelg. Ilpdkettat yia pia ardr), adAd anotedeopatiky apXlIEKTIOVIKY] 1) oroia, onwg Sa

arnoderxOel apyotepa, MTUYXAVEL EKIMANKTIKA UPNATL akpifeia.

Ailetl va toviotel Ot 1) Kawvotopia g epyaciag pag replotpéPetal yUupw Aaro v rapay-
@Y1 e&nynoenv rou arnodidetat oto napayeyko poviedo. Katd ouvénela, n melpapatiky) pag
avAAUoT) EMKEVIPOVETAL O H1aPopeg TAPaAAayES NG APXITEKTOVIKG TOU TTAPAY®YIKOU 1OV-
1édou, Satnpoviag rapddAnda mv ardr apytiektoviky) BERT wg Bdon yua tov tadivopntn
eCNYNOE®V.

4.1.2 Awatafn xopig einynoeig

Autr) n 61dtadn avuotoet oty apadooiakn) epyacia ZET, 6rou évag tagvountg tpo-
podoteital pe éva {euyog premise kat hypothesis kat mpoBAémel 1 ONPACIOAOYIKY] TOUG
oxéon (ouvenaywyr, avtiigpaor), oudétepn). Ztnv Mepini®on autr, 1 euxketa e§6dou egaptatat
dpeoa aro to premise kat to hypothesis oty eicobo. Autr) n pudpion dev neprhapBavet
£ENYNOEIG KAl ouvenag 9a xpnopevoet og onpeio avagopdg (baseline). O ta§vopntrg sivat
ouolaotika &vag tagwvopntig Paociopévog oe BERT, 6nAadn évag kwdikoroutig BERT pe

Ha Kedadr tadvopnong mave arod g EVOOUATOOELS.

4.2 Exrnaidsuon rat A§lodoynon

4.2.1 ZInpeio avagopdag (baseline)

H Swadikaoia exknaibeuong 1ou Bacikoy POVIEAOU eival apKetd arin. Yrevoupifoupe ot
10 Baokd poviédo eival ouolactika €vag tagvoung Paoctopévog oto BERT, 6nAabdry évag
kwdkonoumig BERT pe pa kealdr) ta§ivopnong ndve ard ug evoopatwoelg. Kata wmyv
exknaidevor), nmapéyetatl 10oo 1o {euyog (premise, hypothesis) 6oo kat n auvdevukn eukéaq,
£VG) KATA TNV £§ay®yr] OUPIEPACUAT®OV O TASIVOUINTAS MPoRALmel v etketa pe Bdon to
{euyog e10060u premise kat hypothesis. Puowkd, n akxpifeia (accuracy) xpnotpomnoteitat
®G HEIPIKI EINKUPKONG yla tov tadwvopnt). '‘Oleg ol arapaitnteg ASMTOPEPELES yla TV

ekmaibeuon Tou POoVIEAOU ava@opdg Propouv va BpeSouv otov napakdte mivaka 4.1.

AsnTOpEPELEG OXETIKA PE THV ERMaideuon

encoder checkpoint bert-base-uncased
encoder max length 128
# epochs 5
batch size 32
# GPUs 1
GPU type NVIDIA Volta V100
training time ~6 hours
test acc 90.13%

Table 4.1. Asmiopcpeieg OxYeTkA Ue TNV EKTTAIOEUON TOU UOVTEAOU avapopag.
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4.2.2 Movtédo ExplainThenPredict

Ty e1kova 4.2, 10 Tapayeyiko PoVIEAo Kal o ta§ivopuntrg e§1ynong @aivetat va ouvbeov-
Tat petadu toug, ePpOooov 1] £€€060G TOU MPAOTOU XPNOEVEL OGS £10060¢ yia 1o deutepo. Qotdoo,
auto dev eivat arnoAuteg aindég, 610t Ta duo poviéda eknaibevovial ywElotd Kat "cuvbEov-
tat”" povo Katd 1) ouyps g §aywyng ouprnepacpdiov. Auty ival pia AoyiKn [pooeyylorn,
KaBwg ta dUo poviéda ermteAouv S1aPOpPETIKY Aettoupyia, 11101 T0 MAPAYRYIKO POVIEAO gival
napayet Kelpevo Kat o ta§vopnrg enedrjynong tagivopel Keipevo.

'Exovtag eknatbevioet 10 Mapay®yiko POVIEAO KAt TOV Ta§vopnt) e§Nynoe®v yia TS avtio-
TOIXES £PYAOieg Toug, ta U0 poviéda priopouv va Stacuvbebouv petady toug, Onwg eaivetat
otV ekova 4.2. Enopévag, propoupe va Se@prjooupe autdv tov ouvOuaoHo POVIEADV ©G
€va pavpo KOUTL KAl va EKTEAECOUNE CUNITEPACHO O AUTO TO PauUpo Kouti, orou 1 eicodog
elvat topa éva (euyog (premise, hypothesis) kat ) €§060g eivat ) etkETa 10U MEPTYPAPEL T1)

ONPLAC10AOYIKY TOUG OX€0T) (ouvernaywyr), aviipaon, oudétepn).

4.2.2.1 Seq2Seq

IMa v exnaidevon 10U Aapaynylkou PovieAou mou Paocifetal og PETAoXPATION], Katd
v eknaideuon mapexoupe t0oo 10 {gUyog (premise, hypothesis) 6co kai tnv avtiotoixn
€CYN O], EVG) KATA TNV £§AYDYT] CURIEPAOIATOV TO PMOVIEAO TipoPAéret pia egrynon pe Pdon
povo 1o {euyog (premise, hypothesis).

Twopa, eivatr vyiotng onpaociag o kKaBoplopog NG PEIPIKLG EMKUP®ONG Iou da Xpnot-
HOIMO|00UE Yia TV ertiAoy1) Tou BEATioTou poviedou Seq2Seq Katd tr) @Aor) g eknaidsuong.
Ia va priopéooupe va 10 KAVOURE auto, IPETEL va e§ETACOUIE TO £pYO0 IOV rpoortabouv va
ermAvoouv ta poviéda Seq2Seq. To CUYKEKPIPIEVO €pY0 €ival 1] MAPAYWYT] EMESHYHOEDV,
n oroia eprintel oy Katnyopia mapayeyn kecévou. Oplopéveg SnNUOQIAEIS PETPIKEG
napayeyns kepévou eivatl ot BLEU [28], METEOR [29], ROUGE [30] xat BERT-score [31].
Qot600, Kapia aro autég TG MEIPIKEG Hev EUIIMIEL AKPIPOG OTO TIPOPANPA HAG, OUVETN®S
avaykaopaote va 8avelotoupe pia PETPIKL aro dAdo mpoPAnpa. Meta and eKtetapévo
nelpapatiopo, kabwg kat human evaluation, kataArjyoupe Ot n mo KatdAAnAn HPETPIK)
yia 1o task pag eivat n METEOR, 1 onoia, cUpgova pe 1o manual annotation, mapayet tig
IO TIO10TIKEG EENYHOELG KAl £XEL MPAYHATL TO UPnAotepo correlation pe 1o human judge-

ment. ITapadeiypa and 1o manual annotation vrntapyouv otov mivaka 4.2

Does the explanation fully

premise hypothesis gold label predicted explanation justify the label?

A blond headed child in yellow boots
and yellow jacket vest playing in the gravel A blonde child is playing entailment
with his pail, shovel and trucks

A child playing is the same as

a child playing NO

A blond headed child in yellow boots A blond headed child is a type

and yellow jacket vest playing in the gravel A blonde child is playing entailment of blond child and playing in YES
with his pail, shovel and trucks the gravel is a type of playing

An elderly woman wearing a skirt

is picking out vegetables at a A young girl is blowing bubbles contradiction An elderly woman is not a young girl NO
local market

An elderly woman wearing a skirt An elderly woman is not a young girl.

is picking out vegetables at a A young girl is blowing bubbles contradiction Picking out vegetables is not the same YES
local market as blowing bubbles

Table 4.2. [Tapabdciyuata manual annotation tov efnyroswv mtou ouAAéxyInkav tuyaia.



4.2.2 Movtédo ExplainThenPredict

BERT2GPT ALBERT2GPT DISTILBERT2GPT ROBERTA2GPT
encoder checkpoint bert-base-uncased albert-base-v2 distilbert-base-uncased roberta-base
encoder max length 128 128 128 128
decoder checkpoint gpt2 gpt2 gpt2 gpt2
decoder max length 64 64 64 64

text generation strategy greedy search greedy search greedy search greedy search
# epochs 5 5 5 5
batch size 32 32 32 32
# GPUs 1 1 1 1
GPU type NVIDIA Volta V100 NVIDIA Volta V100 NVIDIA Volta V100 NVIDIA Volta V100
training time () 12 hrs & 20 mins 12 hrs & 16 mins 9 hrs & 35 mins 12 hrs & 29 mins
meteor (T) 0.5332 0.5591 0.5393 0.5509
bert-score (T) 0.8707 0.8742 0.8701 0.8744
rouge () 0.5885 0.6005 0.5859 0.6011
bleu (1) 0.3859 0.3911 0.3719 0.3992

Table 4.3. Acmiouépeieg oyetka ue v eknaibsvon tov napaiiayov Seq2Seq mou €eta-
loupue.

'Exovtag kaBiepaooetl 1 METEOR ©g 1 pPeTpiKy emMKUp®ONG yla v epyaocia pag, &i-
paote og 9¢on va npoxwpricoupe otn Stadikaoia exnaideuong tov rapaldayov Seq2Seq e
11§ ortoieg melpapatiomrape. 'Oleg ol anapaitnteg Aemtopépeleg Ppiokovial otov mivaka
4.3. BAé¢moupe o1t to DISTILBERT2GPT éxet tov mikpdtepo xpovo eknaibeuong AOy® g
arootagng (distillation) rmou 1o kKabotd taxvUtepo Kat o arotedeopanko [32]. Erurmiéov,
a&iler va onuetwBel 611 1o ROBERTA2GPT ertituyxdvet tnyv upnAotepn Babpoloyia os 0Aeg T1g
HEIPIKEG TTAPAY®YHS KEEVOU eKTOG aro 1 Babpoloyia METEOR, orou to ALBERT2GPT
€Xel TV KaAutepn anodoor.

O1 AeITTOPEPELIEG OXETKA JIE T XEWPOKIVI|TN a§l0AOYNOn TRV £ENYT0E®V IOV IIAPAYEL KA9e
poviédo ouvoyilovtatl otov mivaka 4.4. BAémoupe 6t 1o ROBERTA2GPT katagépvel va
rapayet g rmo axkpiPeig e€nynoeig pe Pabpoloyia 77,17% kat akodoubei 1o BERT2GPT
pe BabpoAoyia 76,14%. TéMdog, €xoupe 1ig ALBERT2GPT kat DISTILBERT2GPT pe Ba6-
podoyia 73.33% kat 72.53% avtiotoiya.

BERT2GPT ALBERT2GPT DISTILBERT2GPT ROBERTA2GPT

% correct explanations 76.14% 73.33% 72.53% 77.17%

Table 4.4. Xcipokivnn allofdynon svog tuyxaiou UTooUVOoU TV Tapayouevev eENYNOEamU.
To 000016 TV 0p9wV efnynoswv avagspetar ota 100 detyuata mov ouAislaue.

4.2.2.2 Expl2label

IMa v exknaidevor) tou ta§ivopntr) eENyroe®v, KAtd t) @Aon g eKmnaideuong rapéyouvpe
1600 Vv €Efynon 000 KAl UV IMPAYHATIKY] £UKEIA, £VO KATA T @ACT] TOU CUNITEPACHOU
10 povtédo rpoBAenetl v etkéta €§66ou pe Paon povo v gnynon ewodou. Puoika, n
arpifeia Xpnotpornoteital ®g PEIPIKL) EMKUPKOONG yia tov tadivopntr. ‘OAeg ot arapaitneg
Aemtopépeleg yia tny exknaidevor) kat a§loAdynor) tou poviedou Expl2Label priopouv va Bpe-
9ouv otov mivaka 4.6. BAémoupe 6t évag arAog taivopn g pe Baon to BERT ermtuyyavet

axpifela 97,47% ota 6edopéva Soxkrg e-SNLI. Auto eivat éva tpopepd UPnAo amotédeopa
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KAl urootnpidel Tov 10XUPIopo 0T, oto ouvolo dedopévav e-SNLI, propel kavelg eUKoAa
va OUOYXETioEl Pla e§fynon He pla €UKETa (CUVENAyeyr), aviipaor), oUVEnayoyr) Xwpig va
éxel yvoon tou premise kat tou hypothesis mou avuotowkei oy €§nynon [4]. Autd ur-
ootnpiel mepattépem tov 1W0XUpPlopo ot n Siataln ExpainThenPredict sivat mpdypat pa
Aoyikr] aroouvBeon tou €épyou LDI. Qotdco, autd Sev 1oxUel avid, eneldr] UTIAPYXOUV TTOA-

Aot tporot yia va Satunebet pia e§nynon (PA. mivaxka 4.5 yia Aentop€peteg).

premise hypothesis label explanation

A woman is in the park A person is in the park entailment A woman is a person
A woman is in the park There is no person in the park contradiction A woman is a person

Table 4.5. AxpiBo¢ 1 ibia e€riynon umopet va dukaioAoyel S1agOPETIK OXE0N CUVERAY®YNS,
avafoya ue tg mpotaoeig premise kat hypothesis [4].

Fine-tuning details

encoder checkpoint bert-base-uncased

encoder max length 128
# epochs 5
batch size 32
# GPUs 1
GPU type NVIDIA Volta V100
training time 5 hours & 42 mins
test acc 97.47%

Table 4.6. Acsmouspcieg eni g exknaibevong kat altofloynong wou tatvountn Expl2Label
Baowougvouv oto BERT.

4.2.2.3 A1a0oUVSe0n TOV HOVIEAGYV V1A CUPNEPACHO

'Exoviag exywptota exknaibevoet ta povieda Seq2Seq kat Expl2Label, 1jp9s n opa va
ta "ouvbéooupe" petady toug, tpo@odotwviag tnv £§Xynon mou mapdystal ano 1o Seq2Seq
oto Expl2Label katl eKteA®VIAG OUUTEQAOUATA O OAOKANPO TO HOVIEAO, TO Oroio propel
va Yewpndel g pavpo Kouti (auty) TV apXIIEKTOVIKY] Propel va 6l kaveig oto oxnpa 4.1).
Ava@£poupe Ta aroteAéoPaTa PETA TOV CUPIEPAOHO TOV H1a(OpKV ITapaAAay®Vv T0U POVIEAOU
ExplainThenPredict otov mivaka 4.7 apakato.

To poviédo pag dexetat éva {euyog (premise, hypothesis) otnv €icodo kat ripoBAérnet v
aVvTioTolX1n €UKETA (OUVEnaywyr], aviipaor, oudéteprn), enopéveg Katd 1) dtapkela g &-
Ay®Y1§ OUPIEPAOHAT®OV Pag evilagépet 1 akpifeia tou poviédou pag. BAémoupe ot 0Aeg
ol TapaAAayég Tou POVIEAOU £Xouv XapnAotepn akpifela amo v akpifela 10U povieAou
avagpopdg (90,13%), wotdco, 6nwg 9a oulNTr)COUHE EKTEVHOS TAPAKAT®, AUTO dev mpErel
va pag evoxAet kaBodou. EmmAéov, BAéroupe o1t np apardayr) ROBERTA2GPT Seq2Seq
EMITUYXAVEL TNV UPnAotepn akpifeia (87,97%), akodouBoupevr and 1o BERT2GPT mou €xet
axkpifela 86,72% kat 1édog £xoupe ta DISTILBERT2GPT kat ALBERT2GPT. H napatrpnon
autr) elval cUpe®VH e ta euprpata tou mivaka 4.4 kat diver pa évéedn ot ot akpeig €&-

nynoeig odnyouv yevika ot 1o akpifeig nmpoBAeyelg. v evotnta 4.3, S9a npoortabrjcouie



4.3 Arnotedéopata Aviayoviotkev Emmdéoeaov

BERT2GPT ALBERT2GPT DISTILBERT2GPT ROBERTA2GPT

+ + + +

BERT BERT BERT BERT
acc 86.72% 85.45% 85.15% 87.97%
acc (entailment) 89.13% 86.76% 87.29% 90.17%
acc (contradiction) 90.42% 88.35% 85.82% 91.69%
acc (neutral) 80.4% 81.14% 82.20% 82.01%

Table 4.7. AnoteAsopara ouumnspaouov tou puoviédou ExplainThenPredict. Ta BERT2GPT,
ALBERT2GPT, DISTILBERT2GPT and ROBERTA2GPT vmobewkvvovv v mapajiiayn mou
xenowornomdnke yia 10 Seq2Seq, svw 1o BERT unobesikvuer tov tatvountny Expl2Label.
Avagépouue 1000 ™ ovvoAky axpifeia ooo kat v akpifeia ava stuksta e§06ouv.

VA CUOXETIOOUYIE TV MOL0TNTA TV £§NYH0E®V 1€ TV AVOEKTIKOTTA TOV AVIITIAA®Y, 1) oroia
eivat AAAwote 1) ovoia g epyaoiag pag. Tédog, adilel va onpuelwdei 611 6Aa ta exknabeupéva
poviéda ExplainThenPredict erituyxavouv akpifela ouvenaymyng Kat aviipaong Kovid oto
90% xkat akpifela oudetepotntag yupw oto 80%, dndadrn onpavukd xapndotepr. Aap-
Bavovtag urown ot to ouvodo Sedopévav e-SNLI eivat ardoAuta 160pportnévo Petasyu tov 3
KA yopleV ToU, 01 XAPNAOTEPES TIHES TG 0UdETeEPNS akpifelag urntodnAwvouy ott, YeEVIKA, TO
povtédo pag propet va tagivoproetl eukoAdtepa {euyn orou 1) ripotaot) hypothesis ouvenaye-

Tat anod v premise 1 €pxXetal oe avtiBeon pe auvtnv.

4.3 AmnoteAéopata Aviayovictikav Emdecewv

Xpnowpornooupe TG ouviayég enibeong BERT-attack [33] kat TextFooler [3] mpokeévou
va aglodoyrjooupe Vv avbekukotna twv poviédov ExplainThenPredict anévavt oe aviay-
wviotikég ermbéoelg. Ot BERT-attack kat TextFooler eivat kopugdaieg ouviayég mapaywyns
AVIAY®VIOTIKOV ETTIOE0E@V 000V A@opd TNV emiBe0T OtV ApXITEKTOVIKY] TOV PHETAOXNATIOTOV
Kat Tap1adouv arnoAuta oto £pyo Pag, Kabog Kat o1 HU0 mapdyouv aviayoviotikd rapadeiy-
pata mou 1atneouv ) onuactoloyia Kat ) ouviagn Tou apX1KoU Kelévou e10680u. !

Ta mepdapata 1mou agopouv tg ermbeoelg daiayoviatr oe duo otddia, Oonwg gaivetat

MAapaKAI®:

1. Ztoxevoupe otnv mpotacn premise otav srmtidepeda oto POVIEAO ava@opdg Kal ota

povtéda ExplainThenPredict Siatnpwvtag v unioéSeon wg £xel.

2. Xtoxeuvoupe otnv rpotaoct) hypothesis otav ermtidépeda oto poviedo avagopdg Kat ota

poviéda ExplainThenPredict Siatnpoviag 1o premise og €xet.

IMa va perpriooupe v avBEKTIKOTNTA TOV aVIIIAA®V, 9a XP1O110ITO)COUHE Pld PETPIKD
TTIOU OVOPAdETal Tooooto emituyiag emideong (attack success rate). To mooooto srutuyiag
erifeong elval otnv MPAYPATIKOTNTA TO ITOCOCTO T®V MPOooTafeldv emibeong rmou mapd-
YOUV ermtuxnpéva aviayeviotika napadetypata. Enopéveg, uwndotepeg T1€G TOU ITOOOO-

ToU emtuyiag emifeong urmodnAcovouv UPnAo apilBpod ermTUXNPEVOV TMpoomabel®v yla

1310 kepdAaio 2, tovidoupe 6Tt pag evBlaPEPEL N AvayveOPLON KEWIEVIKAG CUVENAY®YHS NOvo Hetally onuaot
ojloyikd OUVEKTIKGU TIPOTACERV.
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dnuioupyla EYKUPOU AVIAY®VIOTIKOU rapddeiyiatog, EMOPEVOS TO HOVIEAO-0TOX0G eival gu-
AA®TO OTNV AvVIayeVviotky emifeor). Avtifeta, xapnAotepeg tipég urodnAwvouv xapnio ap-
10po ermtuxnpévev npoonadeimv yla i) dnpioupyia EYKUpoU aviaymviotikou rnapadsiypa-
106, EMTOPEVAG TO POVIEAD-0TOX0G £ival avBekTiko (robust) otnv aviayoviotikn enibsor. Kata
OUVETIELd, KAl AapBavoviag Uroyr) Ot 1] avOeKTIKOTTA O aviinada napadsiypata eivat pa
pétpnon g euaodnoiag evog NOVIEAOU Og aviaywviotika rapadetypata, kabiotatat ocageg
OTl TIPAYHATL TO TIOOOCTO erITUYXiaAg g emibeong eival pia £yKupr Kat AOY1Kn PETIPIKI) Yid TO

€pYo pag.

4.3.1 TextFooler

O aAyopiBpog TextFooler 6iaBétel 2 unep-rapapérpoug mou Jag EMITPENOUV VA EAEYE-
oupeE Vv embupnt MoKIAopopdia Kat onpuaciodoyiky] opoldtnta petaiy Tou apX1kou Kat
TOU aviayevioTikou ketpévou. [io ouykekpipéva, 1 unep-miapduerpog max_candidates
(ou ovopdadetat N oy egpyacia TextFooler [3]) xpnotporoteitat yia va kabopioet tov apt-
96 1wV UTOYN POV CUVEVUPGOV TIOU PITOPOoUV §UVNTIKA VA AVIIKATACTHooUV pid "eudAotn”
AéEn mou urdpxel oV apxiKy akolouBia KAl 1 UMep- TMAPAMETPOG Min_cos_sim (rou
ovopadetat 6 oy gpyaocia TextFooler [3]) xpnowonoteital yia va kabBopioel 10 KATO@AL
opo0Tag cuvnuitovou, wote n dratapaypévy akodoubia va Sswpeital EyKupo aviaywvio-
K06 napddeypa. Enopéveg, kabilotatal cagég ot n peyéduvon ng tipng max_candidates
1 n pelwon g TpPng min_cos_sim Sa avaykaoel ) Snpioupyila 1mo S1apopetk®V UIt-
oynPiov ouvEVUPGV €1§ BApog g ONPAcloAOYIKAG opolotntag. Avtifeta, n peiwon tou
max_candidates 1) nj Sievpuvorn tou min_cos_sim 9a avaykdoet 1 dnpioupyia onpaot-
0AOY1KA IT10 OP0RV UTOYWNPinv oUVEVUHNGV £1§ BApog g IokiAopopdiag.

O1din et. al. [3] woxupidovial ot n pudpion max_candidates = 50 kat min_cos_sim =
0.7 erutuyxavel 100pportia Petady MOKIAOTTAS KAl AEYXOU ONACI0AOYIKNG OpoldtIag,
orote ouprieptdapBavoupe autdév tov ouvduaopo TP®V ota Mepdpatd pag. EmmmAéov,
TIPOKEJIEVOU VA EUVON|OOULE T1] ONIIACI0AOYIKI] OPO1OTHTA £VAVTL TG TTIOIKIAOpopdiag, auda-
voupe eAa@pmg TNV T Tou min_cos_sim, 6nAadn nepapati{opacte emiong pe ) pudpion
max_candidates = 50 kat min_cos_sim = 0.75. Ta amnotedéopata 1oV €mBE0emv yia Tig
pubnioeig mou avadepbnkav napanave cuvoyidovial otoug nivaxeg 4.8 kat 4.9.

To ZxApa 4.3 anekovifel Ta EMIUXNPEvVa IT0000Td EMTUYXIag eMMiBeong TOV PHOVIEA®VY Pag
ExplainThenPredict oe oxéon pe 10 Moocootd srmtuyiag €mibeong ToU POVIEAOU ava@opdg
yla Ta ogvapla Ormou 1 poTact)-0toXog £ival To premise Kdt 1 mpotaon-otoxog eivat to hy-
pothesis, avtiotoixa. Ilapatnpoupe ot aveddptta ard v POTacn-otoX0 Kat TV TIHL
TOU min_cos_sim, O0Aeg ol MApPaAAayég TOU HOVIEAOU EIMITUYXAVOUV XAHPNAOTEPO ITOCOOTO
ermuyiag eniBeong oe OUYKPLON PE TO POVIEAO ava@opds. AUTO onpaivel 0Tt 01 MAPATAVE
rapaAAayeég eival OVIng o avOEKTIKEG OO0V APOPA TI§ AVIAYWDVIOTIKEG ETIOECES.

H ewkoéva 4.4 aneikovilet 10 mooootd Peiwong ToU ITOC00TOU EITUXIag TV eIBECE®V TIOU
emevy9nKe amno ta poviéda pag. duoka, n Tpn ava@opdg eivat 1o mooooto ertuyiag
emBéoewv TOU PoVIEAoU ava@opdg yia kade pudupion min_cos_sim in{0.7,0.75}. ‘Etot,
Hopoupe va ouprnepavoupe ot 1 apaddayry ROBERTA2GPT eival i mo ermtuxnpévn
otnv evioxuon g avlekukottag Kat akoAoubei n mapaddayry BERT2GPT. Autég ot 6U0



4.3.1 TextFooler

TextFooler

(target sentence: premise)

max_candidates = 50

BERT2GPT ALBERT2GPT

ROBERTA2GPT DISTILBERT2GPT

min_cos_sim = 0.7 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 24.93% 27.76% 24.2% 28.74% 24.08%
Attack success rate (|) 72.16% 67.99% 70.9% 67.33% 71.1%
Average perturbed word % 11.32% 8.04% 7.75% 7.93% 8.12%
Average num. words per input 21.39 21.39 21.39 21.39 21.39
Avg num queries 43.74 44.1 41.75 44.57 42.16
. BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 50 .
min_cos_sim = 0.75 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 33.22% 35.2% 30.92% 36.18% 31.1%
Attack success rate (]) 62.9% 59.41% 61.5% 58.88% 61.2%
Average perturbed word % 11.52% 8.02% 7.79% 7.89% 8.23%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 37.02 36.68 35.11 37.14 35.49

Table 4.8. Zvuvoyn anoteAsouarov (ailyoptduog napaywyng emt9éocwv: TextFooler, mpotaon-
otoxog: premise). H avajivon pag Saociletatl 0to TOO00TO EMITUXNUEVOV EMIECEDV, OUVETAS
Eupaon mpenel va 609<i 0TI¢ AVTIOTOL(ES YO AUUES.

TextFooler

(target sentence: hypothesis)

max_candidates = 50

BERT2GPT ALBERT2GPT

ROBERTA2GPT DISTILBERT2GPT

min_cos_sim = 0.7 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 10.33% 13.86% 12.68% 16.31% 11.83%
Attack success rate (]) 88.46% 84.01% 85.16% 81.46% 86.11%
Average perturbed word % 8.3% 7.1% 7.22% 7.32% 7.02%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 24.3 24.6 25.05 25.92 24.16
. BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 50 .
min_cos_sim = 0.75 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 15.89% 18.6% 18.19% 21.85% 16.73%
Attack success rate (|) 82.26% 78.55% 78.71% 75.16% 80.35%
Average perturbed word % 8.61% 7.28% 7.35% 7.49% 7.2%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 20.64 20.64 21.08 21.67 20.27

Table 4.9. Xvuvoyn anoteAsouarov (alyoptduog napaywyrc emt9éocwv: TextFooler, mpotaon-
otoxog: hypothesis). H avaivon pag Baociletal 0To TOO00TO EMIUYNUEVOV EMIE0EDV, OUVETAIS
Eupaon mpenel va 609<i 0TIG AVTIOTOL(ES YO AUUES.

napadAayeg Sexwpidouv pe ouvénela, SnAadn tooo yia ug premise/hypothesis wg npotdoeig-
OTOX0UG 000 Kat yia kade pudpion min_cos_sim € {0.7,0.75}. Ot ALBERT2GPT kat DISTIL-

BERT2GPT emituyxavouv onpaviikd BeATopEvn avBeEKTIKOTNTA POVO OTaV 1] TPOTACT-0TOX0S

givatl unobeor), eved aywvidovial va ermIuXouv HEI®PEVO TI0000TO ermtuyiag enibsong otav 1

POTAoN-0TOX0g €ivat urobeor.
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TextFooler
(comparison of attack success rates)

Target sentence: premise Target sentence: hypothesis

82.26%
78.55%78.71%
75.16%

80.35%
62.9%

61.5% 61.2%
59.41%} 58.88%/

attack success rate
attack success rate

m—baseline
mbert2gpt+bert
molbert2gpt+bert
. roberta2gpt+bert
= distilbert2gpt+bert

- baseline
W bert2gpt+bert
- albert2gpt-+bert
W roberta2gpt+bert
[ distilbert2gpt+bert

min cosine similarity min cosine similarity

Figure 4.3. Onuxomoinon to®v TU®V TOU TOCOOTOU ETUTUXNUEVOV AVTAYOVIOTIKOU ETOECEDV
ya g napaiiayés wwv ExplainThenPredict povtéAwv kat 1ou povieAou avagopds (afyoptd-
UOG Tapaywyng avtay®viotkov emdeocwv: TextFooler).

TextFooler
(% decrease of attack success rate)

Target sentence: premise Target sentence: hypothesis
6.69% 8.63%

s
8

451%
4.32%

s
3

9% decrease of attack success rate
9% decrease of attack success rate

2.32%
0.02

m—bert2gpt+bert
- albert2gpt+bert

m roberta2gpt+bert
m= gistilbert2gpt-+bert

m—bert2gpt+bert
- albert2gpt+bert
W roberta2gpt-+bert
- distilbert2gpt-+bert

min cosine similarity min cosine similarity

Figure 4.4. Onuxonoinon ¢ noooouiaiag eAAITIGONS TOU TOOOOTOU ETMTUXNUEVOV AvTAy®UIOo-
KOV eMOE0EOV (O¢ TPOG TO UOVTEA0 avaeopdg) Tou emtuyyavouv ot tapajiiayés twv Ex-
plainThenPredict povtéAamv (afydpduog tapaywyns aviayouiotkov emdéocwv: TextFooler).

4.3.2 BERT-attack

O alAyopiBpog BERT-attack 6iaBétel pia urnep-napdperpo mov pag ermtpenetl va eA&ys-
OUpE TNV erOUNPIT) ONPIACIOAOYIKE OPO10TTA HPETAEU TOU ApX1KOU KAl TOU AVIAY®VIOTIKOU
repévou. Mo ouykekppéva, n unep-niapdpetpog max_candidates (mou ovopadetat K oty
epyaoia BERT-attack [33]) xpnowporoteitatl yia va kaBopioet tov apifpod tov vnoyHplov
OUVOVUH®V TIOU UITOPOUV SUVNTIKA vd AVIIKATACToOUV pid "sudAetn" Aégn mou umdpxet
otV apykn akodoubia. Awaiobnukd, n peyéduvon tou max_candidates 9a avaykdaoet
m OSnpoupyia AtyoTepO OPOI®V ONHPACIOAOYIKA UTIOWNHiOV OUVEOVUU®OV KAl EMTOPEVAS TO
nooootd erutuyiag g ermiBeong avapéverat va auvindei [33]. Erdéyoupe va melpapatio-
toupe pe ug tpég max_candidates in{6, 8}, ot oroieg ermtuyxAavouv pa toopportia petau
ONHACI0AOYIKAS OHO10TNTAS KAl UTOAOYIOTIK®OV Nopwv. Ta amotedéopata tng emibeong ya
10 TipoavapepBev iep1BadAov ouvoyiloviat otoug mivakeg 4.10 kat 4.11 napakdate.

H ewodva 4.5 anewkovifel 1a 1mocootd emruyiag tov embéoenv tov PHoviedov pag Ex-
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BERT-attack
(target sentence: premise)

BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT

max_candidates = 6 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 19.26% 25.18% 21.92% 25.4% 23.37%
Attack success rate (|) 78.5% 70.96% 74.35% 71.13% 72.55%
Average perturbed word % 10.88% 7.97% 7.84% 7.84% 8.09%
Average num. words per input 21.39 21.39 21.39 21.39 21.39
Avg num queries 26.96 29.77 28.52 29.93 29.19
BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 8 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 14.79% 22.54% 19.02% 22.22% 20.02%
Attack success rate (]) 83.48% 74.01% 77.74% 74.74% 76.49%
Average perturbed word % 10.78% 7.94% 7.78% 7.83% 8.15%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 31.27 35.9 33.84 35.68 34.88

Table 4.10. Zvvoyn amnotefeoudiov (aiydpduog mapaywyng emdéocwv: BERT-attack,
mpotaon-otoxog: premise). H avaiuvon uag Saociferarl 0to mOO0OTO EMTUXNUEVOV ETOECEDD,
OUVETOG EUPacn TPETEL va HOIEL OTIG AVTIOTOL(ES YO AUUES.

BERT-attack
(target sentence: hypothesis)

BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT

max_candidates = 6 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 9.16% 15.23% 13.48% 16.11% 13.16%
Attack success rate (]) 89.77% 82.44% 84.23% 81.68% 84.54%
Average perturbed word % 8.58% 7.22% 7.41% 7.24% 7.34%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 15.28 16.24 16.3 16.59 16.03
BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 8 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 4.87% 11.68% 10.19% 12.53% 9.61%
Attack success rate (|) 94.57% 86.54% 88.08% 85.76% 88.71%
Average perturbed word % 8.16% 7.07% 7.24% 7.16% 7.21%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 17.37 18.93 19.03 19.46 18.69

Table 4.11. Zvvoyn amnotefeoudiov (aiydpduog mapaywyng emdéocwv: BERT-attack,
nmpotaon-otoxog: hypothesis). H avaduon pag Sacifetal 010 mToo00TO EMTUYXNUEVOV ETOECEDD,
OUVETOG EUPacn TPETEL va HOOEL OTIG AVTIOTOL(ES YO AUUES.

plainThenPredict o oxéon 1€ 10 TTOOOOTO €IMTUXIAG TOV EMBOECED®V TOU POVIEAOU AvVAPOPAS
yla Ta ogvapla OIou 1) IPOTaocn)-0toXog eivatl n premise Kat n mpdtaoct)-otoXog £ivat 1o
hypothesis. 'Exet evhiadépov va mapatnprjooupe oti, Kat yia ta Vo oesvdpla, OAeg ot
napaAdayeg tou poviedou ExplainThenPredict ermtuyydavouv otaBepd xapndotepo mocootd

ertuyiag eriBeong oe OUYKPLOL HE TO HOVIEAO ava@opdg, EMOREVAS 0 OTOX0G TS AuUsnong
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G AvOEKTIKOTNTAG ETTITUYXAVETAL.

BERT-attack
(comparison of attack success rates)

Target sentence: premise Target sentence: hypothesis

°

°

attack success rate
attack success rate

- baseline
W bert2gpt+bert
malbert2gpt-+bert
W roberta2gpt+bert
[ distilbert2gpt+bert

m—baseline
W bert2gpt+bert
malbert2gpt+bert
W roberta2gpt+bert
= distilbert2gpt+bert

min cosine similarity min cosine similarity

Figure 4.5. Onukonoinon ¢ mooootiaiag AATI®ONG TOU TOOOOTOU EMITUXNUEVOV aviay-
WOVIOTIKOV EMOETEDV (G TPOC TO UOVIEAO avaeopdg) TOU ETTUYXAVOUY Ol TapdAAayes tov
ExplainThenPredict poviéAov (adyopiduog mapaywyng aviayoulotkov endéocwv: BERT-
attack).

H ewkova 4.6 aneikovilel 10 mooootd Pei®ong ToU ITOCOO0TOU EMMITUXIAG TV ETTIBECE®V TIOU
emevy9nkKe amo ta poviéda pag. duoka, n Tpn ava@opdg eivat 10 mooooto ertuyiag
eriBeong tou poviédou avapopdg yia kade puduion max_candidates in{6, 8}. Mropoupe
VA CUUITEPAVOUIE OTL, Y1d TO OEVAPLO OIMOU 1] MPOTACK)-0T0X0g €ival n premise, n mapal-
Aayr) BERT2GPT eivat 1) o emtuxnpév otnv evioxuor g avOeKTIKOTNTAG TOV AVILTAA®V
Kat akolouBei 1 rnapardayny ROBERTA2GPT. Qotdoo, yla 10 oevaplo Orou 1 mpotaon)-
otoxog eivat 1o hypothesis, oupBaivel 1o avtiBeto, dnAadr) n ROBERTA2GPT erutuyydvet
) peyadutepn PEI®ON TOU TOCOOoToU ermtuyiag emibBeong kat akodoubei n BERT2GPT. Ze
KA Mepim®orn, PUMmopoulle va CUUIEPAVOUHE OT1, Tapdpiold HE 1Td Mmapdrndve IeEpapata
mou agpopouv 10 TextFooler, ot BERT2GPT xkat ROBERTA2GPT epgavidovial og ot 1o av-
YekTIKEG GO0V a@opd o0 TI0000TO ermtuyiag emibeong kat akoAoubouv o1t DISTILBERT2GPT
ka1t ALBERT2GPT, ot oroieg, oty repimoon g enibsong BERT, katapépvouv va peimoouv
onpavikd 1o ooooto ertuyiag emibeong, oe ouykptlon pe to TextFooler, omou 1o métuxav

e duokoAia.



4.3.2 BERT-attack

BERT-attack
(% decrease of attack success rate)

Target sentence: premise Target sentence: hypothesis

- bert2gpt+bert
m— albert2gpt+bert

W roberta2gpt+bert
= distilbert2gpt+bert
008

961%

9.39%

°
g
8

°
2

% decrease of attack success rate
% decrease of attack success rate

0.02

mbert2gpt+bert
m—albert2gpt+bert

. roberta2gpt-+bert
m distilbert2gpt+bert

min cosine similarity min cosine similarity

Figure 4.6. Onuxonoinon ¢ mooootiaiag £AATI®ONS TOU TOOOOTOU EMITUXNUEVOV aviay-
WUVIOTIKOV EMOETEDV (DG TPOS TO UOVTEAD avaeopdg) TOU ETTUYXAVOUV Ol TapaAAayeg tov
ExplainThenPredict povtéAov (afyopduog mapayoyns aviay@uioukov emdéocwv: BERT-
attack).
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Zupnepaopata

Tv rnapouoa epyaocia, tporororjoape Vv napadooiakr) gpyacia TET adlonooviag
£ENYN0EIG PUOIKIG YAWooag 1000 KATd Vv eKnaibeuorn 000 KAt KATA Vv e§ay®yr] CURITEPAO-
pdtov. Akodoubwviag v epyaocia twv Camburu et. al. [4], xpnowornowmoape ota mepa-
pata pag wm pudpion ExplainThenPredict, 1) omoia meptAapBdvel mpota €va nmapayoyiko
povtédo rou, debopévng plag npdtaong premise kat piag rpotaong hypothesis, poBAérmet
Ha e€fynon mou npoornabel va meptypdyet ) ONnuiacilodoyiKY] oX€on Hetasy tng premise
kat g hypothesis, kat 6eutepov aut n e§nynon tpogodoteital oe €vav tagvournt) mou
mpoBAérel v eukéta €§o6ou. H epyacia pag Paociletar oy mapatfpnon Ot Xpnot-
HOIOIWVIAg v mapandave pudpion, n mpoBleropevn eukéta dev e§aptdtal miéov dpeoa
amo g npotacelg premise kair hypothesis oty eicodo. Avt’ autou, egaptdtatl and pa
e€rjynon rou npoorabel va reptypAyet 1 onjaciodoyiky oxeon petady v §Uo rpotaoenv,
EMOPEVROS auty 1 evBiapeon e§rjynon 9a propovoe evbexopévag va @iAtpdpet to 96pufo
IOV EMMKAAUIIIETAL OTIG TTPOTACELS £10060u. AGOnKe £udaon oV Mapaywyn &nyrosov Kat,
OUYKEKPIIEVA, TE00EPA POVIEAA KODIKOTIOUT] - ATIOK®SIKOIIONTY) Baciopéva o petaoxnpa-
toteg (BERT2GPT, ALBERT2GPT, ROBERTA2GPT kat DISTILBERT2GPT) eknaibeutnkav

yla TOV OKOITO auTto.

Emtednkape ota povieda pag xprnowpornoloviag toug aiyopibpoug BERT-attack kat
TextFooler, ot omoiot eivatl ot o Siadedopévol otov topéa tou NLP kat mapayouv avray-
@VIOTIKA Ttapadeiypata mou S1atnpouv T onpacloAoYIKY OPo10Tnta avapeoa oty aubev-
TIKY] KOl QVIAY®VIOTIKY TPOTACH KAl, €IMiong, XPNOUHOIO|0aE T0 TI0O000TO EMITUXIAG TOV
emMOEoe®V Yla va PEIPHOOUNE TNV AVOEKTIKOTTA AMEVAVIL OTIS AVIAYWDVIOTIKEG £ITIOE0ENG.
Ta mepdpata pag £8e1av ot 0Aa ta eknaidsupéva povieda eivatl Oviwg mo avheKTKdA o
OUYKP10T] HE TO MOVIEAO ava@opdg, To Oroio eival évag ardog taivopntig mou dev ag-
lorotel g e€nyrnoelg Quolkng yAloooag. Eidwotepa, n peiowon tou 1mocootou ermtuyiag
eniBeong napatnpndnke otabepd, dniadr tooo yua 1o TextFooler 6co kat yia to BERT-
attack, kat yia tig 6uo npotdoeig-otdxoug (premise kat hypothesis) kat yia ka9e tipr vriep-
MIAPAPETPOU TOU aAyopifpou eniBeong mou xprnoiponodnke ota relpapatd pag. Emrmiéovy,
ouoxetioape MEPAPATIKA TV TIO0TTa Jlag €§nNynong pe myv avhekukomrta (peioon tou
0000ToU erutuxiag g emibeong). Tuykekpipéva, deifape, péow avbpwrivng agloddynong,
ou ot ntapaAdayég BERT2GPT kat ROBERTA2GPT Seq2Seq mapdayouv Tig 1o akpifeig
£ENYNOELG, EVE TAUTOXPOVA EIMITUYXAVOUV TNV UPNAOTEPT HEIOOT TOU IOCOCTOU E£ITUXiag

sIOLoEwV.



Chapter 5. Zuunepaopata

EAmnifoupe o11, oto péddov, 1 epyaocia pag Sa xpnotpevoet g £va 10XUpo Baciko KPLtplo
Yla T OUCYXETION TRV EENYNOEROV QUOIKAS YA®OOAg e TV avBeKTKot|ta anévavit o adver-
sarial attacks. EvBappuvetal kaveig va neipapatiotei pe adda ouvola dedopévav exktog
tou e-SNLI 1] va Xpnoornot|oel oUVOETEG APXITEKTOVIKEG TIOU ATOTUTI®OVOUV Babutepa tn

ONAC10A0Y1KY) OX€0r petasu premise kat hypothesis.
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Chapter E

Transformer-based Encoder-Decoder Models

6.1 Introduction

The transformer-based encoder-decoder model was introduced by Vaswani et al. [5]
in the famous Attention is all you need paper and is today the de-facto standard encoder-
decoder architecture in Natural Language Processing (NLP) [6, 7]. In this chapter, we at-
tempt to clarify how the transformer-based encoder-decoder architecture can be used for
modeling sequence-to-sequence problems. To this end, we break down the transformer-
based encoder-decoder model into its encoder and decoder part and we illustrate how the
model can be used for inference based on its mathematical definiton.

This chapter is divided into four sections:

e Background: We provide a short history of neural encoder-decoder models, mainly

focusing on RNN-based models.

o Encoder-Decoder: We present the transformer-based encoder-decoder model and

we explain how the model can be used for inference in sequence-to-sequence tasks.
e Encoder: We break down the encoder part of the model.

e Decoder: We break down the decoder part of the model.

6.2 Background

6.2.1 Natural Language Generation Task
6.2.1.1 Definition

Tasks in Natural Language Generation (NLG), a subfield of NLP, are best expressed as
sequence-to-sequence problems. Such tasks can be defined as finding a model that maps
a sequence of input words to a sequence of target words. Summarization and translation
are the most well-known examples of NLG tasks.

In the following, we assume that each word is encoded into a vector representation. n

input words can then be represented as a sequence of n input vectors as follows:

Xin = 1{X1,X2, ..., Xn}
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Consequently, sequence-to-sequence problems can be solved by finding a mapping f
from an input sequence of n vectors X;., to a sequence of m target vectors Y;.,, where
the number of target vectors m is unknown apriori and depends on the input sequence.

This mapping can be represented as follows:

f . Xl:n - Yl:m

6.2.1.2 Limitations

Sutskever et al. [34] noted that Deep Neural Networks (DNNs), despite their flexibility
and power, can only define a mapping whose inputs and targets can be sensibly encoded
with vectors of fixed dimensionality. Using a DNN model® to solve sequence-to-sequence
problems would therefore mean that the number of target vectors m has to be known
apriori and would have to be independent of the input X;.,. This is suboptimal, because,
for NLG tasks, the number of target words usually depends on the input X;., and not just
on the input length n. For example, an article of 1000 words can be summarized to both

200 words and 100 words depending on its content.

6.2.2 RNN-based Approach

In 2014, Cho et al. [35] and Sutskever et al. [34] proposed to use an encoder-decoder
model purely based on Recurrent Neural Networks (RNNs) for sequence-to-sequence
tasks. In contrast to DNNs, RNNs are capable of modeling a mapping to a variable

number of target vectors.

6.2.2.1 Basic Concepts

During inference, the encoder RNN encodes an input sequence X;., by successively
updating its hidden state?. After having processed the last input vector X, the encoder’s

hidden state defines the input encoding ¢. Thus, the encoder defines the mapping:
jéenc : Xl:n —¢C

Then, the decoder’s hidden state is initialized with the input encoding ¢ and, during
inference, the decoder RNN is used to auto-regressively generate the target sequence.
Mathematically, the decoder defines the probability distribution of a target sequence Y.,
given the hidden state c:

Padec(Y1:m|C)

By Bayes’ rule the distribution can be decomposed into conditional distributions of

!The same applies to Convolutional Neural Networks (CNNs). While an input sequence of variable length
can be fed into a CNN, the dimensionality of the target will always be dependent on the input dimensionality
or fixed to a specific value.

2At the first step, the hidden state is initialized as a zero vector and fed to the RNN together with the first
input vector x;.
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single target vectors as follows:

m
Poae(Yi:ml®) = [ | Pogec ¥ilYo:1-1.©)
i=1
Thus, if the architecture can model the conditional distribution of the next target vec-
tor, given all previous target vectors pg,. (¥ilYo:i-1.¢€). Vi € {1,..., m}, then it can model the
distribution of any target vector sequence given the hidden state ¢ by simply multiplying
all conditional probabilities. The RNN-based decoder architecture models pg,..(¥i|Yo:i-1.€)
by sequentially mapping the previous inner hidden state ¢;_;> and the previous target vec-
tor y;—; to the current inner hidden state ¢; and a logit vector 1;. This mapping can be

represented as follows:

Josee t Yie1,€im1) — (i, €0)

Subsequently, the softmax operation is used to transform the logit vector I; to a con-

ditional probablity distribution of the next target vector:
p(yilly) = Softmax(l;), with l; = fy,..(yi-1.¢i-1)

For more detail on the logit vector and the resulting probability distribution, please
see footnote®.

From the above equation, we can see that the distribution of the current target vec-
tor y; is directly conditioned on the previous target vector y;_; and the previous hidden
state ¢;_;. Because the previous hidden state ¢;—; depends on all previous target vectors
Yo. - . .,Yi-2, it can be stated that the RNN-based decoder implicitly (e.g. indirectly) models
the conditional distribution ps, (¥ilYo:i-1.€).

The space of possible target vector sequences Y;., is prohibitively large so that at
inference, one has to rely on decoding methods that efficiently sample high probability
target vector sequences from ps,. (Y1.mlC).

Given such a decoding method, during inference, the next input vector y; can then
be sampled from ps,. . (¥i|Yo:i~1, €) and is consequently appended to the input sequence so
that the decoder RNN then models ps,. (¥i+1/Yo:i. €) to sample the next input vector y;;
and so on in auto-regressive fashion.

An important feature of RNN-based encoder-decoder models is the definition of special
vectors, such as the EOS and BOS vector. The EOS vector often represents the final input
vector X, to "cue" the encoder that the input sequence has ended and also defines the end
of the target sequence. As soon as the EOS is sampled from a logit vector, the generation

is complete.

3¢y is thereby defined as ¢ being the output hidden state of the RNN-based encoder.

4A neural network can define a probability distribution over all words, i.e.p(ylc, Yo..1) as follows. First,
the network defines a mapping from the inputs ¢, Yo,;-; to an embedded vector representation y’, which
corresponds to the RNN target vector. The embedded vector representation y’ is then passed to the language
model head layer, which means that it is multiplied by the word embedding matrix, i.e. Y%, so that a
score between y’ and each encoded vector y € Y is computed. The resulting vector is called the logit
vector | = YVoeaPsize . y/ and can be mapped to a probability distribution over all words by applying a softmax
operation: p(y|c) = Softmax(Y'eaP-siz . y') = Softmax(l).
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The BOS vector represents the input vector yg fed to the decoder RNN at the very first
decoding step. To output the first logit 1;, an input is required and since no input has

been generated at the first step a special BOS input vector is fed to the decoder RNN.

6.2.2.2 Example walkthrough

ead LM Head LM Head LM Heac

t ottt

.>...>..->->.>c - RNN|>(RNN|+RNN| > RNN| +RNN) = (RNN
t t t t t t t ! 1 t 1 1 1

x1=I Xp=want x3=to x,=buy X;=a Xg=car x;=EOS y0=BOS y;ZIch y,=will ys=ein y;=Auto y;=Kaufen y¢=EOS
Figure 6.1. Auto-regressive generation example of RNN-based encoder-decoder model.

The unfolded RNN encoder is colored in green and the unfolded RNN decoder is colored
in red.

The English sentence "I want to buy a car", represented by x; = I, X9 = want, X3 = to,
X4 = buy, X5 = a, Xg = car and x; = EOS is translated into German: "Ich will ein Auto
kaufen" defined as yo = BOS, y; = Ich, yo = will, y3 = ein, y5, = Auto,ys = kaufen and
ys = EOS.

To begin with, the input vector x; = I is processed by the encoder RNN and updates its
hidden state. Note that because we are only interested in the final encoder’s hidden state
¢, we can disregard the RNN encoder’s target vector. The encoder RNN then processes the
rest of the input sentence want, to, buy, a, car, EOS in the same fashion, updating its
hidden state at each step until the vector x; = EOS is reached®. In the illustration above
the horizontal arrow connecting the unfolded encoder RNN represents the sequential
updates of the hidden state.

The final hidden state of the encoder RNN, represented by ¢ then completely defines
the encoding of the input sequence and is used as the initial hidden stateof the decoder
RNN. This can be seen as conditioning the decoder RNN on the encoded input.

To generate the first target vector, the decoder is fed the BOS vector, illustrated as
Yo in the design above. The target vector of the RNN is then further mapped to the logit
vector 1; by means of the LM Head feed-forward layer to define the conditional distribution

of the first target vector as explained above:

padec (leOS’ c)

5Sutskever et al. [34] reverses the order of the input so that in the above example the input vectors would
correspond to X; = car, X, = a, X3 = buy, X4 = to, X5 = want, X¢ = I and x; = EOS. The motivation is to allow
for a shorter connection between corresponding word pairs such as X¢ = I and y; = Ich. The research group
emphasizes that the reversal of the input sequence was a key reason for their model’s improved performance
on machine translation.
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The word Ich is sampled (shown by the grey arrow, connecting 1; and y;) and conse-

quently the second target vector can be sampled:
will ~ pg_. (y/BOS, Ich, ¢)

And so on until at step i = 6, the EOS vector is sampled from lg and the decoding is
finished. The resulting target sequence amounts to Y. = {y1,...,Y¥s}, which is "Ich will
ein Auto kaufen" in our example above.

To sum it up, an RNN-based encoder-decoder model, represented by fs_ . and ps,..

defines the distribution p(Y;.m|X1.n) by factorization:

m m
Poune i YimX1:0) = [ | Pocncuec Wil¥ori1, Xa:n) = [ | Poec 9ilY 02101, ©), with € = fo,,, (X).
i=1 i=1
During inference, efficient decoding methods can auto-regressively generate the target

sequence Y., Nevertheless, RNN-based encoder-decoder models have two pitfalls:

e RNNs suffer from the vanishing gradient problem, making it very difficult to capture

long-range dependencies [36].

e The inherent recurrent architecture of RNNs prevents efficient parallelization when

encoding [5].

6.3 Encoder-Decoder

In 2017, Vaswani et al. [5] introduced the Transformer architecture and thereby gave
birth to transformer-based encoder-decoder models.

Analogous to RNN-based encoder-decoder models, transformer-based encoder-decoder
models consist of an encoder and a decoder which are both stacks of residual attention
blocks. The key innovation of transformer-based encoder-decoder models is that such
residual attention blocks can process an input sequence X., of variable length n without
exhibiting a recurrent structure. Not relying on a recurrent structure allows transformer-
based encoder-decoders to be highly parallelizable, which makes the model orders of
magnitude more computationally efficient than RNN-based encoder-decoder models on
modern hardware.

As a reminder, to solve a sequence-to-sequence problem, we need to find a mapping
of an input sequence X;., to an output sequence Y., of variable length m. Let’s see how
transformer-based encoder-decoder models are used to find such a mapping.

Similar to RNN-based encoder-decoder models, the transformer-based encoder-decoder
models define a conditional distribution of target vectors Y., given an input sequence
Xin:

D8enc.8aee (Y 1:m|X1:n)

The transformer-based encoder part encodes the input sequence X;., to a sequence
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of hidden states Xi.,, thus defining the mapping:
Soee : X1:n = Xiin

The transformer-based decoder part then models the conditional probability distri-
bution of the target vector sequence Y;., given the sequence of encoded hidden states
X.n:

Poec(Y1:mlX1:0)-

By Bayes’ rule, this distribution can be factorized to a product of conditional prob-
ability distribution of the target vector y; given the encoded hidden states Xl:n and all

previous target vectors Yo.i—1:

m
Do YimlX1n) = | | Powec Wil Vo1 X10)
i=1

The transformer-based decoder hereby maps the sequence of encoded hidden states
il;n and all previous target vectors Y1 to the logit vector l;. The logit vector I; is
then processed by the softmax operation to define the conditional probability distribution
padec(yilYo;i_l,il;n), just as it is done for RNN-based decoders. However, in contrast
to RNN-based decoders, the distribution of the target vector y; is explicitly (or directly)
conditioned on all previous target vectors yo,...,¥y;-1 as we will see later in more detail.
The Oth target vector y is hereby represented by a special "begin-of-sentence" BOS vector.

Having defined the conditional distribution padec(inYo;i_l,le), we can now auto-
regressively generate the output and thus define a mapping of an input sequence X;., to
an output sequence Y., at inference.

Let’s visualize the complete process of auto-regressive generation of transformer-based

encoder-decoder models.

T1 Tl ?1 f1 T] ﬁl

=§1 =§2 =§3 =i4 =§5 =§5 =i7 LM Head| (LM Head) [LM Head| (LM Head| (LM Head| [LM Head
ot Nttt RN
[ Encoder Block )\. [ Decoder Block ]

4 4
[ Encoder Block j\ ( Decoder Block ]

t \ s
[ Encoder Block ] [ Decoder Block j
oottt s oottty

x1=I x;=want x3=to x,;=buy Xs;=a Xg=car x,=EOS yo=BOS yJ:‘ICll yg::.vill yg:*ein yJ:A‘uto yy,:k;;ufen y(,-:i]OS

Figure 6.2. Auto-regressive generation example of transformer-based encoder-decoder
model.
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As can be seen in Figure 6.2, the transformer-based encoder is colored in green and
the transformer-based decoder is colored in red. As in the previous section, we show how
the English sentence "I want to buy a car", represented by x; = I, xo = want, x5 = to,
X4 = buy, X5 = a, Xg = car, and X; = EOS is translated into German: "Ich will ein Auto
kaufen" defined as yo = BOS, y; = Ich, y; = will, y3 = ein, y4 = Auto, y5 = kaufen, and
Ys = EOS.

To begin with, the encoder processes the complete input sequence X;.7 = "I want to
buy a car" (represented by the light green vectors) to a contextualized encoded sequence
ilq. For example, X, defines an encoding that depends not only on the input x4 = "buy",
but also on all other words "I", "want", "to", "a", "car" and "EOS", i.e. the context.

Next, the input encoding im together with the BOS vector, i.e. Yy, is fed to the
decoder. The decoder processes the inputs im and yo to the first logit 1; (shown in

darker red) to define the conditional distribution of the first target vector y;:
Poercaec ¥1¥0, X1:7) = P o (IBOS, T want to buy a car EOS) = py,,.(yIBOS, X1.7)

Next, the first target vector y; = Ich is sampled from the distribution (represented by
the grey arrows) and can now be fed to the decoder again. The decoder now processes
both yp = "BOS" and y; = "Ich" to define the conditional distribution of the second target
vector yo:

P (YIBOS Ich, X;.7)

We can sample again and produce the target vector ys = "will". We continue in auto-
regressive fashion until at step 6 the EOS vector is sampled from the conditional distri-
bution:

EOS ~ ps,..(¥IBOS Ich will ein Auto kaufen, im)

And so on in auto-regressive fashion.

It is important to understand that the encoder is only used in the first forward pass to
map X;., to il:n- As of the second forward pass, the decoder can directly make use of the
previously calculated encoding X... For clarity, let’s illustrate the first and the second
forward pass for our example above.

As can be seen in Figure 6.3, only in step i = 1 do we have to encode "I want to buy a
car EOS" to 21;7. At step i = 2, the contextualized encodings of "I want to buy a car EOS"
are simply reused by the decoder.

To sum it up:

e The transformer-based encoder module defines a mapping from the input sequence

X1.n to a contextualized encoding sequence il;n.

e The transformer-based decoder module defines the conditional probability distribu-

tion DPb8gec (yilYO:i—l ’ iI:n)-

e Given an appropriate decoding mechanism, the output sequence Y., can auto-

regressively be sampled from py,,, (inYO;i,l,il;n), Yie{l,...,m}.
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Figure 6.3. Auto-regressive generation example of transformer-based encoder-decoder
model step by step.

Now that a general overview of how transformer-based encoder-decoder models work
has been provided, we can dive deeper into both the encoder and decoder part of the model.
More specifically, we will see exactly how the encoder makes use of the self-attention layer
to yield a sequence of context-dependent vector encodings and how self-attention layers
allow for efficient parallelization. Then, we will explain in detail how the self-attention
layer works in the decoder model and how the decoder is conditioned on the encoder’s out-
put with cross-attention layers to define the conditional distribution pg, (yilYO;i_l,il;n).
Along, the way it will become obvious how transformer-based encoder-decoder models

solve the long-range dependencies problem of RNN-based encoder-decoder models.

6.4 Encoder

As mentioned in the previous section, the transformer-based encoder maps the input

sequence to a contextualized encoding sequence:
f@enc : X1n = X

Taking a closer look at the architecture, the transformer-based encoder is a stack of
residual encoder blocks. Each encoder block consists of a bi-directional self-attention
layer, followed by two feed-forward layers. For simplicity, we disregard the normalization
layers. Also, we will not further discuss the role of the two feed-forward layers, but
simply see it as a final vector-to-vector mapping required in each encoder block®. The
bi-directional self-attention layer puts each input vector x’;,¥j € {1,..., n} into relation
with all input vectors x’;,...,x’, and by doing so transforms the input vector x’; to
a more 'refined" contextual representation of itself, defined as x”’;. Thereby, the first

encoder block transforms each input vector of the input sequence X;.; (shown in light

It is argued in Yun et. al. [8] that feed-forward layers are crucial to map each contextual vector x/;
individually to the desired output space, which the self-attention layer does not manage to do on its own. It
should be noted here, that each output token X’ is processed by the same feed-forward layer.
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green below) from a context-independent vector representation to a context-dependent
vector representation, and the following encoder blocks further refine this contextual
representation until the last encoder block outputs the final contextual encoding Xl:n
(shown in darker green below).

Let’s visualize how the encoder processes the input sequence "I want to buy a car EOS"
to a contextualized encoding sequence. Similar to RNN-based encoders, transformer-
based encoders also add a special "end-of-sequence" input vector to the input sequence

to hint to the model that the input vector sequence is finished”.

;il ;iz ;i:a ;il ;i ;_6 ‘.fi? EEE """"
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x1=I xy=want x3=to xy=buy Xs=a Xg=car x;=EOS

Figure 6.4. Encoding process of the transformer-based encoder module.

The exemplary transformer-based encoder is composed of three encoder blocks, whereas
the second encoder block is shown in more detail in the red box on the right for the first
three input vectors X;,Xs and x3. The bi-directional self-attention mechanism is illus-
trated by the fully-connected graph in the lower part of the red box and the two feed-
forward layers are shown in the upper part of the red box. As stated before, we will focus
only on the bi-directional self-attention mechanism.

As can be seen in Figure 6.4 each output vector of the self-attention layer x”/;, Vi €
{1,...,7} depends directly on all input vectors X'y, ..., X’7. This means, for example, that
the input vector representation of the word "want", i.e. X', is put into direct relation with
the word "buy", i.e. X’4, but also with the word "I",i.e. x’;. The output vector representa-
tion of "'want", i.e. X”5, thus represents a more refined contextual representation for the
word "want".

Let’s take a deeper look at how bi-directional self-attention works. Each input vector
x’; of an input sequence X’;., of an encoder block is projected to a key vector k;, value
vector v; and query vector (; (shown in orange, blue, and purple respectively below)

through three trainable weight matrices W, W,,, W.:
q; = quli’

Vi = WUX’i,

"However, the EOS input vector does not have to be appended to the input sequence, but has been shown
to improve performance in many cases. On the contrary, the BOS target vector of the transformer-based
decoder is required as a starting input vector to predict a first target vector.
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k; = Wix's,
Yie{l,...n}.

Note, that the same weight matrices are applied to each input vector x;, Vi € {i,..., n}.
After projecting each input vector x; to a query, key, and value vector, each query vector
q;.Yj €{1,...,n}is compared to all key vectors Ky, .. .,K,. The more similar one of the key
vectors K, ...k, is to a query vector (;, the more important is the corresponding value
vector v; for the output vector x”’;. More specifically, an output vector x”; is defined as
the weighted sum of all value vectors vy, ..., v, plus the input vector x’;. Thereby, the
weights are proportional to the cosine similarity between q; and the respective key vectors
ki, ..., k,, which is mathematically expressed by Softmax(KI: .+ q;) as illustrated in the
equation below.

Let’s illustrate the bi-directional self-attention layer for one of the query vectors of
our example above. For simplicity, it is assumed that our exemplary transformer-based

encoder uses only a single attention head and that no normalization is applied.

Figure 6.5. Bi-directional self-attention layer of the transformer-based encoder module.

On the left, the previously illustrated second encoder block is shown again and on the
right, an in detail visualization of the bi-directional self-attention mechanism is given for

the second input vector X5 that corresponds to the input word "want". At first all input

vectors X1, ..., X 7 are projected to their respective query vectors qy, ..., (7 (only the first
three query vectors are shown in purple above), value vectors vy, ..., v7 (shown in blue),
and key vectors K, ...,k7 (shown in orange). The query vector qs is then multiplied by

the transpose of all key vectors, i.e. K].. followed by the softmax operation to yield the
self-attention weights. The self-attention weights are finally multiplied by the respective
value vectors and the input vector xX’5 is added to output the "refined" representation
of the word "want", i.e. x5 (shown in dark green on the right). The whole equation is
illustrated in the upper part of the box on the right. The multiplication of KI:7 and qq
thereby makes it possible to compare the vector representation of "want" to all other input
vector representations "I", "to", "buy"”, "a", "car", "EOS" so that the self-attention weights
mirror the importance each of the other input vector representations x’;, with j # 2 for
the refined representation x5 of the word "want".

To further understand the implications of the bi-directional self-attention layer, let’s
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assume the following sentence is processed: "The house is beautiful and well located in
the middle of the city where it is easily accessible by public transport". The word "it"
refers to "house", which is 12 "positions away". In transformer-based encoders, the bi-
directional self-attention layer performs a single mathematical operation to put the input
vector of "house" into relation with the input vector of "it" (compare to the first illustration
of this section). In contrast, in an RNN-based encoder, a word that is 12 "positions away",
would require at least 12 mathematical operations meaning that in an RNN-based encoder
a linear number of mathematical operations are required. This makes it much harder for
an RNN-based encoder to model long-range contextual representations.

Also, it becomes clear that a transformer-based encoder is much less prone to lose
important information than an RNN-based encoder-decoder model because the sequence
length of the encoding is kept the same, i.e. len(X;.,) = len(il:n) = n, while an RNN
compresses the length from len((X;.,) = n to just len(c) = 1, which makes it very difficult
for RNNs to effectively encode long-range dependencies between input words.

In addition to making long-range dependencies more easily learnable, we can see that
the Transformer architecture is able to process text in parallel. Mathematically, this can
easily be shown by writing the self-attention formula as a product of query, key, and value
matrices:

X" 1:n = VipSoftmax(Q7., Ki:n) + X'1:n

The output X" ., = {x”1,...,x"”,} is computed via a series of matrix multiplications
and a softmax operation, which can be parallelized effectively. Note, that in an RNN-
based encoder model, the computation of the hidden state ¢ has to be done sequentially:
Compute hidden state of the first input vector x;, then compute the hidden state of the
second input vector that depends on the hidden state of the first hidden vector, etc. The
sequential nature of RNNs prevents effective parallelization and makes them much more
inefficient compared to transformer-based encoder models on modern GPU hardware.

Now there should be a better understanding of how transformer-based encoder models
effectively model long-range contextual representations and how they efficiently process

long sequences of input vectors.

6.5 Decoder

As mentioned in the section 6.3 (Encoder-Decoder), the transformer-based decoder de-
fines the conditional probability distribution of a target sequence given the contextualized
encoding sequence:

Pogee (Y 1:mlX1:)

which by Bayes’ rule can be decomposed into a product of conditional distributions of
the next target vector given the contextualized encoding sequence and all previous target

vectors:
m

padec(Yl:m|il:n) = npadec(deo:i—l,il:n)

i=1

Let’s first understand how the transformer-based decoder defines a probability distri-
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bution. The transformer-based decoder is a stack of decoder blocks followed by a dense
layer, the "LM head". The stack of decoder blocks maps the contextualized encoding se-
quence il:n and a target vector sequence prepended by the BOS vector and cut to the
last target vector, i.e. Yg.-1, to an encoded sequence of target vectors ?O:i—l- Then,
the "LM head" maps the encoded sequence of target vectors ?O:i— 1 to a sequence of logit
vectors L., = 1;,...,1,, whereas the dimensionality of each logit vector l; corresponds
to the size of the vocabulary. This way, for each i € {1,...,n} a probability distribution
over the whole vocabulary can be obtained by applying a softmax operation on l;. These

distributions define the conditional distribution:
Pouec ¥ilYo:i-1. X1:n). Vi€ {1..... 0},

respectively. The "LM head" is often tied to the transpose of the word embedding matrix,
ie W . = [yl, e ,y"ocab]TS. Intuitively this means that for all i € {O,...,n — 1} the "LM
Head" layer compares the encoded output vector y; to all word embeddings in the vocabu-
lary y!, ..., y" so that the logit vector l;;; represents the similarity scores between the
encoded output vector and each word embedding. The softmax operation simply trans-
formers the similarity scores to a probability distribution. For each i € {1,...,n}, the
following equations hold:

Padec(ﬂil:n, Yo:i-1)
= Softmax(fo.. X1:n. Yo:i-1))
= Softmax(W] y; ;)
= Softmax(l;).

Putting it all together, in order to model the conditional distribution of a target vector
sequence Y., the target vectors Y;.,,—1 prepended by the special BOS vector, i.e. yo, are
first mapped together with the contextualized encoding sequence Xl:n to the logit vector
sequence L;.,. Consequently, each logit target vector |; is transformed into a conditional
probability distribution of the target vector y; using the softmax operation. Finally, the
conditional probabilities of all target vectors yy,...,yn multiplied together to yield the

conditional probability of the complete target vector sequence:

m
Padec(Y1:m|X1:n) = ﬂ p@dec(Yi|YO:i—1’ Xl:n)-

i=1

In contrast to transformer-based encoders, in transformer-based decoders, the en-
coded output vector y; should be a good representation of the next target vector y;i;
and not of the input vector itself. Additionally, the encoded output vector y; should be
conditioned on all contextualized encoding sequence il:n- To meet these requirements

each decoder block consists of a uni-directional self-attention layer, followed by a cross-

8The word embedding matrix Wy, gives each input word a unique *context-independent* vector repre-
sentation. This matrix is often fixed as the "LM Head" layer. However, the "LM Head" layer can very well
consist of a completely independent "encoded vector-to-logit" weight mapping.
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attention layer and two feed-forward layers. The uni-directional self-attention layer puts
each of its input vectors y’ ; only into relation with all previous input vectors Yy, withi<gqg
for all j € {1,...,n} to model the probability distribution of the next target vectors. The
cross-attention layer puts each of its input vectors y”’ ; into relation with all contextualized
encoding vectors X., to condition the probability distribution of the next target vectors
on the input of the encoder as well.

Let’s now visualize the transformer-based decoder for our English to German transla-

tion example.
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Figure 6.6. Decoding process of the transformer-based decoder module.

As can be seen in Figure 6.6, the decoder maps the input Yq.5 "BOS", "Ich", "will",
"ein", "Auto", "kaufen" (shown in light red) together with the contextualized sequence of
"T", "want", "to", "buy", "a", "car", "EOS", i.e. X.7 (shown in dark green) to the logit vectors
L.¢ (shown in dark red).

Applying a softmax operation on each lj,ls,...,15 can thus define the conditional
probability distributions:

Po,..(¥YIBOS. X1.7).

P34 (YBOS Ich, X,.7),

P8, (¥YIBOS Ich will ein Auto kaufen, im).

The overall conditional probability of:
Ps,..(Ich will ein Auto kaufen EOSlezn)
can therefore be computed as the following product:
DPs,4..(Ich/BOS, im) X ... X pPs, (EOSBOS Ich will ein Auto kaufen, Xlﬁ).

The red box on the right shows a decoder block for the first three target vectors
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Yo.¥1,yY2. In the lower part, the uni-directional self-attention mechanism is illustrated
and in the middle, the cross-attention mechanism is illustrated. Let’s first focus on uni-
directional self-attention.

As in bi-directional self-attention, in uni-directional self-attention, the query vectors

qo; - - - »qm-1 (shown in purple below), key vectors Ko, . . .,K;—1 (shown in orange below),
and value vectors vy, ..., Vy—1 (shown in blue below) are projected from their respective
input vectors y'y,...,¥m-1 (shown in light red below). However, in uni-directional self-

attention, each query vector q; is compared only to its respective key vector and all
previous ones, namely Ko, ..., k; to yield the respective attention weights. This prevents
an output vector y”j (shown in dark red below) to include any information about the
following input vector y;, with i > 1 forallj € {0,..., m—1}. Asis the case in bi-directional
self-attention, the attention weights are then multiplied by their respective value vectors
and summed together.

We can summarize uni-directional self-attention as follows:
Y’ = Vo.;Softmax(KJ .q,) +y';.

Note that the index range of the key and value vectors is O : i instead of 0 : m — 1
which would be the range of the key vectors in bi-directional self-attention.
Let’s illustrate uni-directional self-attention for the input vector y’; for our example

above.

o
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Figure 6.7. Uni-directional self-attention layer of the transformer-based decoder moduile.

As can be seen in Figure 6.7, y”; only depends on y’, and y’;. Therefore, we put the
vector representation of the word "Ich", i.e. y’, only into relation with itself and the "BOS"
target vector, i.e. ¥, but not with the vector representation of the word "will", i.e. y’,.

So why is it important that we use uni-directional self-attention in the decoder instead
of bi-directional self-attention? As stated above, a transformer-based decoder defines a
mapping from a sequence of input vector Yo.,,—1 to the logits corresponding to the next
decoder input vectors, namely L;.,. In our example, this means, e.g. that the input vector

y1 = "Ich" is mapped to the logit vector lp, which is then used to predict the input vector
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y2. Thus, if y’;, would have access to the following input vectors Y’s:5, the decoder would
simply copy the vector representation of "will", i.e. y’5, to be its output y”,. This would
be forwarded to the last layer so that the encoded output vector y; would essentially just

correspond to the vector representation ys.

This is obviously disadvantageous as the transformer-based decoder would never learn
to predict the next word given all previous words, but just copy the target vector y; through
the network toy;_, forall i € {1, ..., m}. In order to define a conditional distribution of the
next target vector, the distribution cannot be conditioned on the next target vector itself.
It does not make much sense to predict y; from p(yIYo;i,i) because the distribution is
conditioned on the target vector it is supposed to model. The uni-directional self-attention
architecture, therefore, allows us to define a causal probability distribution, which is

necessary to effectively model a conditional distribution of the next target vector.

Great! Now we can move to the layer that connects the encoder and decoder - the

cross-attention mechanism!

The cross-attention layer takes two vector sequences as inputs: the outputs of the
uni-directional self-attention layer, i.e. Y”o.;m,—1 and the contextualized encoding vectors
il;n. As in the self-attention layer, the query vectors qo, ..., qmnm-1 are projections of the
output vectors of the previous layer, i.e. Y”o.n—1. However, the key and value vectors
ko,....km-1 and vq, ..., vy_1 are projections of the contextualized encoding vectors Xl;n.
Having defined key, value, and query vectors, a query vector (; is then compared to all
key vectors and the corresponding score is used to weight the respective value vectors,
just as is the case for bi-directional self-attention to give the output vector y””’; for all

i€{0,...,m— 1}. Cross-attention can be summarized as follows:
Yy = Vi.nSoftmax(K]. q;) +y";

Note that the index range of the key and value vectors is 1 : n corresponding to the

number of contextualized encoding vectors.

Let’s visualize the cross-attention mechanism for the input vector y”’; for our example

above.
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Figure 6.8. Cross-attention layer of the transformer-based decoder moduile.
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As can be seen in Figure 6.8, the query vector q; (shown in purple) is derived from
y”, and therefore relies on a vector representation of the word "Ich". The query vector
q: (shown in red) is then compared to the key vectors k;, . ..,Kk7 (shown in yellow) corre-
sponding to the contextual encoding representation of all encoder input vectors X;., = "I
want to buy a car EOS". This puts the vector representation of "Ich" into direct relation
with all encoder input vectors. Finally, the attention weights are multiplied by the value
vectors vy,...,V7 (shown in turquoise) to yield in addition to the input vector y”’; the
output vector y”’/; (shown in dark red).

What happens here is that each output vector y’; is a weighted sum of all value
projections of the encoder inputs vy, ..., vy plus the input vector itself y; (c.f. illustrated
formula above). The key mechanism to understand is the following: Depending on how
similar a query projection of the input decoder vector q; is to a key projection of the
encoder input vector k;, the more important is the value projection of the encoder input
vector v;. In loose terms this means, the more "related" a decoder input representation is
to an encoder input representation, the more does the input representation influence the
decoder output representation.

Now we can see how this architecture nicely conditions each output vector y””’; on
the interaction between the encoder input vectors il;n and the input vector y”;. Another
important observation at this point is that the architecture is completely independent of
the number n of contextualized encoding vectors il;n on which the output vector y”’;
is conditioned on. All projection matrices W{'°*® and Wi *® to derive the key vectors
k;....,k, and the value vectors vy,..., v, respectively are shared across all positions
1,...,nand all value vectors vy, . . ., v, are summed together to a single weighted averaged
vector. Now it becomes obvious as well, why the transformer-based decoder does not
suffer from the long-range dependency problem, the RNN-based decoder suffers from.
Because each decoder logit vector is directly dependent on every single encoded output
vector, the number of mathematical operations to compare the first encoded output vector
and the last decoder logit vector amounts essentially to just one.

To conclude, the uni-directional self-attention layer is responsible for conditioning
each output vector on all previous decoder input vectors and the current input vector
and the cross-attention layer is responsible to further condition each output vector on all

encoded input vectors.
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Adversarial Attacks

7.1 Introduction

An adversarial attack on a DNN model refers to the systematic procedure of gen-
erating adversarial examples, that is carefully crafted inputs aiming to fool the target
model. Specifically, adversarial examples have the key feature that they are crafted by
adding imperceptible perturbation (noise) to the original input [9] and for this reason
the terms adversarial examples and adversarial perturbations are used interchangeably
in the present thesis. These slightly perturbed inputs may seem innocent, but often lead
the model to output incorrect predictions with high confidence score [1]. It becomes clear
that adversarial attacks are malicious attacks that can effectively decrease the perfor-
mance and expose crucial vulnerabilities of state-of-the-art models used in several tasks
[10, 11, 12, 13, 14, 15, 16, 17]. In other words, adversarial attacks pose a significant
threat to crucial aspects of machine learning systems, such as security, transparency
and credibility and therefore the need to establish counter-measures against adversari-

ally crafted inputs is greater than ever [37].

7.2 Examples of Adversarial Attacks

Before we move on to further details about an adversarial attack, we present some
examples of adversarial attacks on the two most well-known machine learning areas:
Computer Vision (image domain) and NLP (text domain). These examples aim to provide
a fundamental intuition of adversarial attacks and to illustrate the fact that the added
perturbation is practically imperceptible to human, yet it can lead the model to generate

erroneous predictions with high confidence score.

7.2.1 Computer Vision

Figure 7.1 below depicts an adversarial attack instance to an image classifier. Specif-
ically, the target model is GooglLeNet which produces state-of-the-art results on the Im-
ageNet classification challenge [18, 19]. We observe that superimposing a tiny (but de-
liberate) amount of noise causes the model to misclassify the panda as a gibbon with an
extremely high confidence score (99.3%). We can also verify that the perturbed image is

practically indistinguishable from the original.
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+.007 x =
. x +
v sign(VJ(0,z,y)) esign(V,J(6,x,y))
“panda” “nematode” “gibbon”
57.7% confidence 8.2% confidence 99.3 % confidence

Figure 7.1. Panda is misclassified as gibbon, after adding practically unnoticable pertur-
bation to the original image (Image credit: Goodfellow et al. [1])

7.2.2 Natural Language Processing

No natural analogy to the adversarial examples in Computer Vision exists for NLP. To
be exact, the above example illustrates the fact that the original and perturbed image are
literally indistinguishable to the human eye. However, how can two sequences of text be

truly identical without being the same?

It has been already mentioned that the key feature of a valid adversarial example is
its high similarity to the original input. In the image domain, we saw that it is possible to
craft adversarial images that look exactly the same as the original, so there was no need
to dive deeper into the notion of similarity, because the similarity was obviously visual.
When it comes to the text domain, we must distinguish the notion of similarity into two

categories:

e Visual similarity The perturbed text sequence looks very similar to the original
input. Typically, adversarial attacks that retain visual similarity attempt to change
as few characters as possible or insert human-like typos in the original sequence
(see Table 7.1 below).

e Semantic similarity The perturbed text sequence is semantically indistinguishable
from the original input. Typically, adversarial attacks that retain semantic similarity
attempt to paraphrase the original input or perform synonyms substitution (see
Table 7.1 below).

In the present thesis, we focus on adversarial attacks in NLP and specifically on
those that preserve the meaning of the original sequence and generate grammatically and
syntactically valid text. This type of attacks is suitable for the NLI task, because we are
interested in recognizing textual entailment only in meaningful and semantically coherent

sentences.
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Adversarial attack examples in NLP

WordBug
(visual similarity)
Original input (label: POS) This film has a special place in my heart
Adversarial input (label: NEG) This film has a special plcae in my herat

TextFooler
(semantic similarity)
Original input (label: NEG) The characters are totally estranged from reality
Adversarial input (label: POS) The characters are fully estranged from reality

Table 7.1. WordBug attack recipe (which aims to retain visual similarity) manages to flip
the classifier’s output label by inserting only 2 typos in the original sequence [2]. Similarly,
TextFooler attack recipe (which aims to retain semantic similarity) manages to fool the
classifier by replacing the word "totally” with its exact synonym word "fully” [3]. (POS:
positive review, NEG: negative review)

7.3 Basic Concepts and Definitions

This section gives the fundamental preliminary knowledge of adversarial attacks, in-
cluding formula descriptions, basic taxonomy of adversarial attacks as well as metrics

that measure a model’s robustness against adversarial attacks.

7.3.1 Formula Descriptions

Section 7.2 provided a basic intuitive understanding of an adversarial attack, there-
fore we can now introduce the proper notation that formally describes the concept of
adversarial attacks.

An adversarial attack can be fully defined by first defining its fundamental compo-
nents. As mentioned above, an adversarial attack on a DNN model refers to the systematic
procedure of generating adversarial examples, which means that the target DNN model
and adversarial examples can be recognized as the integral components of an adversarial
attack. In addition, the present thesis introduces counter-measures and defense mecha-
nisms against adversarial attacks in NLI models, therefore we need to define the concept
of robustness. The definitions of DNNs!, adversarial examples and robustness are given
below [9]:

DNN: A typical DNN can be represented as the function F : X — Y, which maps an
input set X to a label set Y. Y is a set of k classes, typically Y = {0, 1, ..., k— 1}. A sample
x € X is correctly classified by F to the ground-truth label y if and only if F(x) = y.

Adversarial Example: An attacker’s goal is to add a small perturbation (noise) € in
sample x to create the perturbed input x’ = x + ¢, such that F(x’) = y’ # y, where y is

the ground truth label of x (that was also originally predicted by the DNN). Apart from

In our work, we deal with adversarial attacks on NLI models. However, NLI is a sub-task of the classi-
fication task in machine learning, therefore the formal definition that is given for DNNs implicitly concerns
DNN classifiers.
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being misclassified by the DNN, the noise superimposed to x should be imperceptible to
humans. To achieve this goal, the perturbation € must not exceed a predefined threshold
6, i.e. ||e]| < 6. Moreover, several imperceptibility metrics are adopted which are defined
in section 7.3.3.

Robustness: A robust DNN model resists an adversarial attack by correctly classifying
the adversarial examples x’ generated by this attack. Hence, the predicted label that
corresponds to x’ should be y rather than y’ in a robust DNN model, i.e. F(x') = y,
where y is the label of x that was originally predicted by the DNN. The defense methods to

enhance the robustness of models should tackle a wide range of perturbations e effectively.

7.3.2 Classification of Adversarial Attacks

There are three prominent criterias based on which adversarial attacks can be cate-

gorized. These criterias are listed below:

e Adversary’s® goal What is the goal or purpose of the attacker? Do they want to
misguide the DNN’s decision on one sample or influence the overall performance of
the DNN model? [10]

e Adversary’s knowledge What information is available to the attacker? Do they
know the DNN’s structure, its parameters or the training set used for the DNN’s

training? [10]

e Perturbation unit What is the basic unit within the input sample (word, character,

sentence) that gets perturbed? (applies only to text domain) [9]

Adversary's Adversary's Perturbation
goal knowledge uTit
Poisoning Evasion Targeted | Non-targeted White-box Black-box Char-level Word- Sentence- Multi-
attacks attacks attacks attacks attacks attacks attack level attack level attack  level attack

Figure 7.2. Classification of adversarial attacks

7.3.2.1 Adversary’s goal

e Poisoning attacks vs Evasion attacks
Poisoning attacks refer to the attacking algorithms that allow an attacker to insert
fake samples into the training database of a DNN algorithm or modify legitimate
training samples. These fake (poisoned) samples can have a significant impact on
the performance of the trained classifier, e.g. they can result in the poor accuracy
on test samples. This type of attacks frequently appears in the situation where the
adversary has access to the training database. For example, web-based reposito-
ries often collect malware examples for training, which provides an opportunity for

adversaries to poison the data [10].

2The term "adversary" refers to the attacker, i.e. the person that carries out the adversarial attack.
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In evasion attacks, the classifiers are fixed and usually have good performance on
benign testing samples. The adversaries do not have authority to change the clas-
sifier or its parameters, but they craft some fake samples that the classifier cannot
recognize. In other words, the adversaries generate some fraudulent examples to
evade detection by the classifier [10]. For example, in autonomous driving vehicles,
sticking a few pieces of tapes on the stop signs can confuse the vehicle’s road sign

recognizer [20].

o Targeted attacks vs Non-targeted attacks
In a targeted attack, when the victim sample (x, y) is given, where x is feature
vector and y € Y is the ground truth label of x, the adversary aims to induce the
classifier to give a specific label t € Y to the perturbed sample x’. For example, a
fraudster is likely to attack a financial company’s credit evaluation model to disguise

himself as a highly credible client of this company [10].

In a non-targeted attack, there is no specified target label t for the victim sample

x and the adversary only wants the classifier to predict incorrectly [10].

7.3.2.2 Adversary’s knowledge

e White-box attacks
In a white-box attack setting, the adversary has access to all the information of the
target DNN model, including its architecture, parameters, gradients etc. Therefore,
the adversary can make full use of the network information to carefully craft ad-
versarial examples. White-box attacks have been extensively studied because the
disclosure of model architecture and parameters helps people understand the weak-
nesses of DNN models. According to Tramer et al. [21], security against white-box

attacks is the property that we desire ML models to have [10].

e Black-box attacks
In a black-box attack setting, the inner configuration of DNN models is unavailable
to adversaries. Adversaries can only feed the input data and query the outputs of the
models. They usually attack the models by keeping feeding samples to the box and
observing the output to exploit the model’s input-output relationship. This setting
can expose the weaknesses of a model, because it allows the adversary to identify
potential shallow statistic properties between input and output. Compared to white-
box attacks, black-box attacks are more practical in applications because model
designers usually do not publicly release their model parameters for proprietary

reasons [10].

7.3.2.3 Perturbation unit

In the text domain, adversarial attacks can be classified as char-level, word-level,
sentence-level, and multi-level according to the perturbation units in generating adver-

sarial examples.
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e Char-level attacks
Char-level attacks indicate that adversaries modify several characters in words to
generate adversarial examples that can fool the detectors. Specifically, the modifica-
tions are mostly misspellings and the common operations include insertion, swap,
deletion and flip [9].

e Word-level attacks
Word-level attacks involve various word perturbations. Attackers generate adver-
sarial examples by inserting, replacing, or deleting certain words in various manners
[9].

e Sentence-level attacks
Sentence-level attacks usually insert a sentence into a text or rewrite the sentence

while maintaining its meanings [9].

e Multi-level attacks
Multi-level attacks incorporate more than one of the three perturbation attacks

mentioned above to achieve the imperceptible and high success rate attack [9].

7.3.3 Imperceptibility Metrics for Text Inputs

Adversarial examples are crafted by adding imperceptible perturbations into legitimate
inputs to incur erroneous output labels [22]. In the image domain, various metrics are
adopted to measure the imperceptibility of adversarial examples. L, norm is the most

commonly used method defined as

lAX], =

where:

e p represents the type of distance that is used to measure the resemblance of the
original sample x and the perturbed sample x’. For example, p = 2 indicates the

well-known euclidean distance

lAx||, represents the perturbation magnitude (added noise)

e n represents the dimensionality of x and x’, i.e. both x and x’ have n features
e x; represents the i-th feature of the original sample x, i =1,2,...,n

e x{ represents the i-th feature of the perturbed sample x’, i = 1,2, ...,n

Nevertheless, it is not possible to use the L, norm for accurately measuring impercep-
tibility in text inputs. In the image domain, one can introduce a pixel-level perturbation
without actually changing how the image appears to the human eye (see figure 7.1). This
is not applicable to the text domain, because every perturbation is visible to humans, due
to the introduced grammatical and spelling errors. For the purposes of our thesis, an

adversarial attack in the text domain is successful (in terms of imperceptibility) if:
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e No obvious errors are observed by the human eye [9].

e The crafted adversarial text conveys the same semantic meaning as the original one
[9].

e The model output on the adversarial text and the legitimate input is different, which

means an erroneous output has occurred [9].

Thus, the majority of metrics adopted in images cannot be directly applied for eval-
uating the quality of adversarially crafted text sequences due to the inherently different
perturbation mechanisms in these two types of data. Next, we present the metrics em-

ployed for measuring the imperceptibility of adversarial texts [9].

e Euclidean distance [23]. Euclidean distance refers to the similarity between two

vectors by measuring their distance in the Euclidean space. Specifically, given two
- = . . . L= -

word vectors u, U of dimensionality n, i.e. u = (u, ug, ..., up) and v = (vy, vg, ..., Up),

the Euclidean distance ED of these two vectors is defined as

n

D) = N - o)+ (e - ) o+ (-0 (7.2)
i=1

ED =

The lower the distance, the more similar the vectors.

o Edit distance [24]. Edit distance refers to the similarity between two strings by
calculating the number of editing operations required to convert one string to an-
other. Levenshtein distance [25] is a widely used edit distance. For two strings a

and b, the Levenshtein distance lev is calculated by

max(i, j) if min(i,j) = 0
lev(i,j) = lev(i—1,j) +1 (7.3)
mindlev(i,j— 1)+ 1 otherwise
lev(i—1,j— 1)+ 1gzp,

where lev(i,j) is the distance between the first i characters in a and the first j
characters in b. The lower the Levenshtein distance, the more similar the two

strings.

e Cosine similarity [3]. Cosine similarity refers to the similarity between two vectors
by measuring the cosine of the angle between them. Specificlly, given two word
vectors U, T of dimensionality n, i.e. U= (ug, ug, ..., uy) and T = (v1, Vg, ..., Up), the

cosine similarity CD is calculated by

- =
u-u D W X v

D = =
R [y w5, o
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Compared to Euclidean distance, the cosine similarity pays more attention to the
difference between the directions of the two vectors. The more consistent their

directions, the more similar the vectors.

e Jaccard similarity coefficient [26]. The Jaccard similarity coefficient is used to
compare the similarity between two objects, that are represented as sets. For two

given sets A and B, the Jaccard similarity coefficient J(A, B) is calculated by

_JAnB|
" JAUB]

J(A, B) (7.5)

where O < J(A, B) < 1. The closer the value of J(A, B) is to 1, the more similar the
two sets are. In the text domain, intersection A N B is the set that contains words
present in both text sequences, whereas union AU B is the set that contains words

present on either text sequence (without duplication).
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Proposal

8.1 Problem statement

Machine Learning models that are trained to achieve state-of-the-art accuracy on
held-out datasets often learn to base their predictions on shallow input statistics that are
deduced at training time [4]. Therefore, a small perturbation to the input can significantly
impact the predictions of such models, thus making them susceptible to adversarial
attacks. For example, Jin et. al. [3] showed that attacking the state-of-the-art NLI

classifier drops the accuracy from 89.4% to only 4%.

8.2 Motivation

In 2018, Camburu et. al. [4] introduced the e-SNLI dataset, which extends the SNLI
dataset [27] by incoprorating human-annotated free-form natural language explanations
that justify why a specific pair of sentences (premise and hypothesis) are associated with
the semantic relation of entailment, contradiction or neutrality.

Camburu et. al. [4] claim that the e-SNLI dataset can be exploited in the direction
of training interpretable models that provide robust explanations for their predictions.
Nevertheless, no systematic research or experiments have been conducted in order to
verify or reject this claim. In this work, we investigate whether the above claim holds true
in terms of adversarial robustness. Specifically, we conduct a series of experiments in
order to check whether NLI models that are trained with natural language explanations

are more resistant to adversarial attacks.

8.3 Proposal

Our experiments strongly rely on the ExplainThenPredict framework introduced by
Camburu et. al. [4]. According to this setup, the predicted label is not directly conditioned
on the input premise and hypothesis. Instead, it is conditioned on an explanation that
attempts to describe the semantic relationship between the input premise and hypothesis.
The intermediate explanation is the novelty of our work and we investigate whether it
can filter noise superimposed in the input sentences, therefore improving adversarial

robustness.
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Experiments and Results

9.1 Experimental setup

9.1.1 Explanations-based setup

This setup exploits natural language explanations and actually corresponds to the Ex-
plainThenPredict framework (see figure 9.1) introduced by Camburu et. al. [4]. According
to ExplainThenPredict, the NLI task is modified as follows:

1. Given a pair of premise and hypothesis, a generative model (called Seq2Seq as a
codename) produces a free-form natural language explanation that justifies the se-
mantic relationship between the premise and hypothesis (entailment, contradiction

or neutral).

2. This explanation is fed into a classifier (called Expl2Label as a codename) that

predicts the output label (entailment, contradiction or neutral).

Seq2Seq Expl2Label
g - Fommmmmmmmmmmmmmemecmmmmm—m————- 1
) ) ) )
) ) ) )
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' premise 4 ! ! !
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: Transformer-based explanation : : explanation N BERT label :
: Encoder-Decoder J H H " Classifier :
) ) ) )
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hypothesis
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1) 1) 1) 1)
1) 1) 1) 1)
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premise

ExplainThenPredict label

(Seq2Seq + Expl2Label)

hypothesis

Figure 9.1. ExplainThenPredict setup



Chapter 9. Experiments and Results

Figure 9.2 illustrates an exemplary inference process that follows the above setup.
For demonstration purposes, we select a pair of brief and straightforward sentences from
the e-SNLI dataset, i.e. A Land Rover is being driven across a river serves as premise
and A vehicle is crossing a river serves as hypothesis. During inference, the generative
model produces the explanation Land Rover is a vehicle, which correctly captures the
semantic relation of the two sentences, and finally, this explanation is fed to the classifier,
which, in turn, predicts the label entailment. This label matches the ground-truth and is

conceptually aligned with the generated explanation.

Seq2Seq Expl2Label

L) - .

1 A Land Rover is being
: driven across a river
L)

Land Rover is

=
1
1
1
1
h 1
Land Rover is :
f a vehicle
1
1
1
1
1
1
1
L

Transformer-based W a vehicle
Encoder-Decoder J

entailment

BERT
Classifier

A vehicle is crossing
ariver

Figure 9.2. Exemplary inference process, according to ExplainThenPredict setup

It becomes clear that the predicted label is now conditioned on the intermediate ex-
planation produced by the generative model, instead of directly depending on the input
premise and hypothesis. Moreover, by providing the intermediate explanation as input to
the explanation classifier, we can consider the combination of the two models as a black
box that is fed with a pair of premise and hypothesis and predicts the corresponding label.
Therefore, the modified NLI task comes down to the traditonal NLI task.

Camburu et. al. [4] claim that this is a sensible decomposition of the NLI task, as
in the vast majority of cases, the explanation has a specific template depending on the
semantic relation it justifies. In other words, the explanation is strongly indicative of the
label it justifies.

In all the experiments that will be mentioned below, we consider the following archi-

tectures for our models:

e Generative model: Camburu et. al. [4] used RNN-based generative models in their
experiments. We choose to differentiate by considering the transformers architec-
ture, which is more efficient and widely used nowadays. So, our generative model is
essentially a transformers-based encoder-decoder model (see chapter 6 for details).
Specifically, for the decoder part we make use of GPT-2 and for the encoder part we
make use of the most prevalent BERT variations, i.e. BERT, DistilBERT, ALBERT
and RoBERTa. For example, if the encoder follows BERT architecture, we call our
model BERT2GPT, if the encoder follows RoBERTa architecture, we call the model
ROBERTA2GPT and so on.

e Explanation classifier: We use a BERT-based classifier, i.e. a BERT encoder
with a classification head on top of the embeddings. This is a simple, yet effective

architecture which, as will be shown later, achieves a surprisingly high accuracy.
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It is worth highlighting that the novelty of our work revolves around the explanation
generation which is attributed to the generative model. Consequently, our experimental
analysis focuses on different architecture variations of the generative model, while keeping

the simple BERT architecture as basis for the explanation classifier.

9.1.2 Explanations-free setup

This setup corresponds to the traditonal NLI task, where a classifier is fed with a pair
of premise and hypothesis and predicts their semantic relation (entailment, contradic-
tion, neutral). In this case, the output label is directly conditioned on the input premise
and hypothesis. This setup does not include explanations and thus will serve as a base-
line. The classifier is essentially a BERT-based classifier, i.e. a BERT encoder with a

classification head on top of the embeddings.

9.2 Training and Evaluation

9.2.1 Baseline

The fine-tuning process of the baseline model is pretty straightforward. We remind
that the baseline is essentially a BERT-based classifier, i.e. a BERT encoder with a
classification head on top of the embeddings. At train time, both the pair of (premise,
hypothesis) and the ground-truth label is provided, while at inference time the classifier
predicts the label based on the input pair of premise and hypothesis. Naturally, accuracy
is used as validation metric for the classifier. All the necessary fine-tuning details of the

baseline can be found in table 9.1 below.

Fine-tuning details

encoder checkpoint bert-base-uncased

encoder max length 128
# epochs 5
batch size 32
# GPUs 1
GPU type NVIDIA Volta V100
training time ~6 hours
test acc 90.13%

Table 9.1. Fine-tuning details of the BERT-based classifier that serves as baseline.

9.2.2 ExplainThenPredict model

In figure 9.2, the generative model and the explanation classifier appear to be inter-
connected provided that the output of the former serves as input for the latter. However,
this is not entirely true, because the two models are trained (fine-tuned) separately and

they become joint only at inference time. Indeed, this is a sensible approach, as the two
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models serve different tasks, i.e. generative model is under the task of text generation
and explanation classifier is under the task of text classification.

Having fine-tuned the generative model and the explanation classifier for their cor-
responding tasks, the two models can be interconnected as can be seen in figure 9.2.
Therefore, we can consider this model combination as a black-box and perform inference
in this black-box, where the input is now a pair of (premise, hypothesis) and the output is

the label that describes their semantic relationship (entailment, contradiction, neutral).

9.2.2.1 Seq2Seq

For fine-tuning the transformer-based generative model, at training time we provide
both the pair of (premise, hypothesis) and the ground-truth explanation, while at inference
time the model predicts an explanation based only on the input pair of premise and
hypothesis.

Now, it is of paramount importance to determine the validation metric that we will
use for selecting the optimal Seq2Seq model at training time. To be able to do so, we
must consider the task that our Seq2Seq models try to solve. The specific task is expla-
nation generation, which falls under the category of text generation. Some popular text
generation metrics are BLEU [28], METEOR [29], ROUGE [30] and BERT-score [31].

All of these metrics evaluate the predicted text against a set of ground-truth texts that
are called references. This is in line with our task, as both validation and test e-SNLI
data include 3 human-annotated explanations for each sample. This is a key feature of
the e-SNLI dataset and is actually necessary, because an explanation can be formulated
in many different ways, while preserving its meaning. Therefore, the 3 explanations per
sample introduce a set of versatile alternative explanations and render the values of the
aforementioned text generation metrics more representative of the generated explanation
quality.

However, we must also consider that METEOR and BLEU were invented to address
the task of machine translation [29, 28], while ROUGE was invented to address the task
of summarization [30]. In other words, METEOR, BLEU and ROUGE are task-specific
text generation metrics and only BERT-score remains task-agnostic. The main problem
lies in the fact that, so far, there is no metric invented exclusively for the explanation
generation task, so we have to either use BERT-score, which is task-agnostic, or borrow
a metric (BLEU, METEOR, ROUGE) that addresses a different task. Of course, none of
these options is optimal, because the absence of a task-specific text generation metric
does not allow us to fully rely on the automatic evaluation of the generated explanations
quality.

For this reason, we perform a post-hoc human evaluation of the generated explana-
tions, which is the standard methodology in the field of explanation generation and is
leveraged in similar works [4, 38, 39]. Specifically, we randomly collect 100 samples from
the e-SNLI dataset and we concatenate each sample with the corresponding explanation
generated by the Seq2Seq model in use (BERT2GPT, DISTILBERT2GPT, ROBERTA2GPT,
ALBERT2GPT). This way, we create a custom, minimal dataset that has the pair of
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columns (premise, hypothesis, ground-truth label, predicted explanation) and we manu-
ally determine whether the generated explanation is correct, i.e. whether it fully justifies
the ground-truth label. Examples of manually annotated explanations can be found in
table 9.2.

Does the explanation fully

premise hypothesis gold label predicted explanation justify the label?

A blond headed child in yellow boots

and yellow jacket vest playing in the gravel A blonde child is playing entailment A child playing is the same as

NO

a child playi
with his pail, shovel and trucks a child playing
A blond headed child in yellow boots A blond headed child is a type
and yellow jacket vest playing in the gravel A blonde child is playing entailment of blond child and playing in YES
with his pail, shovel and trucks the gravel is a type of playing
An elderly woman wearing a skirt
is picking out vegetables at a A young girl is blowing bubbles contradiction An elderly woman is not a young girl NO
local market
An elderly woman wearing a skirt An elderly woman is not a young girl.
is picking out vegetables at a A young girl is blowing bubbles contradiction Picking out vegetables is not the same YES
local market as blowing bubbles

Table 9.2. Manual annotation examples _from our sampled collection. In case of entailment,
we consider an explanation accurate, if it includes all the reasons why hypothesis is entailed
by premise. In case of contradiction, an explanation is accurate, if it includes all the reasons
why hypothesis contradicts the premise.

Acknowledging that the selection of a metric that fits our task is crucial for the quality
of the generated explanations, we conducted thorough experiments in order to determine
which of the text generation metrics METEOR, BLEU, ROUGE and BERT-score is the
right for our task. Specifically, we fine-tuned our Seq2Seq models experimenting with
each of the above metrics as a validation metric and we manually checked the quality of
generated explanations using the methodology that was described above. The validation
metric selection was based on the human evaluation of the generated explanations and
the results showed that METEOR is the most suitable metric for our task and is followed
by BERT-score. This is another evidence that METEOR and BERT-score have a high cor-
relation with human judgement [40, 39] and indeed the whole concept of NLI and natural
language explanation generation involves a significant amount of human judgement. As
future work, one can experiment with a combination of the above text generation metrics
to use as validation metric, e.g. an idea is to use the harmonic mean of METEOR and
BERT-score in order to potentially make the best of both metrics.

Having established METEOR score as the validation metric for our task, we can now
proceed to the fine-tuning process of the different Seq2Seq model that we experimented
with. All the necessary fine-tuning details can be found in the table 9.3. We can see
that DISTILBERT2GPT has the smallest training time due to its distillation which makes
it faster and more efficient [32]. Furthermore, it is worth noting that ROBERTA2GPT
achieves the highest score in all text generation metrics except for METEOR score, where
ALBERT2GPT has the best performance.

The details concerning manual evaluation of the explanations generated by each model
are summarized in the table 9.4. We can see that ROBERTA2GPT manages to generate
the most accurate explanations with a score of 77.17% and is followed by BERT2GPT with
a score of 76.14%. Last, we have ALBERT2GPT and DISTILBERT2GPT with a score of
73.33% and 72.53% respectively.
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BERT2GPT ALBERT2GPT DISTILBERT2GPT ROBERTA2GPT
encoder checkpoint bert-base-uncased albert-base-v2 distilbert-base-uncased roberta-base
encoder max length 128 128 128 128
decoder checkpoint gpt2 gpt2 gpt2 gpt2
decoder max length 64 64 64 64

text generation strategy greedy search greedy search greedy search greedy search
# epochs 5 5 5 5
batch size 32 32 32 32
# GPUs 1 1 1 1
GPU type NVIDIA Volta V100 NVIDIA Volta V100 NVIDIA Volta V100 NVIDIA Volta V100
training time ({) 12 hrs & 20 mins 12 hrs & 16 mins 9 hrs & 35 mins 12 hrs & 29 mins
meteor () 0.5332 0.5591 0.5393 0.5509
bert-score (T) 0.8707 0.8742 0.8701 0.8744
rouge (1) 0.5885 0.6005 0.5859 0.6011
bleu () 0.3859 0.3911 0.3719 0.3992

Table 9.3. Fine-tuning details of the transformer-based encoder-decoder models (Seq2Seq)
that were used for the explanation generation task. All reported scores refer to inference,
not validation. The optimal values among all 4 Seq2Seq models are denoted with bold font.

BERT2GPT ALBERT2GPT DISTILBERT2GPT ROBERTA2GPT

% correct explanations 76.14% 73.33% 72.53% 77.17%

Table 9.4. Manual evaluation of a random subset of the generated explanations. The
correct explanations percentage is reported for all the 100 collected samples. The optimal
values among all 4 Seq2Seq models are denoted in bold font.

9.2.2.2 Expl2label

For fine-tuning the explanation classifier, at training time we provide both the expla-
nation and the ground-truth label, while at inference time the model predicts the output
label based only on the input explanation. Naturally, accuracy is used as validation met-
ric for the classifier. All the necessary fine-tuning details of the Expl2Label model can be
found in table 9.6. We can see that a simple BERT-based classifier achieves 97.47% ac-
curacy on the e-SNLI test data. This is a tremendously high score and supports the claim
that, in e-SNLI dataset, one can easily associate an explanation with a label (entailment,
contradiction, entailment) without having knowledge of the premise and hypothesis that
correspond the explanation [4]. This further supports the claim that the ExpainThenPre-
dict setup is indeed a sensible decomposition of our task. However, this is not always
the case, because there are multiple ways to formulate an explanation (see table 9.5 for
details).

premise hypothesis label explanation

A woman is in the park A person is in the park entailment A woman is a person
A woman is in the park There is no person in the park contradiction A woman is a person

Table 9.5. The same explanation can justify a different label depending on the input
premise and hypothesis. For the contradiction pair, one could also explain that "There can
be no person in the park if a woman is in the park” which is more indicative of contradiction

[4].
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Fine-tuning details

encoder checkpoint bert-base-uncased

encoder max length 128
# epochs 5
batch size 32
# GPUs 1
GPU type NVIDIA Volta V100
training time 5 hours & 42 mins
test acc 97.47%

Table 9.6. Fine-tuning details of the BERT-based Expl2Label classifier.

9.2.2.3 Putting it all together

Having separately fine-tuned the models Seq2Seq and Expl2Label, it is time to inter-
connect them, by feeding the explanation generated by Seq2Seq to the Expl2Label, and
perform inference to the entire model, which can be considered a black-box (this architec-
ture can be seen in figure 9.1). We report the inference results of the different variations

of our ExplainThenPredict model in table 9.7 below.

BERT2GPT ALBERT2GPT DISTILBERT2GPT ROBERTA2GPT

+ + + +
BERT BERT BERT BERT

acc 86.72% 85.45% 85.15% 87.97%

acc (entailment) 89.13% 86.76% 87.29% 90.17%

acc (contradiction) 90.42% 88.35% 85.82% 91.69%

acc (neutral) 80.4% 81.14% 82.20% 82.01%

Table 9.7. ExplainThenPredict inference results. BERT2GPT, ALBERT2GPT, DISTIL-
BERT2GPT and ROBERTAZ2GPT indicate the Seq2Seq model variation, while BERT indi-
cates the Expl2Label classifier. We report the accuracy among all test samples as well as
the accuracy per label (entailment, contradiction, neutral). The optimal values among all 4
ExplainThenPredict models are denoted in bold font.

Our model takes a pair of (premise, hypothesis) as input and predicts the correspond-
ing label (entailment, contradiction, neutral), therefore during inference we are interested
in the resulting accuracy of our model. We can see that all model variations have a lower
accuracy than the baseline’s accuracy (90.13%), however, as we will extensively discuss
below, this should not bother us at all. Moreover. we can see that ROBERTA2GPT
Seq2Seq variation achieves the highest acccuracy (87.97%) followed by BERT2GPT which
has 86.72% accuracy and last we have DISTILBERT2GPT and ALBERT2GPT. This obser-
vation is in line with the findings of table 9.4 and gives a hint that accurate explanations
generally lead to more accurate predictions. In section 9.3, we will attempt to associate
the quality of explanations with adversarial robustness, which is, after all, the essence of
our work. Finally, it is worth noting that all the fine-tuned ExplainThenPredict models

achieve entailment and contradiction accuracy close to 90% and neutral accuracy around
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80%, which is significantly lower. Taking into account that the e-SNLI dataset is perfectly
balanced among its 3 classes, the lower values of neutral accuracy indicate that, in gen-
eral, our model can more easily classify pairs where the hypothesis sentence is entailed

by the premise or contradicts it.

9.3 Attack results

We use the BERT-attack [33] and TextFooler [3] attack recipes in order to evalu-
ate the the adversarial robustness of our ExplainThenPredict models. BERT-attack and
TextFooler are state-of-the-art editors in terms of attacking the transformers architecture
and they perfectly fit our task as they both generate fluent adversarial examples that
preserve the semantics and the syntax of the original text input.!

Our experiments regarding the attacks are carried out in 2 stages as follows:

1. We target the premise sentence when attacking the baseline model and the Ex-

plainThenPredict models while keeping the hypothesis as is.

2. We target the hypothesis sentence when attacking the baseline model and the Ex-

plainThenPredict models while keeping the premise as is.

Indeed, the strategy of separately attacking premise and hypothesis provides a better
alignment among our experiments which renders our conclusions reliable and concrete.
Moreover, this strategy can help us gain a better insight regarding the sensitivity of each
input component (premise and hypothesis) against adversarial attacks.

In order to measure adversarial robustness, we will use a metric called attack success
rate. Attack success rate is actually the percentage of attack attempts that produce
successful adversarial examples. Therefore, higher values of attack success rate indicate
a high number of successful attempts to craft a valid adversarial example, thus the target
model is susceptible to the adversarial attack. On the contrary, lower values indicate a low
number of successful attempts to craft a valid adversarial example, thus the target model
is resistant (robust) to the adversarial attack. Consequently, and taking into account
that adversarial robustness is a measurement of a model’s susceptibility to adversarial
examples, it becomes clear that indeed attack success rate is a valid and sensible metric
for our task.

For the sake of completeness, we report all the statistics that were automatically
collected during the attacks. However, throughout our analysis, emphasis is placed pri-
marily on attack success rate and secondarily on after-attack accuracy, i.e. the percentage

of inputs that are both correctly classified and unsuccessfully attacked.

9.3.1 TextFooler

TextFooler algorithm has 2 hyper-parameters that allow us to control the desired

diversity and semantic similarity between the original and adversary text. More specifi-

'In chapter 7, we highlight that we are interested in recognizing textual entailment only between meaningful
and semantically coherent sentences.
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cally, hyper-parameter max_candidates (called N in the TextFooler paper [3]) is used to
specify the number of candidate synonyms that can potentially replace a "vulnerable"
word present in the original sequence and hyper-parameter min_cos_sim (called 6 in the
TextFooler paper [3]) is used to specify the cosine similarity threshold so that the per-
turbed sequence is considered a valid adversarial example. Therefore, it becomes clear
that enlarging max_candidates or lowering min_cos_sim will force the generation of more
diverse synonym candidates in the expense of semantic similarity. On the contrary, low-
ering max_candidates or enlarging min_cos_sim will force the generation of semantically
more similar synonym candidates in the expense of diversity.

Jin et. al. [3] claim that setting max_candidates = 50 and min_cos_sim = 0.7 strikes a
balance between diversity and semantic similarity control, so we include this combination
of values in our experiments. Furthermore, in order to favor semantic similarity over
diversity, we slightly increase the value of min_cos_sim, i.e. we also experiment with the
setting max_candidates = 50 and min_cos_sim = 0.75. The attack results for the settings

mentioned above are summarized in tables 9.8 and 9.9.

TextFooler
(target sentence: premise)

. BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 50

min_cos_sim = 0.7 Baseline N N N N
-~ BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 24.93% 27.76% 24.2% 28.74% 24.08%
Attack success rate (|) 72.16% 67.99% 70.9% 67.33% 71.1%
Average perturbed word % 11.32% 8.04% 7.75% 7.93% 8.12%
Average num. words per input 21.39 21.39 21.39 21.39 21.39
Avg num queries 43.74 44.1 41.75 44.57 42.16

. BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 50

min_cos_sim = 0.75 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 33.22% 35.2% 30.92% 36.18% 31.1%
Attack success rate () 62.9% 59.41% 61.5% 58.88% 61.2%
Average perturbed word % 11.52% 8.02% 7.79% 7.89% 8.23%
Average num. words per input 21.39 21.39 21.39 21.39 21.39
Avg num queries 37.02 36.68 35.11 37.14 35.49

Table 9.8. Attack results synopsis (attack recipe: TextFooler, target sentence: premise).
Our analysis is based on attack success rate, so emphasis must be placed only on the
corresponding rows.

Figure 9.3 depicts the achieved attack success rates of our ExplainThenPredict models’
vs the attack success rate of the baseline for the scenarios where the target sentence is
premise and the target sentence is hypothesis, respectively. We observe that regardless
of the target sentence and the value of min_cos_sim, all model variations achieve a lower
attack success rate compared to the baseline. This means that the above variations are
indeed more robust in terms of adversarial attacks.

Figure 9.4 depicts the percentage of attack success rate decrease that was achieved

by our models. Of course, the reference value is the attack success rate of the baseline
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TextFooler
(target sentence: hypothesis)

BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT

max_candidates = 50

min_cos_sim = 0.7 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 10.33% 13.86% 12.68% 16.31% 11.83%
Attack success rate () 88.46% 84.01% 85.16% 81.46% 86.11%
Average perturbed word % 8.3% 7.1% 7.22% 7.32% 7.02%
Average num. words per input 21.39 21.39 21.39 21.39 21.39
Avg num queries 24.3 24.6 25.05 25.92 24.16
. BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 50 X
min_cos_sim = 0.75 Baseline N N N N
- BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 15.89% 18.6% 18.19% 21.85% 16.73%
Attack success rate () 82.26% 78.55% 78.71% 75.16% 80.35%
Average perturbed word % 8.61% 7.28% 7.35% 7.49% 7.2%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 20.64 20.64 21.08 21.67 20.27

Table 9.9. Attack results synopsis (attack recipe: TextFooler, target sentence: hypothesis).
Our analysis is based on attack success rate, so emphasis must be placed only on the
corresponding rows.
TextFooler
(comparison of attack success rates)

Target sentence: premise Target sentence: hypothesis

attack success rate

- baseline
m bert2gpt+bert
- albert2gpt+bert
W roberta2gpt+bert
= distilbert2gpt+bert

- baseline
W bert2gpt+bert
malbert2gpt-+bert
W roberta2gpt+bert
= distilbert2gpt+bert

min cosine similarity min cosine similarity

Figure 9.3. Visualization of attack success rate of ExplainThenPredict model variations vs.
baseline model (attack recipe: TextFooler).

for each setting min_cos_sim € {0.7,0.75}. Figure 9.4 can be practically used to:

e Compare each ExplainThenPredict model variation with the baseline in terms of
adversarial robustness. Specifically, when the bar is above O, this means that the
attack success rate of our model is lower that the baseline’s and therefore our model
achieves an increased adversarial robustness. However, when the bar is below O,
this means that the attack success rate of our model is higher that the baseline’s

and therefore our model fails at increasing adversarial robustness.

e Compare the performance, in terms of adversarial robustness, among the Ex-

plainThenPredict model variations. Specifically, the variation with the largest bar
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TextFooler
(% decrease of attack success rate)

Target sentence: premise Target sentence: hypothesis

6.69% 8.63%

m bert2gpt+bert
m olbert2gpt+bert

m roberta2gpt+bert
. distilbert2gpt+bert

mbert2gpt+bert
malbert2gpt-+bert

- roberta2gpt-+bert
. distilbert2gpt+bert

min cosine simil farity . mincosine simi larity

Figure 9.4. Visualization of the % attack success rate decrease achieved by the 4 Ex-
plainThenPredict model variations.

height in the graph has the best performance, as it achieves the biggest percentage

attack success rate decrease compared to the baseline.

Having said that, we can conclude that ROBERTA2GPT variation is the most successful
in enhancing adversarial robustness and is followed by BERT2GPT variation. These two
variations stand out consistently, i.e. both for premise/hypothesis as target sentences
and for each setting min_cos_sim € {0.7,0.75}. ALBERT2GPT and DISTILBERT2GPT
achieve significantly enchanced robustness only when the target sentence is hypothesis,
whereas they struggle to achieve a decreased attack success rate when when the target

sentence is premise.

9.3.2 BERT-attack

BERT-attack algorithm has 1 hyper-parameter that allows us to control the desired
semantic similarity between the original and adversary text. More specifically, hyper-
parameter max_candidates (called K in the BERT-attack paper [33]) is used to specify the
number of candidate synonyms that can potentially replace a "vulnerable" word present
in the original sequence. Intuitively, enlarging max_candidates will force the generation
of semantically less similar synonym candidates and therefore the attack success rate is
expected to increase [33]. We opt to experiment with the values max_candidates € {6, 8},
which strike a balance between semantic similarity and computational resources. The
attack results for the setting mentioned above are summarized in tables 9.10 and 9.11
below.

Figure 9.5 depicts the achieved attack success rates of our ExplainThenPredict mod-
els’ vs the attack success rate of the baseline for the scenarios where the target sentence
is premise and the target sentence is hypothesis. Interestingly, we observe that, for both
scenarios, all ExplainThenPredict model variations consistently achieve a lower attack
success rate compared to the baseline, therefore the goal of increasing adversarial ro-
bustness is accomplished.

Figure 9.6 depicts the percentage of attack success rate decrease that was achieved
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BERT-attack
(target sentence: premise)

BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT

max_candidates = 6 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 19.26% 25.18% 21.92% 25.4% 23.37%
Attack success rate () 78.5% 70.96% 74.35% 71.13% 72.55%
Average perturbed word % 10.88% 7.97% 7.84% 7.84% 8.09%
Average num. words per input 21.39 21.39 21.39 21.39 21.39
Avg num queries 26.96 29.77 28.52 29.93 29.19
BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 8 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 14.79% 22.54% 19.02% 22.22% 20.02%
Attack success rate () 83.48% 74.01% 77.74% 74.74% 76.49%
Average perturbed word % 10.78% 7.94% 7.78% 7.83% 8.15%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 31.27 35.9 33.84 35.68 34.88

Table 9.10. Attack results synopsis (attack recipe: BERT-attack, target sentence: premise).
Our analysis is based on attack success rate, so emphasis must be placed only on the
corresponding rows.

BERT-attack
(target sentence: hypothesis)

BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT

max_candidates = 6 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 9.16% 15.23% 13.48% 16.11% 13.16%
Attack success rate () 89.77% 82.44% 84.23% 81.68% 84.54%
Average perturbed word % 8.58% 7.22% 7.41% 7.24% 7.34%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 15.28 16.24 16.3 16.59 16.03
BERT2GPT ALBERT2GPT ROBERTA2GPT DISTILBERT2GPT
max_candidates = 8 Baseline + + + +
BERT BERT BERT BERT
Original accuracy 90.13% 86.72% 85.45% 87.97% 85.15%
Accuracy under attack 4.87% 11.68% 10.19% 12.53% 9.61%
Attack success rate () 94.57% 86.54% 88.08% 85.76% 88.71%
Average perturbed word % 8.16% 7.07% 7.24% 7.16% 7.21%
Average num. words per input  21.39 21.39 21.39 21.39 21.39
Avg num queries 17.37 18.93 19.03 19.46 18.69

Table 9.11. Attack results synopsis (attack recipe: BERT-attack, target sentence: hypoth-
esis). Our analysis is based on attack success rate, so emphasis must be placed only on
the corresponding rows.

by our models. Of course, the reference value is the attack success rate of the baseline
for each setting max_candidates € {6,8}. We can conclude that, for the attack premise
scenario, BERT2GPT variation is the most successful in enhancing adversarial robust-
ness and is followed by ROBERTA2GPT variation. However, for the attack hypothesis
scenario, the opposite happens, i.e. ROBERTA2GPT achieves the biggest attack success
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BERT-attack
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Figure 9.5. Visualization of attack success rates of ExplainThenPredict model variations
vs. baseline model (attack recipe: BERT-attack).

rate decrease and is followed by BERT2GPT. In any case, we can deduce that, simi-
larly to TextFooler experiments above, BERT2GPT and ROBERTA2GPT appear to be the
most robust in terms of attack success rate and are followed by DISTILBERT2GPT and
ALBERT2GPT, which, in the case of BERT-attack, manage to significantly decrease the

attack success rate, compared to TextFooler, where they struggled to do so.

BERT-attack
(% decrease of attack success rate)

Target sentence: premise Target sentence: hypothesis

- bert2gpt+bert
malbert2gpt-+bert

W roberta2gpt+bert
= distilbert2gpt-+bert

9.61% 0.08

9.39%

s
8
°
g
8

°

°
3

% decrease of attack success rate
% decrease of attack success rate

°
g

002
002
m bert2gpt+bert
malbert2gpt-+bert
- roberta2gpt-+bert
m distilbert2gpt+bert

min cosine similarity min cosine similarity

Figure 9.6. Visualization of the % attack success rate decrease achieved by the 4 Ex-
plainThenPredict model variations.
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Conclusion

In this work, we modified the traditional NLI task by leveraging natural language
explanations during both training and inference. Following the work of Camburu et.
al. [4], we utilized the ExplainThenPredict setup in our experiments, which first involves
a generative model that, given a premise and hypothesis, predicts an explanation that
attempts to describe the semantic relationship between premise and hypothesis, and
secondly this explanation is fed to a classifier that predicts the output label. Our work
is based on the observation that, using the above setup, the predicted label is no longer
directly conditioned on the input premise and hypothesis. Instead, it is conditioned on
an explanation that attempts to describe the semantic relationship between the input
premise and hypothesis, therefore this intermediate explanation could potentially filter
noise superimposed in the input sentences. Emphasis was placed on the explanation
generation and, specifically, four transformer-based encoder-decoder models (BERT2GPT,
ALBERT2GPT, ROBERTA2GPT and DISTILBERT2GPT) were fine-tuned for this goal.

We attacked our models using BERT-attack and TextFooler algorithms, which are
state-of-the-art in NLP and generate adversarial examples that retain semantic similarity
and fluency and we used attack success rate in order to measure adversarial robustness.
Our experiments showed that all the fine-tuned models are indeed more adversarially ro-
bust compared to the baseline, which is a simple classifier that does not leverage natural
language explanations. Notably, the decrease in attack success rate was observed consis-
tently, i.e. for both TextFooler and BERT-attack, for both target sentences (premise and
hypothesis) and for each hyper-parameter value of the attack algorithm that was used
in our experiments. Furthermore, we experimentally associated the quality of an expla-
nation with the adversarial robustness (decrease in attack success rate). Specifically,
we showed, through human evaluation, that BERT2GPT and ROBERTA2GPT Seq2Seq
variations generate the most accurate explanations, while simultaneously achieving the
highest decrease in attack success rate.

We hope that, in the future, our work will serve as a strong baseline when it comes to
associating natural language explanations with adversarial robustness. One is encour-
aged to experiment with other datasets than e-SNLI or employ complex architectures that

more deeply capture the semantic relationship between premise and hypothesis.
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