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Arnayopebeton 1 avtiypapt|, anodrixeuon xou Slovony tng mapolcog epyasiog, €€’ ohoxhipou 1 TupaTog
auThg, Yl eEpnopixd oxond. Emtpénetan 1 avatinwor, omodhxeuon xou Slavour Ylo OXOTmo U XEpe-
B0oX0TUNS, EXTUBEVTIXAC 1 ECELVNTIXNAC PUOEWC LTS TNV TpoUnddeon vo avapépeTton 1) TNy TEOEAEVOTC
xat vou Srortnpeiton o mopdy privupe. O amdele xou T GUPTEPAOHATA TTOU TEPLEYOVTOL OE AUTO TO EYYPAPO
exppdlouv Tov ouyypagpéo xou dev mpénel v eppnveudel 6Tl avtinpoownedouy Tig enlonpec Yéoeic Tou
Edvixod Metodfiou Iloluteyveiou.



ITepiindm

Ta teheutaia ypovia 1 paydalo eEENEN TwV eqopuoy®dy €xel 0dnyRoel oe avtioTolyn abénon Twv UToA-
OYIO TV ATAULTACENY Xl TOU OYX0U TeV dedouévmy. Tapdhinia, ol xhacoixéc texvoloyiee UvAung, ol
onoieg Bacilovtoar e DRAM teyvoloryieg, éxouv grdoet ta Quoxd Toug Gplol oe VEUATA XALIXOCULOTY-
Tag xan Puwotpotnrac. ‘Etol, ewodyeton wa véo apyttextoviny| ey voroyiog pvnuy, n onola Boacileton oto
ETEPOYEVY] CUOTAUATA PVAUNG Evowpatwvovtag Ty Yerfionn DRAM xou pn ntnuixadyv pvnucdyv. Qotéoo,
TOUTOY POV UE TNV XpNoT TOUG TEOXVTTOLY TEOXANCELS Yid TNV TOTOVETNOT TWV EPUPUOYMY GE AUTES XA
yioo Tov TeoTo Bayelplonc Toug. Xe authy Ty epyaola, TEayUATOTOELTAL EXTEVAC TELROUATIXTY] AVIAUGCT)
X0 YA TNELOUOS EQUpUOY®Y Bdocwy dedopévwy. H melpopatiny avdivor mpaypatonoleiton 1600 o€
ATOUOVWUEVO UTOAOYLOTIXO TIEPBAANOY, 6GO ol OE ULdl TLO PEAALC TLUXY) TPOCOUOLWOY) GUGTHUATOS UE TNV
yeron ey TpoypauUdTey Tou o&lonololy 0To PEYLOTO TOUC TOPOUE TOU GUoTHUNToS. Emmiéov,
ulomoie(ton 1 exnoddeuoT LOVTEAWY pnyavixnc pdinong Bactlouevn oo SeBoUEVA TOU GUAAEYOVTAL XAUTd
TNV TELRAUOTLIXY) AvEAUGT XAl Ol EQUPUOYES TOEVOUOUVTOL OE XAJOEL AVAAOYA UE TO ov 1 Aettoupyia
Toug oploveteiton amd TNV pvrun, and To cbpoc LHdVNne TS PvAung ¥ and tov enelepyasth. To poviéla
emtuyydvouv axpBeto tpoBrédewy mou Eemepvd to 90% . ‘Etot, Sieldywvton TeAixd cuunepdopata yio
TNV ToTOYETNOT TWV EPUPUOYDY OTO ETEQOYEVEC GUOTNUAL.

AgZeigc KAhewdid — Exepoyevy Xvuvothpata Munuov, DRAM, NVM, Bdoeig de-
Sopevwy, Xapaxtneionos Egappoydv, Movtéha Mnyavixic Mddnon, Tagwwounon,
ToroYétnon






Abstract

Over the recent years, the rapid growth of applications has led to a corresponding increase in
the computational requirements and the volume of data. At the same time, traditional memory
technologies based on DRAM technologies have reached their physical limits in terms of scalability
and sustainability. As a result, a novel memory technology architecture has been introduced, based on
heterogeneous memory systems, that integrate DRAM and NVM technologies. However, some several
challenges arise regarding application placement and their management. In this work, it is conducted an
extensive profiling analysis and characterization of database applications. The experimental analysis is
performed both in an isolated computing system environment and in a interference-aware system using
specific benchmarks that stress the resources of the system. Additionally, machine learning models
are trained based on the data collected during the profiling analysis, and applications are classified
into memory-bound, cpu-bound or bandwidth-bound depending on their performance. The models
achieve prediction accuracy over 90%. Finally, conclusions can be drawn regarding the placement of
applications in the heterogeneous system.

Keywords — Heterogeneous Memory Systems, DRAM, NVM, Databases, Profiling Anal-
ysis, Machine Learning, Classification, Placement






Euyaplotieg

IMeoto and oha, Yo Helo va expedow Tic ELAXELVELS You euyoploTliec 6Tov emBAénovta xadnynty
pou, Lolvten Anurtelo, xa otov Awdxtopa Katoopaydyn Mavdin yio Ty deiotn cuvepyasta Yog, T
ouveyn Bordeia xaw umooThEEN Tou ou mapelyay oe 6,TL YEEllOUOVY XoTd TNV EXTOVNOY TN SLTAw-
patxrc pou egpyooioc. Emmiéov, da fleha va evyaplotiow toug yovelc pov, ol onolol pe otnpilouv xou
TOTEVOLY OE Y€V, OAN Xal TS UDEPPES WOV, OL OTOIEC AMOTEAODY GUVEYMC TNYT EUTVELUCTC YLol UEVaL.
Téhog, dev Vo unopduoa Vo uny evydploTiow Tic @llec wou, tov dvdpwno nou ye otnpllel oe xdde pou
Brio, ohhd xou Toug QIAOUC XAl CUUPOLTNTES OU TIOU UOU OTaUNXAY OE OAA TAL YEOVIXL TWV GTIOUDBWY LOoU
X0l TOEGAATACL WOV YAELOAUY TTOAD OUOR(ES OVOUVTOELS.

Nixn AoOhou
Mdptiog 2025






Contents

[Mepirndm

Abstract

Evyopiotieg

Contents

Figure List

Table List

Extetopévn EAAnvixy Ilepiindn

1 EXAmvixr Iepiindn

1.1 Ewooywyh . . o o e
1.2 Eyetof Bidhoypagplon. . . . L
1.3 Oewpnuixd TréPodpo . . . . . . L
1.3.1  Etepoyevh) CUSTAUOTO UVAUNG -« « v v v v v e e e e e
1.3.2  Yyeolméc BACELC BEBOUEVOY . . . . o v v i
1.3.3  Alyopuduol EmPienoyevne MnyovinAc Mddnone . . . . . . . . ..o oL
1.34 Random Forest . . . . . . ... ... ..
1.3.5  Support Vector Machine . . . . . . . .. ..
1.3.6 Multi-Layer Perceptron . . . . . . .. .. ... L e
1.3.7 Logistic Regression . . . . . . . . . .. . e
1.4 Ywaypdgnon Egogpoydv . . . Lo
141 Awoyoy Hewpopdtov o Anogovouévo 0oTnue . . . . . o o oo
142 Awayoyr ewpopdtov oe Interference-aware Yoot . . . . . . . .. ... L.
1.5 TIlpotewvbuevn Medodohoylor . . . . . . . . ...
1.6 AZWOROYMON .« . o .
1.7 Yuunepdopato xon JEAAMOVTIXEG EMEXTUCELS  « « « « v v v v v e e e e e e e
171 BUUmEQOOUOTO .« v v v
1.7.2  MEMOVIIMEC EMEXTHOELS « v v v v v e e e e e e e e e e e e e e e e

2 Introduction
3 Related Work

4 Background

4.1 Heterogeneous memory SyStems . . . . . . . . . . ..o e e e
4.2 Relational Databases . . . . . . . . .. L
4.3 Supervised Machine Learning Algorithms . . . . . . .. ... ... ... ... ... ...

4.3.1 Random Forest . . . . . . . . . .

11

11

13

15

17

17
17
18
19
19
21
22
22
23
23
23
23
24
25
26
27
29
29
29

31

33



Contents

4.3.2  Support Vector Machine . . . . . . . . . ... L
4.3.3 Multi-Layer Percepton . . . . . . . . . ...
4.3.4 Logistic Regression . . . . . . . . . .. L e

5.1 Experiments in Isolated System . . . . . . .. ... L o o
5.1.1 Bank . . . ...
5.1.2 KV .o e
5.1.3 TPCC . . . .
5.1.4 YCSB . . . e

5 Profiling Analysis and Characterization
5.2 Experiments in Interference-aware System

5.2.1 iBench Benchmarks . . . . . . .. . . . ... ...
5.2.2 Results . . . . L e e e e e e
5.2.3 Bank . . . . ..
5.2.4 Ky . . e
5.2.5 TPCC . . . . e
5.2.6 YCSB . . . . e e

6 Proposed Methodology
7 Experimental Setup and Evaluation

8 Conclusion and Future Work

8.1 Conclusion . . . . . .
8.2 Future Work . . . . . .

12



Figure List

1.3.1 Awgopetinée Aettovpyles MvAunc.[1] . . . . . .. oo Lo 20
4.1.1 Operating modes of Optane DCPMM.[1] . . . . . . . ... .. . ... ..., 36
4.3.1 Supervised machine learning method.[2] . . . . . . ... ... L oo 38
4.3.2 Random Forest Algorithm.[?] . . . . . . .. ... .. L 39
4.3.3 Random Forest Algorithm.[3] . . . . . . .. ... ... L 39
4.3.4 Mlp algorithm for one hidden layer.[4] . . . . .. .. ... .. ... . .. ... 40
5.1.1 Persistent memory accesSes . . . . . . . . . . ... e e 42
5.1.2P99 in DRAM execution . . . . . . . . o i v it vt i e e 43
5.1.3P99 in PMEM execution . . . . . . . . . . . . i 44
5.1.4 Memory DRAM Reads/Writes plots for different concurrency values - Bank Workload . 45
5.1.5 Memory Optane plots for different concurrency values - Bank Workload . . . . . . . .. 47
5.1.6 DRAM throughput plots for different concurrency values - kv Workload . . . . ... .. 49
5.1.7 PMM throughput plots for different concurrency values - kv Workload . . . . . . .. .. 51
5.1.8 DRAM throughput plot for different concurrency values - tpcc Workload . . . . . . . .. 53
5.1.9 PMM throughput plot for different concurrency values - tpcc Workload . . . . ... .. 55
5.1.1MORAM throughput plots for different concurrency values - ycsb A Workload . . . . . . . 57
5.1.11PMM throughput plots for different concurrency values - ycsb A Workload . . . . . .. 58
5.1.1DRAM throughput plots for different concurrency values - ycsb B Workload . . . . . . . 59
5.1.1PMM throughput plots for different concurrency values - ycsb B Workload . . . . . .. 60
5.1.14Memory DRAM plots for different concurrency values - ycsb C Workload . . . . . . .. 61
5.1.1PMM Throughput plots for different concurrency values - ycsb C Workload . . . . . . . 62
5.1.10RAM throughput plots for different concurrency values - ycsb F Workload . . . . . . . 63
5.1.1MM Throughput plots for different concurrency values - ycsb F Workload . . . . . . . 64
5.2.1 Memory Optane accesses plots for different concurrency values and benchmarks . . . . . 68
5.2.2 Query latency’s for different benchmarks in DRAM execution . . . . .. ... ... ... 69
5.2.3 Query latency’s for different benchmarks in Optane execution . . . . . .. ... ... .. 70
5.2.4 Ops/sec with benchs for Bank . . . . . . .. ... ..o Lo o 71
5.2.5 Ops/sec with benchs for kv . . . . . ..o oo oo 72
5.2.6 Ops/sec with benchs for tpcc . . . . . ... L L 72
5.2.7 Ops/sec with benchs for yesb A . . . . . . .. ... L 73
5.2.8 Ops/sec with benchs foryesb B . . . . . .. ..o oo 73
5.2.9 Ops/sec with benchs for yesb C . . . . . . .. .. .. L 74
5.2.10ps/sec with benchs for Yesb F . . . .. 00000 74
6.0.1 Distribution of Input Samples into the Classes . . . . . . ... ... .. .. ... .... 78
6.0.2 Proposed Methodology . . . . . . . . . . . . L 80
7.0.1 Heatmaps of Mean Fit time and Accuracy for Random Forest . . . . ... ... ... .. 81
7.0.2 Heatmaps of Mean Fit time and Accuracy for SVM . . . . . ... ... ... ... ... 82
7.0.3 Heatmaps of Mean Fit time and Accuracy for MLP . . . . . . ... ... ... ... ... 82

13



Figure List

7.0.4 Heatmaps of Mean Fit time and Accuracy for Logistic Regression . . . . . . .. ... ..
7.0.5 Accuracy of Workloads Predictions for Different Models . . . . . . ... ... ... ...

14



Table List

1.1

5.1
5.2
5.3
5.4

6.1
6.2

7.1
7.2
7.3

Twéc Méyiotov Bandwidth . . . . . .. ..o 27
YCSB Memory DRAM Throughput-DRAM Execution . . . . .. ... ... ... .... 65
YCSB Memory PMM Throughput-DRAM Execution . . . . . .. ... ... ....... 65
YCSB Memory DRAM Throughput-Optane Execution . . . . . . . ... ... ... ... 65
YCSB Memory PMM Throughput-Optane Execution . . . . . .. ... .. .. ... ... 65
Max Bandwidth Values . . . . . . . . . . 78
User-Level Thresholds for Classification . . . . . . . ... ... .. ... .. ....... 78
ML Model’s Best Parameters . . . . . . . . .. . L 83
Accuracy,Precision and Recall for each model . . . . . .. ... ... ... ... ..... 83
Accuracy of Workloads predictions for the different models . . . . ... ... ... ... 84

15



Table List

16



Chapter 1

EAANvixn TlepiAndn

1.1 Ewocaywyn

Ta tehevtaia ypedvia, 1 poydolor avdmtuln epopuoydy dedopévwy €yel odnyhoel oe avEnomn Twv
OMUTACEWY UVAUNG, TOU YWOEOU omoUAXeVons, ohAd xon Twv avoryxwy yia digpyaoiec udniod pudpoo.
Apxetol topeic epopuoydy mou Bacilovtan oe Bdoel dedopévwy, oe é€unva dixtua ToT, oe unnpeoieg
cloud 7 oe epapuoyéq unyavixnc uddnone anatody tny enclepyacio SedoPévev EVTOC o EMTOTOU TAVL
oTic TONOTAOXES Lepapyleg UVAUNG Yiot TNV amopuyYY| damavnemy uetopopdy dedopévwv|5]. Etot, aoxeito
HeYdAn Tleon oto chotnua x0plag UVAUNG.

Tavtdypova, ol teyvohoyiec DRAM éyouv @tdoel ota Quod 6pld Touc GOV dPopd TNV EMEX-
TaowoTTa xou T Pusopdtta [6]. H adinon twv DRAM Dimms ot éva oOotnua pviuneg yio Ty eni-
TeLE peYohUTeEPNC amdBooNE ot HEYUADTEPNS Y WENTIXOTNTOS ATOBEVVETAL OVUTOTENECUATLIXY, AOY® TNG
AENUEVNS XUTAVIAWGTG EVERYELNG TOU amodideTaL GTY Bloppot| Xot TNV Loyl avavéwong Tng TEYvohoylag
DRAM[5].H uviun evoc cuothyatoc omodeixvietar dTL xatovohdvel oyeddyv 1o 50% tne ouvohxhc
XATAMOROUEVNG EVEPYELAS EVOC TuTiXoU cus thpatoc HPC [7]. 1o mhaiolo autd, ot véeg teyvoroyies Twv
Mn Hrnuixodv Mynuodv €youv xevtploel to evblagpépov twyv epeuvntev. Teyvohoyieg 6mwe to 3D-XPoint
[8], n Resistive RAM (ReRAM) [9] xor n Spin Transfer Torque Magnetic RAM (STTMRAM) [10]
anotelovy mopadelyporto Mn ntnuxady uvnudy (Non-Volatile Memories). Autéc ot teyvoloyie ouvidwe
TPOGPEPOLY AVUEXTIXOTNTA BEBOPEVLY, UELWUEVT] XATOVIAWGT| EVEQYELOS Xol UEYUADTERT) TUXVOTNTO And
™ DRAM, pe anotéhecpa Vo Tpoc@épouy dUENUEVES YWENTXOTNTES UVANNG OF Younhotepo xéotog [11].
Ye auth Vv epyoaoia, Slepeuvolue T Aettoupyio tng Intel Optane DPCM, n onola elvar 1 povodixy
eunopix} Non Volatile uvAun mou undpyel péyper todpa xou Bacileton otnv teyvohoyia 3D-XPoint.

Qotéo0o, oL e VOhOYiEC UN TTNTIXWV UVNUOY TUEoUCIALOLY JEXETE UELOVEXTAUATA O0TO XUplo cUCTNUA
uvAune. Eiodyouv udmidtepes twéc xaduotephioewy, yopunhotepo ebpog {MVNG xot TEQLOPLOUEYY) OVTOYT
eyypapov. Tautodypova, napouctdlouy acOUUETEN XdUCTERPNOT %ol XATAVAAWOY evEpyeldg UeTag) TwY
Aettoupyldy avdyvwaong xou eyypapric. H aneudelac avtixatdotaon e DRAM howdy, ye poo NVM
HeELVEL TNV amodoon. ‘Etol, oi dlaotdoelg twv NVMs cuvifwe cuvdudlovton pe povddee DRAM xou
ouLoToOV TEAX éva etepoyevéC olotnua uvhAune DRAM/NVM. Autd ta cuoThAuata oToyelouyv va
EMEXTEIVOUV T1] YWENTIXOTNTA TNG UWVAUNS BLOCIUA X0l OXOVOULIXA, TEOCPECOVTAS GTOUG XPNOTES €va EUpL
PACUOL TEYVOROYLOY UVAUNS.

H ocuvelogopd autrc tng epyacioc Baclleton oty extéheon, otV TELRUUOTIXY AvEAUCT] XoL GTOV
YORUXTNELOUO £QopUOYOY Bdoewy dedouévwy, ol onoleg extelolvTal ot éva eTEPOYEVES GUGTNHA UVIUNG
DRAM/NVM xou oty ta€wduncnh touc ot xAdoelc avdhoya pe tny onddoor Touc, TEoXEWévou va
Bwdolv xateudivoelc Yo TNV Tono¥ETNoY TOUC 0TS WVAUES TOU ETEROYEVOUS GUGTAUNTOS UvAuNnG. 1o
OUYXEXPWEVY, E0TIALOVUE GTNY OVIAUGT] X0l GTOV YUPUXTNEIOUS EQUEUOYOY BAcewy BeBopévey, Xxadng
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Chapter 1. EXNnvuer, Hepiindn

QUTEC ATMOTEAOUY EQUOUOYES UE MEYHAEC OMOAUTACELS UVAUNG XKoL OVAYHES YELPIOUOU PEYSAWY OYXWY Oe-
dopévwy. ¢ ex To0ToU, elvor evilapépov Vo eEeTaoTEl 1) GUUTERLPOPS Xal 1) AOB0GT] TOUS YETOLHOTOLDY-
Tag ToAAAmAOUC TUERVES oE €va eTepoyevéS alotnua uviune. To cwtAuora xéde epapuoyic oto obotnua
extelolvtan ye TNy yeron DRAM teyvoloyiag xou pe v yerion tne Optane. 3tnv cuvéyela cuyxpivovton
ol emdooelg Toug. EmmAéov, wia xouvotdpog Tpoceyylon auThS NG epyaoiac elvon 6Tl GAEC Ol EQUPUOYES
Bev exTENOUVTAL HOVO OE EVa ATOUOVOUEVO TEPBIANOY CUC TAUATOS, AAAG XoU OE €va CUGTNHA PE ENlY VWO
TV T0aVOV TopeUBOAGY, OTOU TOAMATAES EQUPUOYES EXTEAOUVTAL TOUTOY POV XOL OL TOPOL TOU CUC T
potog evdeyeton vo efvon xotethnuuévol. Qg tehind Briua, exmoudevoupe SlapopeTXd WOVTERA Unyovixic
uddnong yio va teofBrédoupe edv oL e@appoyég oplotetolvTal and TV UvruY, ond To edpog Lwvng 1 and
Tov eneepyao Ty, ue Bdomn to Sedopéva ElGGB0L TOL AVTAOVUUE amd TNV TEWAaTiX avdiuoy. H anddoor
xou 1) oxpBela aUTOY TV YOVTEAWY cUYxpivovTon XaL TEAXE Umopoly vo xatoplo Tody xatevdivoelg yia
TNV ToTOYETNOT TWV EPUPUOYDY OTO ETEQOYEVEC CUCTNUAL.

To undhoino authc e epyaciac opyavavetar we e€hg. To Kegpdhowo 3 nogouoidler yio emioxdmnon
e TponyoLUEVNG oeTxhc €peuvag xat Tto Kegpdhato 4 enelnyel 1o Booind dewpntind undBadpeo. Xto
Kegdharo 5 meptypdpovton ovaAUTixd 1) TELRAUATIXY AVAIAUGT]) XOL O YHUEAXTNELOUOC TV EQPUPUOYMY. XTO
Kegdlowo 6 mapouvcidleton 1 mpoteivouevn pedodohoyla yia v Ta€lvouncy TV EQUEHOYOY Xol GTO
Kegdharo 7 nopovoidletar 1 netpopatixy allohdynon twv yoviéhwy. Télog, to Kegpdharo 8 cuvolilel
auTh) TNV gpyaoia xar TeoTelvel mdoveg EANOVTIXEC TROEXTACELS TNG.

1.2 Xyetixn BiBAoypapia

e éva eTEPOYEVEC CUOTNUA UVAUNG, 1] amoQaon Yiot TNV ToTo¥ETNon BeBOPEVLY 1 AVTIXEWEVWY O
%&de vnoclotnua uviune, elte ot DRAM eite otny PMEM, 8ev elvan teToyévn Xt €XEL ONUAVTIXES
EMNTOOELS 0Ny amodoor. Katd tny Sidpxeia tewv yedvwy, éyxouy tpotadel 1éco vhomotioelg TotodETnong
Baotopévee oto LAxé (hardware-based) 600 xa ot0 Aoyiouxd (software-based). Ou pnyoaviopyol mov
Baoilovtar oto VAS elvon cuvidwe anodotixol, ahhd otepolvton euehi&lag xau pepixéc popéc odnyoly oe
acuveny| anédoor). Ou mpooeyyioelc mou Bacilovtar 0To AoYlouixd EMLPEROUY BLOYELPLOTIXG XOOTY), OANS
anartolv eniong yvwon xau enepfatinég arloyéc otov x@dixa. Oplouéveg and T yedddoug mou €youv
mpotadel yioo Ty tono¥étnon Sedouéviv o Eval ETEPOYEVES GUGTNHA UVAPNG TapoLGLdlovTon GE aUTH TNV
EvVoTN T

Ot Kannan et al. ewodyouv ta KLOCs, ta omola efvon Aoyixéc opabomolAcEl TOU XAToypdpouy To
avTixelgeva mupriva Tou oyetilovton Ue OVIOTNTES TOU AELTOLEYIX0) GUG THUATOS ToL {NTolvTaL ond EPop-
poyvég. Ilpdxertan yior évar apaenuévo Aettovpyd cbotnua Tou emiTEénel TNV eEATY dBdduion Twy
QVTIXELEVKY TOL TURHVOL Xl TN YPNYORT XATAVOUY| Toug, eV utootne(lel tn duvatdtnta Yeteyxatdo-
taong. Toa KLOCs yetaxvolv oyadixd to Yuyped avixelpeva tou muprva xoi to knodes cuoyetilovton
TEpoUTEP® PE pla ueToBANTH mov mapoxoloudel TV TpotepardTNTd Toug (NAxia) xou T evepyn xatdo-
oo Toug (xpron). Mio SN uédodoc Tadvounone xou XoUTUVOUAS AVTIXEWUEVMY GTA ETEPOYEVT GUC THUTA
uviune etvar o MOCA, mou mpoteiveton and tov Narayan [12]. IlepihowBdver évav profiler nou ovoudet,
xartorypdipet xa To€vopel tor avtixelpeva uvAune poc epapuoyic we Bdor ) cuuneptpopd npdofBacric Toug,
xard¢ xou éva cboTnua xatavourc oe eninedo Aettovpyxol cuothpatoc. To MOCA eotidlel xupiwe o
avtelpeva owpol (heap objects), xadde autd cuvhtue ennpedlouy onuavtind tn cuvolxy anddoon xou
TNV EVEPYELUXT XATUVAAWOY Uiog EQapUoYTc Ue évtovn yenon uvAune. H to€vounon anodnreldeta wg
H€pog Tou duadLxoL apyelou TNG EQUEUOYTHAC, EVE TO AELTOURYXO cUoTNUY efval UTEVTUVO YiaL TNV XATAVOUT
oeBWY amd €vol CUYXEXPUEVO DLUUERLOUA EXOVIXTG VAUNG OE QUOLXES GEABES UVAUNG pe Tor emduuntd
YOEAUXTNELO TIXG.

O. Kammerdiener et al. [13] eiodyouv éva apdpwtd mhaiolo Aoyiopixol ot eninedo ypHotn mou cul-
Aével xan avahbel TAnpogoplec ot enlnedo aviixelwévmy yia Ty xadodrynon tne Swofddulong e wviune.
XernotpoTnolel €vav TEocupUocUEVO Blayelpto T uvAune, tov bkmalloc, xaddde o éva epyaheio mpogih xau
drayelpone mou ovopdletow Memory Auto Tiering (MAT) Daemon. O bkmalloc exywpel véo avtixei-
peva oe meploYéS eovixnc Uviune evduypauiopéveg oelldo-npog-oehida, eved o MAT Daemon xota-
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yYedpel T xehor wvAung xde Yvwotod ovTXEEVOU SeBoUEVWY Xal Yenoulonolel auTég Tic TAnpogopleg
yior var dnovpyrioer xon va emBdAAel cucTtdoel tomoVétnong uviung oe OAn Ty mhatpdpuo. Adheg
HEAETEC TPOTEIVOUV €Val CUOTNUO XATAVOUTG AVTIXELUEVGWY TOU EXTEAEL OE MEAYUATIXG YEOVO ELCUYWYY
X0l ATOEXELUVOT] AVTIXEWEVKDVY oT1 WA udhniol ebpouc Livne (HBM), Boaolbuevo ot yopoxtnplotixd
1650 AoYLoPixo) 660 %ol UAXOU, To OTolol EVOWUATMVOVTOL GE €va Hovtého xdatous. Ewlbixdtepa, oto
[14] T0 povTéRO %GO TOUS EXTILE TO GPENOS TNE TOTOVETNONG EVOC AVTIXEWEVOL GTN Wiol PV EvavTL Tng
GAAng, xou oTn cuvéyetla epoapudleton o akybprdpoc Tou Toadiou (Knapsack). ¢ éZodoc, o alydprd-
Hog TopEyeL Uit Moo ge tor avtixelyevo mou efvon ot xobTepol urodriplol yio arodrixevon oty HBM
YLOL L0l GUYXEXPWEVT, ©dom e egapuoyhic. H npotewvduevn pédodoc oto [15] Boaoileton otny éa evéc
Toupouvrov Etepoyevoic Mviunc (Heterogeneous Memory Advisor), o onolog otoyelel ot pelwon tov
xaduc teproewy Tou enelepyaoTh AOYw TPOGPRACEWY GTN UVAUT], TOTOVETOVTOS T TLO TPOCTEAGCUUO OLV-
Tixelpeva 6To vTocUoTNUA UViUNg pe to uPnidtepo evpoc Ldvne. O Baowde ahyoprdpog Tou Advisor
Baoileton oe plo amino s yohdpwon tou tpofifuatos tohhamhol caxidiou 0/1 (0/1 multiple knapsack
problem). H po¥j epyooiog Eexwvd pe tnv Stobixaocia xataypopne Tou Tpo@ik EVOC EXTENECLLOU TEOYEAUO-
TO¢ eXTOC 0UVBEDTC, ONULOUEYOVTAC €val dpyElo Ly VKV xou eEAYOVTAC UETEIXEG AmOBOONC Yiol TO AVTIXE(UEVAL
BEBOUEVKV TIOU BNULOLEYOVVTOL XATA TNV EXTEAEDT) TNG EPUPUOYC.

‘AMec perétee, omwe avtéc Ty [16] [5], emxevipdvoviar oty Tonolétnor ceMOwy ot €TeEpOYEVY
ovothpota uvhune DRAM/NVM. Xuyxexpwéva, oto [16] mpotelvetan évog mpoypoppoatiothc AMdng
ATOPICERY XATE TNV EXTEAECT], 0 omolog Tomoletel duvouxd Tic oehideg hote va PeAticTonoloEL TNV
anédoaT Al TNV HATAVIAWOT) EVERYELNG. LTOYOS Vol 1) UEYIOTOTOINON TWV AUTNUATOY UVAUNG TNE EQUp-
poyTc mou e€unnpetolvton and T DRAM, evdd to 8edopéva mou dev tpooTeAadvovton cUY VA HETAPECOVTAL
ot uviun NVM vy eZowcovéunon evépyetoc. Téhog, 1 epyooio [5] axohoulel pio npocéyyion tpudv B
udtov: Bektiotonolinon Tng opYdvwone SeBOPEVWY, AVIAUCT] AVTIXEWEVKY UVAUNG Xou TEAXT| ToToVETNON
oty wihun. To amotéheoua tng yedodoroyiag elvon éva clvoro Bértiotwy Aoewv Pareto, 6mou xdlde
onuelo tng xaunVAng Pareto avtiotoiyel oe plo cuyxexpiévn exdoyt tng epappoyhc, Tonodetnuévn o
éval ouyxexplévo obotnuo DRAM/NVM.

Yy nopoloa epyaoio, mpotelvoupe Uia VER TEOGEYYIOT AOYLOUIXOU YLOL TNV OMOTEAECUATLXY) TOTO-
VE€tnom detdv xou dedouévev petaéh DRAM xaw Optane persistent memory. Ectdloupe otny avdiuon
mpopih eqopuoydy mou Bacilovtar oe NewSQL oyeoiomn Bdon dedouévwv, 6nwe 1 CockroachDB. Ou
e@appoyéc autéc eneepydlovron peydhoug dyxoug Bedopévewy xon amoutolv UPNAH Uviun xou UToho-
yiouxolg mépous. Emmiéov, yapoxtneiloupe autég Tic eappoyéc oe éva meplBdAlov mou AauPdvel
unodn Tic mdavée mopeuBoréc evoc cuoTRUaTog, ewodyovtac Yopufo uéow benchmarks mou xaTovold-
VoLV Toug époug tou cucthuatog. To tekevtaio Bripa elvon 1 TEOBAedn Tng anddOONC TWV EGUOUOYWY
HECW EVOC HOVTENOL Unyavixnc Uanone, Ywele vo anontolvtol GAAAYEC GTOV XOOLXA TWV EPUPUOY®Y 1)
Tou hertoupyixol cuoTiuatoc. Ta povtéha autd talivopolv Tic epapuoyés oe mévTe Poaoixés xotnyoples,
memory-bound,cpu-bound, DRAM Bandwidth bound, PMM Read or Write Bound. Me Bdon auth
Vv to€vouncn unopoly va 500y xateuduvthpleg Yiot TNV ToTo¥ETNON TWV EQPURUOYWY GTO ETEROYEVES
cLOTNUA.

1.3 Oewentixd TroBadpo

1.3.1 Ezepoyevy CUCTARATA LVAKNG

Y10V ToUEd TNE EMOTAUNS TWV UTOAOYIO TRV, Topadootaxd, To CUCTAUNTA VARG AmOTEAOUVTOL o
x0piec uvhpes Pooléuevee oe DRAM teyvoloyiec.Ot DRAM (Dynamic random-access memory) uvApes
anodnxedouy to bedouéva ot Tivaxes, Twv onolwy xdie ototyeio amotelel Eval xOTTORO UVAUNG XKoL UTOEEL
vo mepiéyel u€ypl éva bit dedouévev. Kdde wdttapo puviung anoteheiton and éva Léuyog tpaviioTop xou
TUXVWTH, 0 OTOlOG TEPLOBIXE AVUVEMVETOL TPOXEWEVOL Vo dlatnpeiton 1 TAnpogopia oe autdv[l7]. Xe
o YOVTEPVES TeYVOhOYiES, To Bedouéva oy Uvriun opyavedvovtal ot Batuldec tou tepléyouv TOAATAL
banks, 6mou xd¥e bank elvan pior cuctouyion Yeauu®y xar oTnhey pe évav buffer ypouudv xou uropet
Vo TpooTEAAOTEL TopdAANAA péow Bladhwy. H Suvopxotnta twv pvnudv DRAM éyxeiton otny mepl-
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0BT} AVAVEMTY) TWVY TUXVWTOY TNG Yol vor dlatneel Ty mhnpogopia oe autolc. 261600,01 UVAUES aUTEC
dev dlatnpoliv Ta dedouéva Toug ywele Ty Umapén tpogodooiog, dnhad aroteholv mnuxée (volatile)
TEYVONOYIEC VNGV,

O pviuec teyvoloyioe DRAM oamoteholv Ypriyopes UVAUES UE OPXETH YWENTXOTATA OE Vel OYETIXY
YoUnA6 x6otoc. Av avatpéEouue oTo mapeAUdY, 600 Ol ATMUTACES TWV EQUPUOYDY PEYIADVAY TOCO
xhpowvotay 1 texvoroyia twv DRAM uvnuov.H pelwon twv xaduotepfioewy npdofBacne oe uia
DRAM pvAun, wotdoo, dev axohovdoloe tnv cuveyde adEnomn tou peyédoug tng. Autd To YEYOVOS
EMPEPEL UEYAAEC ETUNTAOOCELS OTOV YEOVO EXTEAECTC TWYV EQUPUOY Y, GTNV ATODOCT) XUl GTNY EVEQYELX TOU
xaTovah@veTa xatd Ty xeron me. Ou teyvoroyiec DRAM pvnudyv nhéov éyouv @tdoel ota Opld Toug
ot eninedo xhpaxwoydtntac, oAl xou ot eninedo Piwodtntoc- didpxetoc Lwhc [5].Hapddhnia duwe To
TEAEUTAlOl YPOVIAL O OYXOC TWV BEBOUEVWY TV EPUPUOYXY auEdveTton paydaia, Wilwg ot epapuoyé Bdoewy
dedopévwy, ot epapuoyég IoT mou ypedlovtal encéepyocio dedouéwy oe TEaYUoTiNG XedVo, OANS XoL oE
ahyoplduoue pnyovixic udinone yio Ty extaldeuor nohbmioxwy goviéAnv. H evowudtwon toAamhodv
DRAM DIMMSs vyt tnv enitevin vdmidtepne anddoons xan v x3Audn avinuévey anattioewy wviung
YIVETOL OANOEVAL X0l TILO OVATIOTEAECUTIXY, AOY® TNG AUENUEVNS XUTAVAAWOTNES EVEPYELIS TTOL altodideTan OTLe
AMWAELES XL TNV Loy ¥ avavéwons e teyxvoloyiac DRAM. Enopévwe, 10 x66T0¢ 6UVTHENONG TWV UTER-
OUYYPOVWY GUCTNUATOV UTEPURONOYIOTMV xahotd e€aipetind un elxuotixy Ty enévduon otnv adénon
NG ywenuxdTNTag uviung mou Bacileton aroxieio txd ot DRAM. ‘Etot, €xel apyioel n avdmtudn uvnuoy
UN-TITNTLXOV UE BLPORETIXES TEYVIXESG amoDxeuang dedouévwy. Mo and autég eivon xou 1 Intel Optane
DPCM (Data Center Persistent Memory), 1 onola pehetdton otnv nopodoo dimhwpotixy epyocia[18].

H Intel Optane DPCM omotehel o véa teyvoroyia uviung, n omola etvon un-ntnuxy| xou Baciletar oty
3D XPoint ayttextovixr. Kode x0ttopo pvrung unopel va tpooneAacTel UELOVWUEVO GE (L0l AEYLTEXTOVIXT)
oty omola oToBdlovton TAEYUATO UVNU®Y OE €va TELoBLdoTaTo TAEYpa Yo T Bedtiwon tne muxvotr-
Tog, Ty adnon tne anddoone xou TNy mopoy avdextikdtnroc[l9]. e olyxplon pe T umdpyouoec
SSD pviuec (oupmepthopfovouévwy twy oyetxoy SSD Optane) mou cuvdéovton oe eZwtepinh diemopr,
onwg 1o PCle, n Optane DC PMM npoopépel xolbtepn anddoon xo yenolponolel Sienapn uviung ue
duvatoTnTa TPooTERACNE avd byte.Xe clyxpion ue T DRAM, Swrdétel peyaldtepn muxvotnTa X ov-
Yextixénta. Buvold, évag enelepyoaothic (CPU socket) pmopel vo unootnpier éwe xou é€. Optane
DC PMNMs, emtuyydvovtae péytotn ywentuxémta 6 TB yviune Optane DC.H Intel Optane umopet
vor hertoupyel oe 800 Slopopetinéc Aettovpyiee, o Aettovpyio Myviune (Memory Mode) xata tnv omola
n Optane hertoupyel we yio emmiéoy uviun oty tepopyia wvnuey, petad e DRAM xau g xOplag
UVAUNG, xou oe Aettovpyio dueone npdaPuong epappoydy (App-Direct Mode), énou 1 Optane Aettovpyet
GOV LAl XEUPT| LVARY TNS XOPLIS UVARNG, XWelc TNV Tautoyeovr yerion dram uvAune.Ou Aettovpyleg autég
TEEMEL VoL ETAEYOVTOL UE BAOCT) T CUYHEXQPLIEVT] TEQITTWOT] YEHOMNS XOU TIE AMOUTHOELS TOU PORTOL ERYATLUC.
Or Aettoupyiec autéc mopoustdlovial OTNV TUPUXETE EXOVAL

Memory Mode
Application

App-direct Mode
Application

Violatile Memory Pool

gﬁﬁi’éﬁé’b&"ﬁEFé’i‘&t’éH" -
d Memory 5

'DRAM as Cache (Near-Memory);

: Optane DC Persistent Memory

Figure 1.3.1: Awgopetixéc Aettovpyiec Mviune.[1]
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e authv Ty gpyaoia, 1 uvAun Optane yenowonoleiton oe Aettoupyio app direct dote va €youpe Ty
euehi&lo va StoryetptlouacTe TV ToTo¥ETNOT TWV EPUPUOYMOY X0k Vo TOEUXOAOUVOUUE TIC TPOGPRACELS Xal
™V UWiun péow xou Twv dVo Ttimwy pvAunc. ‘Eyouue 1 duvatétnta va anogociloupe mol dedopéva
anodnxebovion oe xdde tomo uviAune. Ou Seixtec pnopoly vo anodnxeutoly oTn oV UVAUY, AToQeD-
YOVTOG TNV avdyxy emovodnuovpyiog Toug Xatd TNy emavexx(ivnomn xol TEMXE ETITUYYAVETAUL CNUAVTIXT)
uetwon Tou ypdvou enavexxivione. Emniéov, anogebyoupe Ty yeiwon tng anddoong AOyw amoTuyiy
ot¢ mpooPdoeic (conflict misses), 6tav n DRAM ypnowonotelton w¢ pviun cache yioe tpy PMEM.

e obyxpon pe ) pviun DDR4 DRAM, n xaduotépnon tne Optane awédvetor and 2x éwe 6x yla
vy vaoeLg xou oo 6x €we 30x Yo eyypagés, avaroya ye to wotiBo npdoPaong, ue xoductéenomn avdyv-
wong mou @Tdvel €wg xon 374.1 ns xou xaduotépnon eyypaprc 391.2 ns. O mpoofBdoeic ot pviAun
Tou mepthopPdvouy write-backs otny DCPMM epgavilouv xaduotépnon 458.4 ns, dnhadh 16.1% vn-
Aotepn amd TG AMOXAEIC TE avary Vo Tixée npocfBdoels. ‘Ocov agopd to edpog {dvng, 1 Optane DCPM
nopovodlel peiwon nepinov 7% otg avayvaoes xou 40% ot eyypagéc.[20].H pn nontied xOptor wviun
(NVMM) éyel onuaviixd yopnhotepn avioyf otic eyypagéc (10% xixdot) oe ovyxpion pe 1 DRAM
(106 xihot), yeyovée mou TNy xahotéd oxatdAnhn vl dueon aviixatdotoon e DRAM. Qotéoo,
amd dmodm evepyelaxnc anoédoong, ol Optane DC PMMs xatavakdvouv hyotepn oyl and  DRAM
otav Peloxovtal oe adpdvela, xodde dev anawtolyv cuveyy) avavénaor. Eva debtepo onuelo agopd Ty aio
TOUG: Ol OVEDES Woviune UvhAung ebvan o owovouxéc and ) DRAM. Yuvende,  Optane DCPM yuropei
vo emAeyel yio TNV xatooxeun daxomo ey pe Ayétepn DRAM addd nepioadtepn Optane DC uviun,
wote vo datnendel éva ixavomointind X xou ueYaAlTERO anoTiTwUA UVAUNG Yo goptia epyaciog mou dev
amoutoly amapalTnTa TN vavodeutepohentn xaduotépnon g DRAM.

Ioapd tor adtoppioBhTnTo 0@éhn Twv Texvoloyldy un ttnuxdc pviune (NVM), ou meplopiopol toug
eMPBAAAOLY ONUAVTIXEC TEOXANCELS Lol TOUG TpoYpaUpaTioTés epapuoy®dy. Ot NVM uviuec mogouotd-
Couv auénuévn xaduotépnor npdoPoone, younho ebpoc LOVNG xal PELWPEVY avToy 1) 08 GUYXELOY UE TG
teyvoloyiec DRAM. EmnAiéov, epgpaviCouv acuuyetpla otny xaluoTéenon xon TNV XAToavIAwoT| EVEQYELNS
xatd Tic Aettoupylee avdyvwone/eyypapic, eve 1 dueon avixatdotaoy e DRAM ye NVMs, 6nwe 7
Intel Optane DCPM, peudvel onuavtixd v ano6doon Aoy QuvouEvemY OTwS O TEPLOPLOUOS EYYROPLY
(write throttling) xou ol cuyxpoloelc TautdypovNe npooTéhaonc. Enouévee, oo NVM DIMMs cuvdud-
Lovton ouvidwe pe povédec DRAM, dnuovpydvtac éva etepoyevéc obotnua DRAM/NVM.

1.3.2 XYyeocwaxég Bdoeig SedoUEVWLY

Or oyeclaxée Bdoeic dedouévwy amoTeholy wio Bladedopévn Teyvohoyio €86 xon dexaeTleg Yiol TNV omo-
Vxeuom xou TNy Swayelplon dedopévwy, yenoonouwdvtog ) yadooa SQL (Structured Query Language)
Yiat Tov ouVdUAoPS xa TNV ohvodn twv dedouévev|?]. M oyeoioxt| Bdon dedoyévwy efvan évag TOTOC
Bdong Sedopévwy mou opyavmvel To dedopéva oe YPaUUES xol GTHAES, oL onolec cLANOYIXA oymuatilouy
évay mivaxo otov onolo ta dedouéva cuvdéovton peTadld touc. Ta dedopéva dopoldvion oe moAAATAOUS
Tivoxee, oL onolol unopovy va cuvdeolv petadl Toug UEow VS TpwTevovTog xAeWol (primary key) 1
evoc Zévou xhedod (foreign key). Avutd ta xheldid xotadewviouy Tic Bdpopec OYESEC TOU LTEPYOUV
peTAE) TV TVAXWY, oL onoleg oLy VA anexovilovTtal Péow dlopopeTndY LoVTEAWY dedopévwy. Ot oyeal-
oxéc Pdoeic dedopévmv cuoyetilovton enione pe tic ouvahhaxtxée (transactional) Bdoeic dedopévemy, ot
omnolec extehoUY VTOAEC 1} cuvolhayég cuAloyixd. Ou cuvahhayéc yopoxtneilovial and cuUYXEXPUEVES
WioTnTeS, Yvwotéc pe 1o axpwvipo ACID (Atomicity,Consistency,Isolation,Durability), dnhod# Atoy-
o, Yuvénel, Aroudvwon xar Awtnenowotnta. Kéde cuvodhoryy yiveton orouind, ooy g povadixy
Aettoupylo, aveEdoTnTo Xl ATOPOVOUEVA ATtd TIC UTOAOLTES, VG TopdAAnia eacpahileton 1) CUVEREL TWY
BedoUEVeV xardOAT TNV BLdpXEL TWV SUVOARAY DY, AN o 1) SlaThpnon TwV chhay @V oo dedouéval.

2671600, 1 EUPAVIOT VEWY TEXVONOYLWY, OTWE 0 TAyXOoUlog toTég o To cloud, épepe v avdyxn
dlayelptone mo ocOvdetwy dedopévwy oe PBdoelc dedopévwy mou umopolv vo utootnelrnuy TNV xhi-
poxoooTTa xan por udmAY andédoon.H teyvohoyio NewSQL elvon 1 mo mpdogatn e€€Mr, 1 omola
EVOOUATOVEL TNV XavOTNTA XAUdxwone xou eCoo@ohilel ) diadeoiudtnta mou mopéyouv ol Bdoelg
NoSQL (Not Only SQL),dwtneddvtoc tic widtntec ACID, ol omolec yopaxtnpeilovy tic oyeotaxéc Bdoeic
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dedopévwv[21]. Xto mhaiclo avthc tne epyaoioc, pehetidnxe n Bdon dedopévewv CockroachDB, n onoia
amotehel éva mopdderyua pag NewSQL oyeotonnc Bdong dedopévwy.

H CockroachDB [22] eivon pio Bdorn Sedopévwy Bootopévn otny yhdooa SQL, elvan source-available
xol Ue TNV yeRom e 1 dioyelpior dedouévev elvon omhn xou amodotixn. Xwelc v yerion e€elbixeupévou
VAol pmopel va mpoyuoatonolel opllovTia GELELOXY) XAUAXWAOT), BNAADY| XATAVEUEL TOV PORTO EQYUCLIV
eVTOC EVOC Server Ge TOANG unyavidoto Tov cucTHUatog 1§ oe TohAd nodes evég cluster, oe avtideon ye
™V XEVETN XMUIXOOT XOTaL TNV OTola AUEAVETOL 1) YWENTXOTATA Kol 1) LoY VS WAS UNYoVAS TEOXEWEVOU
vo uropel va dlayelplotel avgnuévo gpdpto epyaciav.H CockroachDB yenowonoiel évay xataveunuévo
alybprduo ouvaiveone (Baotopévo otov Raft) yia v avanapoywyy) dedopévwv petald nodes, eloo-
parilovrac aviextixdtnta xou autépaty avixaudn and anotuylec x6uPwyv (fault tolerance). H Cock-
roachDB elvon mpooith} otoug ypnotee, xadog xdvel yeron woag SQL Sienagric ouufoty) pue v Post-
greSQL, eved napdhhnho aflomolel TOV XATAVEUNUEVO YapaxTHRo TNG UE oX0T6 TNV BEATILUEVT XAUIXWO
xau anédoon|23].

1.3.3 Alydéprdupor EmPBAenopevne Mnyavixie Mdadnong

H pnyovixd wddnor avtimpoownelel éva gupl medio avdmtuing alyopidpwy mou EMTEETOLY OToV UT-
ohoytoth var podadver xou vor tpofhémel péow o Swodixaoiog exnaideuone nou Baciletor oty avelpeon
O TATIO TIXY XOVOVIXOTHTOV 1) GAAWY TpoTUTWY oTa dedopéva. Autol oL ahyopripol €xouy oYedLacTEl (HOTE
VoL UTTOpOUV VoL AVOTpdyouy TNV avlpdTive TpocEY Yo oty expddnon woe epyaociac.[24] Mropoldv va
dlaxprtolv oe Sldpopeg xatnyopleg, avdhoya pe tn wédodo exydinone 1 to npdéBAnua mtou emthbouy. Ou
dUo Mo dladedouéveg uToxatnyopieg elvon oL ohydprduol eMPBAETOUEVNC xou N EMPBAETOUEVNS Udinomg.
H emPrendpevn pdidnomn agopd tnv expdidnon poc cuvdptnone mou avuotoly(lel wia elcodo oe pio €€odo
ue Bdon Belypota elo6dou-eEddou. Avtideta, oi un emPrendpeves uédodol podaivouv yopoxtneloTixd
and Tol BEBOUEVOL XL YENOLLOTOLO0Y T fO1 YVOOTA YAUpAXTNELO TIXA YLoL VoL avalY Vploouy Thy xhdon Twv
dedouévev. Kuplwe epapuolovton yio opadonolnon xou Uelwor) YopoxTnelo Ty,

Ye authy TNV gpyooia, mlyelpeolUe Vo TAELVOUTICOUUE %Ol VO YUeax TNeiCouUE EQapUoYEC 0&lOTOLOVTOG
Tor Bedouéva mou haufdvovtal and TNy avdhuon Teo@ih Twy egopuoyyv. H poviehonolnor tne anddoong
e yeYion eunelpeic a&tohdynone unopel va npaypotoroindel péow ahyopliuwy emBrendpevng unyovixic
pdinone[25]. Ltic pedddoug emPrenduevne pdinone, yenowonoteitar éva ocbvoho dedouévwy, To onoio
EXEL YUPUXTNELOUEVEC TIC XAdoELC Tou avixel To xdlde otolyelo, yio vo emteédel otov ahyoplduo vo pdidel
™ ouvdptnon f(z), n onola avtiotoyilel Tic ewobédouc X; oe wa €€odo Y;[25].To civoho Sedouévev
daywplleton oe olvoho exmaidevone xar cbvoho doxwov. To clvoho exnaidevons mepthayBdver TV
petoAnty) e€66ou mou meénel va mpofieplel B vo to€ivoundel. ‘Ohot or akydprduol aviyvebouv yotifa
and To cUvVoho exmaidevong xou Tol eQappolouy 6To GUVONO BoxMV Yo TEOBAEdN 1 Taivbunon|2].
Yo mpoPBhiuorta Tallvéunong, ol xAdoelc elvon mpoxadopiopéves. Autéc ol xhdoelc dnuiovpyolvTol ©¢
nenepaopévo olvoro, oplopévo and tov dvipwro, mou onuaivel dTL Eval CUYXEXELUEVO TUuo SEBOUEVLV
Yo emonuovdel pe avtéc Tic tadivouioeis [24],

Yxonbe poc o authy TNV epyacio ivor vor TalVoURCOUE TIC EXTENOUHEVES EQOPUOYES UE Bdomn Tnv
an6d00Y| TOUG XL TN CUUTEQLPORA TOUG OTN WVANT, dloxplvovtde Tic oe memory-bound, cpu-bound #
bandwidth-bound egopuoyéc. I vo npaypotonoticouue Ty Ta€vounacT, ETAEYOUUE Vo EQUPUOGOUUE
xal va ouyxplvoupe téooeplc ahyopliuouc unyavixnc uddnong, ot onolot Bacilovton oe dlapopetixés puedo-
doug exudinone xau TedBiedne tou tehixol anotekéoyatos. Autéc ol uédodol nopouctdlovion TUPUXETw.

1.3.4 Random Forest

To povtého unyovixic uddnong Random Forest eivan évag tavountric mou amoteelton and piot GUAAOYN
TaEvouUNTMY dounuévey we dévtpa anogdotwy {h(z, Of), k = 1,...}, 6mou 1o {O } elvon aveldptnTo xou
oUoLOpoP@A XaTAVEUNUEVAL Tuyata Blaviopata, xat xdde dévtpo meoodidel uia PAgo Yo TV To dNUOQLAY
x\dor oty eiocodo z[26]. Tuyaio Swpopetind uépn Tou cuvdlou dedouévev hauBdvovtar Yo Vo ex-
noudeutel xdle Bévtpo xou ot cuvéyela To amoteAéopata cuvdLalovTon pe Tt pédodo tou péoou Gpou.
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Kéle 8évtpo andgaone xdvel mpofrédeic aveldotnra. Kdde xépfoc oe éva 8évtpo andpaons aviinpocn-
TeVEL €val YopaxTNEloTixd Wac U e&étaon nepintwong, eve xdde ¥Addog avamaploTé Wia T Tou Urtopel
vau MPet to yapaxtnelotixd. O nepintddoelg Tagvopoivton Eextvidvtoe and T plla Tou SEVTpou xoL XoTr-
YOpLOTOLUVTAL PE PACT TIC TWES TWV YOpaXTNELO TGOV Touc[27].AuTh 1 npocéyyion ovopdleton ensemble
learning xou cupPéider ot Behtivon e axpiBetoc twv Teolrédewv|?]. H axpifeia evéc random forest
eZoptdTan amd TN BUVOUY TEV UELOVOUEVLY BEVTPWY Xou and Tov Badud eZdptnone petalld toug [26].

1.3.5 Support Vector Machine

To povtého (SVM) elvoun piar teyvixr mov doxpivel tor Sedopéva xou o ToyeVEL 0TNY EVPECT) IS dlorywpLo-
g ouVdpPTNONG, N omolo uropel va TpofBAéPel cwoTd Tig eTixéTeg Yia VEo dedopéva. H Baowr déa elvou 1
ebpeom evoc unepeunédou (hyperplane) mou dtoywpellet Tic ¥AAOELC HEYIOTOTOLOVTAC TO TEPLYMELO PETAEY
toug[3]. T pn yeapués ouvapthoeis, yenowonoteltow to "kernel trick" yio ) yaptoypdgnon twv
dedopévmv oe uPnAdtepes dlaotdoel, wote va Behtiwdel 1 axpifela TV TEoBAEYewmV(25].

1.3.6 Multi-Layer Perceptron

To MLP eivan évo €ldog teyvntol veupwvixod duxtbou, To onolo anotelelton and peydho aprdud dia-
GUVOEBEUEVWV VELPOVLY TIOU £pYELovTol TOPGAANAL Yiar TNV Taglvounoy Twv dedouévev elcddou. Eivou
opyovouévo oe emineda, pe Wwa ntpowdntxy pcor mhnpogoplac. O olydprduoc extelelton €wg 6ToL dheg
oL tpofhédeic elvar owoTéc 6To oUVONO exmaldevong, pe T xeron e wedddou backpropagation yio
pOduLon TV Bopdy Twv cuvddewv[28].

1.3.7 Logistic Regression

H hoyiotud modwdpdunon (Logistic Regression) etvon évag Sioxprtinde ta€vounthc mov edyel yopox-
TNELO TS oo Tor dedopéva xou Tor cUVBLALEL Ypoppxd. Ltdyog eivon 1) e€elpean evog cuvohou Bapdy Tou
ehaytotonolel TNV apvnTxer Aoyaprduxy) miavétnTa UEow TEYVIXWY BEATIOTOTONONG OTWE 1) G TOYC TLXY
xhion (stochastic gradient descent)[29]. H cuvdptnon xéotouc diveton and:

J(0) = 3 [pilos(y) + (1~ po)los(1 — )

1.4 3baaypdpnon Egapuoyony

IMpwtapyixd Prua yioo Ty exndévnon e epyooiog anotehel 1 oxoypdgnon tov egappoydv (work-
loads), ot onoteg Paciovton oe transactions dedopévewv pe v yeron e CockroachDB. H oxarypdpnon
(profiling) éyet oxond var SLopopPOOEL ULot EXOVOL TNS CUUTEPLPOPDS NS X3IE EPUPUOYHC WS TEOS THY
dlayelplon TG wviuNg xou TiC TeooPdoelc oe aUTHYV.

Yty mapovoa epyacio yeketdton 1 extéleon teoodpwy workloads Baciouévewy otnv CockroachDB.
Ta workloads etvon tar e€nc:
e Bank: Movtehonotel éva chvolo hoyaplaopdy pe tpamellxd vdhoina.
o Kv: Extelel reads xou writes 0to o0volo tov XAeWBLdV mou xatavelpovtow oe éva cluster.

o TPCC: Ilpocopouwvel yia dodixactio UeTafiBdoewy yenolonolntog Eva TAo0UCL0 Oy fud TOAATAGDY
TUVEX V.

e YCSB: Ilpocouounvel éva uhninc xhuag key-value store workload, eite read-heavy, write-heavy
elte cUVBUOOHS AVTV.

ITio ouyxexpiéva, eéetdleton to throughput - n puduoanédoon - e Suvauiic DRAM xon g un
TTNTXAC UVAUNG XATE TNV EXTEREDT) TWYV Tapamdve epappoy®y. EZetdlovtal enlone ol npooPdoeic otnv
Persistent uvAun elte vy avayvooeig eite yio eyypopég xou TENOC xatorypd@eton 1 xaduotépnon mou
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ELOAYETOL OTO GUOTNU UE TNV EXTEAECT) TWV DLlopdpwY queries Tou EXTEAOOVTOL XOTA TNV DLEEXEL TWV
eqappoyodv. Ta Baoixd epyodeld mou yenowonowlvon yior autdy Tov oxond eivor to Intel®) Perfor-
mance Counter Monitor (Intel® PCM)[30] xou to moxéto ipmetl [31]. Tao newpdyota extehodvion oe
évay server pe evowyoatwuévo mupriva 2x20 Intel Xeon Gold 5218R CPU @2.10GHz pe 2 sockets and
ocuvolwrd 80 CPUs, ue 4x32GB DDR4 DIMMs xou 6x256GB Optane DC DIMMs. To exovixé cbotnua
amotelelton and 3 numa nodes, 2 eivon cuvdedepéva ue DRAM Dimms xou 1 pe tnv Optane DCPM.
Intel Optane DCPM puduileton oe App-Direct mode pe to EXT4-DAX file-system. Version 1.11 of
the Persistent Memory Development Kit (PMDK) and gee-13.3 egappélovtan yia Thy avdntuln twy
EXGCTOTE EPAUPUOY V.

1.4.1 Awlaywyr Ieipapdtwy oe Antopovwpévo JVoTnua

Ye autd To UEpog, EXTEAOUUE TIC TEOOEPLC EQPUPUOYEC aveEdpTnTa BUO (POopPES, WA YENOWOTOLOVTOG
DRAM xau wa yenowomowdvras v Optane DCPM. Ot 8uo SLapopeTinéc eEXTEAEGELS TEAYHATOTOLOUVTOL
HE TNV XeNon TN evToAc numact] -membind, 1 onolo Siacpoiilel o numa node oo onolo Yo extereotel
N epappoyn. Epeuvolue TNy cUUTERLPOEE TWV EPUPUOYHOY WS TEOS TNV UVAUN X0t TNV anddocy| Toug
070 anogovwpévo cvotnua. Kdde epapuoyy extehelton yio 5 Aentd ye pior Slapopetixnt| T YNUETOY.
Iiveton n yenon 1,2,4,8,16,32,64 xou 80 vnudtwyv xou tTeAixd xatoypdpoupe to throughput tne uviune,
Tic Tpoofdoelc oty persistent uvAun xou tic €€680UC TWY EQPUPUOYHOV.

IMpwta and dha, ye Tnv yenomn tng evioinc ipmetl tapatneoiue tig npooBdoeig oty Optane DCPM. Ta
anoteréopata gatvovton oTo didypopua 5.1.1. Mnropel va napatnendet 6Tl ol npoofdoeilc otnv persistent
Pviun Yot Ghec Tic eqoppoyés xupaivovtor ueto€l 1010 xon 1011 ue tic avoryvdoeig vor Eemepvoiy mévta T
eyveagpéc. Mdhiota 660 auEdvetar 0 optduos TV YNUATWY, oL TeooPdoelc oty PvAUN auvgdvovtal, Ywelc
va taportneovuvTal axpolec petaBoiéc. O eqappoyéc Bank, Kv, Tpee napoucidlouv éva otalepd pot{Bo
e pixpéc auérioels avéloya ye tov apldud Twv ynudtwy. MIAoTa, auTéc oL eQuppoYEs Topouatdlouy TG
Nyotepec mpoofdoeic oty pvAun. Avtideta, n epopuoyr Yesb, xou Wbiaitepa o timoc A xou B, otodepd
Topouctdlel Tig UPmAGTEPES TIUEC.

Yty ouvéyela, omo Tig e€HB0UC TV EQUPUOYMY GUAAEYOUPE TIC XoUGTERHTELS IOV ELGEYOUY Ta queries
070 cVotnua. apatnedvtag ta Slorypdupata 5.2.2 xa 5.2.3 6To XEPIANO 5 5, UTOEOVUE Vo TOVUE OTL OL
xaduoteproelc Topoualdlouy UEYFAO €0pOC TUODVY XL BEV CUYXEVTPMVOVTOL YUPW OO [LOL GUYXEXGLUEVT,
Th. Ou Tipée xupadvovton peto€d 10 xou 105 ms xatd tny extéheon oty DRAM xou xoto Ty extéheon
otnv Optane. Ou egapuoyéc Bank xau Tpcc eiodyouv yeyoalltepeg xaduUGTERHOELS GTO CUCTNUA XoUL 1|
Yesb g wxpdtepee, Wuitepa o tomog C, mou extelel poévo avayvooels oty uviun. Oco audvetal o
aptdpog TwV vpdtwy, ol xaduoteprioelc Telvouv va auEdvovTan xon TO EUPOC TWY TV UEYOAMDVEL.

Tehxd, péow tou gpyareiov PCM-Memory xou tou PCM, e€etdloupe to throughput e xdde pviung
yio xdrde eappoyn xou otig d0o exteréoelc, oe DRAM xaw oe Optane, yio 6heg ¢ TWée twv vudtwy. Ta
ATOTEAEGUATA TUPOUCLALOVTAL AVUALTIXG 0T Blarypdupata Tou xe@ahaiou 5. AtoywpellovTon oL avayvaoelg
xat oL eyypopéc oty DRAM xaw otnv Optane xou yio otig 0o exteréoeic. Meletdvtog tor dtorypdporto
yior OAEC TIC EQUPUOYES, UTOPOUYE VoL CUUTIERAVOUUE OTL OAES OL EQUPUOYES TTAPOLGLALoLY Wit Ao OUUETE
CUUTERLPOPE. GGOV apopd GTLC TEOGBACES TNV UVAUN xaL otny anddoor otnv DRAM xw oty Optane
DCPM, ye apxetéc auEoUEUDOELC oVl BEUTEPORETTO. Xe OAEC TS EQPUPUOYES, Xl OTIC BUO EXTEAECELS
to throughput tn¢ persistent uvAung ebvon yauniétepo and to throughput tnge DRAM. Qotéoo, 6co
ol Téc Tou throughput yewdvovtar, 1 Swopopd auth uixpaivel xon Tapatneelton W TopdUold Anddoao).
Mrnopolpe va nopatneicovue axdpa, 6Tt to PMM throughput nopouéver napduolo ye v adnon twv
VNUATWY EXTEAECTNC, Ol EQUPUOYES BNAADT| BV xAaxdvouy owotd. IIavde, 1 NVM uvAun va mpoxaiet
eva botteneck. Ou eyypagéc oty pvAun elvon wxedTERES Omd TIC AVAYVWGCELS GYEDOV OE OAEC TIC TEQLT-
wwoelc. H egapuoyn ye 1o younidtepo throughput npoxdntel va eivon 1 Tpee. IIidov outlar e youniic
anédoonc e elvon 6TL Ta queries, xotar TNV didpxeia exTéAeonc, dev exteAolVTAL Xdle BEUTERORETTO, OANS
exTEAOUVTOL VL TAXTE, TO 0pand, YEOoVixd Bloo THYOTA, TNG TaEng twv b deuteporéntwy. To uhniétepo
throughput mopatnpeiton xotd tnv extéreon e epappoyhc Yesb, Wuitepa otov tomo A.
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1.4.2 Awelayowyr leipapdtwy oe Interference-aware X Ootnuo

Ye autd 1o onuelo, elodyouue TNV WEX TNG TELRAUUATIXNG OVIAUGTIC X0l TOU YUQUXTNEIOHOU TWVY EQalp-
HOYQV oe éva oboTNUA PE ETlYVWwoT TwV Tdavedy TapeuBoAdy VoS LUTOAOYIGTIXOV GUCTHUATOG. XE v
PEAALO TIXS UTONOYLO TG GUOTNUA, TOAAES EQUOUOYES UTopEl Vo exTEAOUVTAL ToEdAANAAL, Ol ENeEepY o TEG
unopel var extelolv dlapopeTtixég diepyaoies T Bl otiypr xou To edpog Lidvne e uviung ToAléc @opéc
egumnpetel ottt dAAWY egappoydv. Ilpoxewévou va tpocopoudooupe éva Tétolo cUOTNUA Ue ETly V-
»oN TV VOV TUpeUBORGY, EXTEAOUUE TUpdhAnho UE TIC EQUpHOYES, xdmola edxd benchmarks ta
omnola XaToAoBAVOUY TOUC TOPOUS TOU GUG THUATOS Xl éneita e€etdlouye T anoteléoyata.

iBench Benchmarks

To IBench [32] anotelelton and éva olvoho mpooextixd oyedioouévwy benchmarks ta onolo mpooé-
TOLV TAUPEUPORES HALUOXOVUEVNC EVTAOTC GTOUC TOPOUE TOU CUCTHUATOS. LUYXEXPWEVY, XoAOTTOUY €val
évar otadloxd dha Tor Voo Tou enelepyao Ty, XUTOAUUBEVOUY TV YOENTIXOTATL TOV UVNUOY o Ola
To eninedo g tepopyiog, xadde xou to cbotnua dBixtdwy. Tndeyouv entd benchmarks xon xdde bench-
mark xodUmtel évay Tpo Tou cuoTAUNTOS EEYWPLoTa Ywelc va emxahbtovtar. Kdlde benchmark ooxel
TEOODEUTIXA UeYohlTepT Teon o €vay cuYXeXELWEVO Topo Tou cuoThuatos. Ta benchmarks agopolv
to ‘cpu’,memBw’,’memCap’,’11d’,’111°,12” xou '13". Xe awthv v epyaocio, exgetalievdyocte ol and
autd,ta 13, memBw xou cpu. ‘Eneita extelolye topdAAnha Ue quTd TG EQOPUOYES YE TOV (Blo TpoTo 6TWE
GTO ATOUOVOUEVO clOTNUA, Yo Vo exteléoeic o DRAM xan Optane pe tipéc vnudtwy 1,2,4,8,16,32,64
xou 80.To L3 benchmark apyixonotel éva umhox oto uéyedog Tng xpuPNEC LVANG xal EVE exTEAETAL amoxTd
TpdoPoon To Umhox UvHUNG, Wéow tng eviodrc memcopy. To MemBw opilel évav nivaxa peyédoug 2N
xot EXTEAEL VoY VOGELS 6TO éval Ulod Tou Tivoxa xou YedpeL 6To dANO Uicod Tou mivaxo tapdhinia. Téhog,
to Cpu anocyolel oTodlaxd Tol VAUATO TOU GUC THUATOG.

Anoteléopota

Ipwta an’é)a, ye v yenon e eviorrc ipmectl, nalpvouye yetprioeic and tig tpoofBdoeic TNy persis-
tent pviAun xatd tn extéheon tng xdle e@apuoyhc ue TNV Topdhhnhn extéleon xdde benchmark Eeywelotd.
Ta arotehéoyota nogovoidalovton ota oyedlorypdupota 5.2.1a,5.2.1b xou 5.2.1c. Mropolye va mopatner-
GOUUE OTL UE TNV TapdAAnAn extéleot Twv bandwidth xow L3 benchmarks ot cuvohixéc npooBdoeic otnv
pviAun avgdvovton. Hoapotnpeeiton, emouévene, wor pelwon g anodoong twv epapuoydy. Avtideta, ue
To cpu benchmark ot mpoofidoeic oty YVAUN ToEOUEVOUY OE THEOUOLO EVEOC TUWY UE TNV EXTEAEDT] O
ATMOUOVOUEVO TEPLBAANOY. Xe OAEC TIC TEPLTTMOELS, OL OVAULYVWOELS OTNV UVun Eenepvoly TiC EYYRUpES
e uviune. Emniéov, ol cuvohixée mpoofdoeic otny pviun avgdvovtal xadde o aptdudc Twv vNudTwy
avgdvetan, ywelc oxpalec petaBoréc. Katd tnyv extéheon twv benchmarks L3 xouw Bandwidth, 1 egoppoyy
We To TeploobTepa accesses ebvan 1 Yesb pe tipéc mou xupaivovion 6to didotnua (0.9 —2.5) x (10M) yia tic
avoryveoelg xot 6to ddotnua (0.4 — 1.5) x (10M) yia tic eyypapée. AvtioTorya, yio Tic SAhec epappoyéc
oL Téc TV avayvooeey evar (0.1 — 0.3) x (10M1) xou twv eyypapdv (0.1 — 0.2) x (10'). 1o cpu
benchmark ot npoofdoeic yewdvovton. Ou younidtepee Twwée napatnpodviar ota Tpee xou Yesb F oo
elpoc (0.7—1.5) x (1019), eved ov udhmhdrepec epgaviCovion otouc utdhottoug Thnoue Tre Yesb epoppoyhc
pe Tée oto ddotnuae (3 —4) x (1019) yio i avaryvaoeie xon (0.6 — 1.1) x (101%) yia Tic eyypapée.

XNV GUVEXELD, XOTAYPAPOLUE Yot THAL TG XA PUCTERNOELS TTOL ELGAYOVTAL GTO GUOTNUA UE TNV EXTENEOT)
TWV queries TV EQUPUOYOV XATd TNV TopdAANAN exTtéleot twv benchmarks. Ané to Swrypdupota 5.2.3
xou 5.2.2, unopel va mopatnendel 6L ot xaduoteproelc auTEC dev UeTUBdANOVTOL TOAD CUYXELTXE UE TNV
EXTENEOY, OTO ATOUOVWUEVO TEpBdAlov. O twée xupaivovtar oto ebpog (10 — 105) ms %ot yLo Ti¢ 000
exteréoelg. LNy extéheon otnv Optane DCPM ol xaduoteprioeic autég teivouv va eivan udnidtepec.
INo xdde eqoppoy, ol Téc @aivovton vor €Youv Uiot HEYAAT BLaoTopd ot Vo Uny Tapouctdlouy o
CUYXEXPWEVY) CUUTIERLPOEA. 1| VAL GUYXEVTOVOVTAL YUpw and o xevipxh) Twn. H Kv egapuoyy eiodyel
TG PxpoTEPES XarduaTepoEle 6To cUoTNUA, eved 1) Tpee xou ) Bank and tmv twn cuyypeoviouod 32 xou
HETE, elodyouv Tig To LPNAES Tiée xaduoTERHOEWY XL TO UEYANITERO EVPOC TULWYV.
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Kdta v yerétn tou throughput twv pvnuody xatd Tic EXTEAEGES TWV EQPUPUOYOY TOESAANAL UE To
benchmarks, Somiotdooue 6t 0 clotnua meayuatxd enneedleton and TV Oupln TULEUBOADY xaL
dev mapovaotdlovton axpaiec peTaoréc ot Tiwée Tne anddoone twv egapuoy®y. Etol, mpoxewévou va
pehetooupe Ty emippor] Twv benchmarks otic egapuoyéce, xataypddaue péoa and tic e€660ug TwWV EPoL-
HOYY, TIC EVTOAES TOU exTeEAEL 1) %dde eopuoYT| avd deuTepOAeTTO xadOAN TNV Bldpxelo EXTEAECTC TOUC.
Arno to Swrypdppoarta outd, to onolo napovstdlovtal 6To xe@diato 5 xatahaBaivouue 6Tl ta benchmarks
ennpeedlouv TNV andBoo TWYV EPUPUOYMY OTIC TEPLOCOTERES TeptnTiaelc. Odnyolyv elte ot adinom twv ev-
TOADY, xadde mdavd Eyel dnuovpynel xdnotou eidoug bottleneck oto chotnua, add xo oe pelwon Twy
EVIOADY OE YMOLEC TMEQLITAOOELS, TO omolo avTioTolyel oe avtloTtolyn pelworn anddoone. Ta benchmarks
Tou Tapouctdlouy TNy Yeyolltepn enldpaon otny Aettouvpyio Twv epapuoy®y elvar To Bandwidth xou to
CPU benchmark, evé) to L3 nopovoidler yétpla enidpoon oty anddoon twv epappoynyv. H enidpoon
»woT600 Twv benchmarks ogelheton dyt udvo oto eldog Tou benchmark nou extelolue, ahhd xou TNV
HVAUN oty ool extelolvTan oL egapuoyég. Xtnv Optane pviAun, napatneeiton peyokiteen emPdouvon
g anédoaorng, eved oty DRAM uviun xdmoleg gopég pmopel vo unv napatnendel xav emPBdeuvon xa va
TEOLGLAETAL Ui JPXETY ToPOUOLYL CUUTERLPOopd. Eminhéoy, mapatnpolue 6Tl ye tny adénon tou aptiuol
TOV VNUATWY, 08 ONES TIC EQUPUOYES O OpLIIOC TWV EVIOANDY OVaL BEVTEPOAETTO ALERVETAL.

1.5 Ilpotewduevn Medodoloyia

Ye autd to pépog, mopouctdleTal 1) TEoTeOUeVY Uedodoroyia mpoxeluévou va ano@aoloTel 1 Ttomo-
VETNON TV EQPUPUOYDV OTIC UVAUES TOU ETEPOYEVOUC oUoTRUaTOS. Eiddtepa, elodyouue Ty 6o Tng
exnafBeuone LOVTEAWY Unyavixhc wdinone ye oxond tny TolvOuncn xou TOV YOEUXTNRIOHO TV E(op-
HoYQV Ue Bdor TNV ambdooT) XAl TNV CUUTERLPOEE TOUS WS Teog TNy dluyelplon e pviung. O xAdoelg
oTic omofeg Yo Srorywpeiloupe Tig epapuoyeg eivon oi: Memory bound, DRAM-Bandwidth Bound,PMM-
Read Bandwidth Bound, PMM-Write Bandwidth Bound, CPU-Bound. Me Bdorn auth tny to&véunon,
umopolV va tapdoly amo@doEel Yiol TNV TEAXY TOTOUETNOT TWV EQUPUOYMY Xol TNV SLOYEIPLOT) TWY UVNULY
OTO ETEPOYEVEC GUOTNUA UVAUNG.

To mpddto PrAga Yo TNV exmaideuon Twv Yovtélwv unyavixic pddnone etvon 1 dnuiovpylo evog
HOTIAANAOL cLVOROL BeBopPEVLV exmaldeuang. LUAAEYoLpE To Bedopéva elcddoL and Ta dedouéva Tou
€youv avtAndel xatd TV melpauaTiX avdAUoT TWV EQapUoY®Y pe TNV Bordeia twv gpyaielnwy PCM xau
PCM Memory, to onola napdyouv dedopéva xdde SeuTEpOAETTO XATA TNV EXTEAEST) TWV EQopUoY®Y. Ta
dedoyuéva auTd TEpLEYOUY TANEOYORIES Yia TO oUOTNUA, TOV ENEEERYUC T, TNV XUTAVIAWOT) UVAUNG XAk TG
TpooPdoeic o OAN TNV Lepopyio TV uvnuoy. Emkéyouue va yenollonoliooupe To SeSOUEVO TOU TEoXVT-
TOLY OO TNV AVEAUGT 0TO GUCTAPN UE ENYVWOT TwV TapeUBoRGY. And auvtd ta dedopévo GUAAEYOLUE
Tol DEBOUEVA TOU aVAPEROVTAL OTIC HETELXES TOoL cuaThpatog ané To PCM xou to PCM Memory xou ta
CUYXEVTPWVOULUE GE €vol oUVOAO Bedopévev. O emduevog otdyoq elvon va xadoploovue v xhdorm tou
xdde otolyelov Tou GUVGROL BESOUEVOL.

INo vae to€ivopriooupe tor 5eBoUEva ELGOB0U GTIC XAACELS XL EMELTA VO EXTIULOEUCOUPE TOL LOVTEAA VoL
TeoBAEnTOUY TIC XAdoES TwV dedouévwy, elvar anapaitnTo vo oplooupe cuuyxexpéva opta-thresholds
OTIC YETEIXES NG wviAung xou Tou ene€epyaoty). Ta dpla autd Pasilovtar otnv 1y tou IPC npoxepévou
vo anogacicovue av uia e@apuoyy) elvon cpu bound 7 éyt. o var anogacicouye av pa eqoguoy slvan
memory-bound ¥ oy, e€etdlovye TO TOGOGTO TWV ACTOYLOY GTO TEAEUTOLO EMIMESO XPUPWY UVNUWY
L3 (L3 miss rate) oe oyéon Ye Tic CUVOMXEC TPOOBAOELS OE AUTHY XOTd TNV SLdpXEL TNS EXTEREOTC
v e@appoy®y oty DRAM xou otnv Optane. Xto téhog, unoroyilouye to yéyloto ebpog Lwvng mou
unopel va emitevydel oty DRAM xou oty Optane yio Ti¢ avaryVOOELS Xol TLS EYYPAUPES XaL TEAXE TO
ouyxplvouue pe To €0pog LOVNE TWV EQPUPUOYV TEOXEWEVOU VoL XATATAEOUNE Tig eQoppoyéc oe DRAM
bandwidth bound, PMM Read bandwidth bound, PMM Write bandwidth bound 7 tinota and autd.

I tov utohoyiopd tou péyiotou edpoug LHVNG TV UVNUAOY EXTENOVUE ouyxexpiuéva benchmarks tou
xenowonoly oto péyloto to bandwidth twv uvnudy. Tuyxexpwéva, expetalhevdpocte 1o Intel®)
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Memory Latency Checker and tny evtohf 'mlc -max_ bandwidth’, n onolo extunvel to péyioto band-
width eV uvnudy yio SLapopeTnd TOCOGTA AVIYVMCEWY Xt EYYRAPOY. 'ETol TpoxOTTouV oL TapaxdTw
TWECS:

DRAM Max Bw 42324.47 MB/s
Optane Max Read Bw | 1700.55 MB/s
Optane Max Write Bw | 930.76 MB/s

Table 1.1: Tweéc Méyiotou Bandwidth

Ytov nivoxa 6.2 galvetar mo avolutixd o oploudc Twv xAdoewy xat oto Sidypappa 6.0.1 tagoucidletal 1
TEAXN XaTavour) Ty dedouévwy exnaidevong ot xhdoeic. H mhetovétnta Tov e@apuoy®dy TaglvouoivTol
w¢ memory-bound. To undroina delyporto xatavépoviar otic xAdoerc PMM Read 7 Write Bound xou
CPU-bound. To Ayotepa delyporta avixouv otig xhdoeic DRAM BW Bound xo otnv undefined, 7
omoiot UTOONAGYVEL plar To Booixy) AeLToLpYio TEV EPUPUOYWY.

Yty ouvéyela, epapuélovue TococTiao Sywelowd Twv dedopévwy extaideuone oe duo LTocUVOAa,
To GUVOAO NG EXTALBEVONE %ot TO GUVORO TV BoXIUWV PE Topdyovto TuyanoTnToc 42. Xenolwonolotue
10 70% TV dedopévmy yio TNV eXTa{BeLON TKV HOVTEA®Y Xt T0 30% TwV SEBOUEVHV YLoL TIC SOXWES TWV
exmoudevpévwy povtélwy. H alyxplon towv xhdoewy nou éyel tpofAEdel 10 LOVTERD XOU TWV TEOLYULOTIXY
xhdoewvy TV dedouévwy Yo anoteléoel Paoind péoo afloldynone tne axpifelag twv yoviéAwv. Tao de-
dopéva mou a€LOTOOVUYE Yiar TNV exmaideuoT) Twv povtélwy eivon ta dedouéva and Tig epopuoyéc Bank
xat Tpee. EmmAiéov, éva onpoavtind Briua eivon 1 mpoenelepyaoio twv aptiuntindy dedopévewy yior Ty
dleuxdiuvan NG exnaideuong Twv HovTEAWY, ewixd excivwv tou Bascilovton oty uédodo tng omcHodid-
doong xan Twv enavolfdeny, énwe to pyoviého MLP xou Logistic Regression. I'ta awtév tov oxomnd,
yivetau ypfon tne ouvdptnone SimpleImputer(), 1 onolo cuTANEGOVEL ue TNY PEST) TN EVOC CUYXEXPULE-
VOU YopoxXTNneloTikod TLe xevéc Twéc xat e ouvdptnone StandardScaler(), 1 onola xavovixornotel To
apLBuNTXE BEBOUEVIL aPotEOVTIS TNV HECT) TWT| o6 XAVE YUpAXTNELOTIXG Xl BloLEWVYTAC TO YE TNV TUTILXH
andéxhion Tou yapaxtneloTixol. Me autév Tov TpOTO, AMOTEETOVTOL COAALAUTE TOU UTOREl Vo oellovTaL
oe EMMTEL TWES 1) 0TNY XupLaeyla CUYXEXPWEVLY YALUXTNPLO TIXWY XATA TNV EXTABEVCT) TWV HOVTEAWY.

Eméyouue va epeuviicoude v anddoot TECCGEpKY POVTEAWY EMBAETOUEVNS UMY oviXAC Udinomng:
MLP, Random Forests, SVM and Logistics Regression.Autol ot ahydprduol BociCovian oe Swopopetinég
pedddoug exnaidevong xou elvor xoTdAANAL Xa yior Un Yeouuixd teofifuata tadivounons. Mropolv va
unootnei&ouy v enedepyacia HeYdhou 6Yxou SeBoUEVLY XL TNV EXTALBEVCT] TOUC WOTE Vo TEOBAETOUY
TOAMATAEG HAGOELS BESOUEVWV.

Ity v évapEn e exnalBeuons TV HOVIEAWY, elvol oNuavTixd Vo TeocdloplcoLUE TG TOPUUETEOUS
TOV UOVTEAWY, OOTE Vo qUEACOUPE TNV amodooy| Toug xou vo emtheydel o xaibtepoc cuvduaouds. Ei-
dixdtepa, yia to Random Forest exteholpe GridSearch, eZetdlovrac tic tyéc [50,100,150,200,250] yio
Tov apipd Twv déviwv extiunone xa Tic twée [10,15,20,25,30] v To péyloto Pddoc. T to pov-
ého SVM(), eZetdloupe touc nuphvee [rbf’,’sigmoid’,’poly’] xou tic tywéc [0.1,1,10,100] yix tov mopd-
yovta xavovixornoinone C. T to povtého MLP, doxudloupe Tic cuvapthoelc evepyonoinone [tanh’,
relu’, ’logistic’] o touc Bertstonomréc ['adam’,Ibfgs’, 'sgd’]. Télog, ywr to Logistic Regression,
yenowonoloue tov tovounty OneVsRestClassifier yio ti¢ mohhaniéc xhdoeic xou doxpdlouvue TELdY
dapopeTinv fehtooTonomtiy ['newton-cg’, saga’, 'Ibfgs’| xou tig Tywéc [0.1,1,10,100] yio Tov mapdyovia
C.

1.6 AZioAoynonm

Ye autd T0 xePdAato, TopoucLEleToL 1) AELONOYNON TWY HOVTEAWY PETE TNV exnaideuoy| Toug. Tlpoxeiué-
vou va 0€LoAOYCOVUE Tal BlapopETIXG HOVTEAD Unyovixic Uddnone xon var xataAiEouUe oty TEAXY Emtl-
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Chapter 1. EXNnvuer, Hepiindn

Aoy tou povtéhou avahboupe Sdpopec petpixée. Ilpdta and dha, efetdlouvye TNy anddoor TV Lov-
TEAWY AVEAOYA UE TIC UTERTOPUUETEOUS Tou €xoude emhégel va diepeuviicoude. [ autdv tov oxond,
elvon onuovtind vo AdfBouye unddn Ty axplfBelad Twv HoVTEAWY, 0ANE xaL Tov PECO YPOVo exTaldeuome.
‘ANwote 1 ek emhoyn Tou povtélou elval €vac cuvuTohoylopds axp{Beloc xal Ypovou exmnaideuorg.
Ye enépevo Prpa, aftohoyolue ta wovtéla ye Bdorn To accuracy, To precision xou to recall oto cOvolo de-
dopévwyv doxuwv. To Accuracy unohoyilel méoec xhdoelc mpofAénovial 6woTd, To precision unohoyilel
Tov apldud TeV BELYUATHY TOL TPOBAETOVTOL VoL AVAXOUY OE (Lot XAAOT) Yol TEAYUOTIXG AVAXOLY GE AUTHY
xa To recall uetpd mocw delypota avd xhdom €xyouv npoBiegiel cwotd. Téhog, aglohoyolue tTnv oxplBeia
TOV HOVTEAWY %O GTA OEQOUEVO TWV EPUOUOYMY Omo TNV TELRUUATIXY ovdAuoY, ota onola dev €youv
eEXTUOEVLTEL TOL LOVTENAL.

IMpwto amd oA, ye Bdor TNV eMAOYT TWV TOLUUETEMWY TOU TEPLYEAPOVTOL GTO Xe@dhato 6 exteAolue
GridSearch xou cuyxevtpivouye ta anoteAéopata oc heatmaps. Ta heatmaps avadeixviouv tov TpéTO
ue Tov omolo yetofdihovton 1 axpifeia xan 0 PECOC YPOVOC EXTABEUONE TV UOVTEAWY AVEAOY UE TNV
emhoyn twv nopauéteny. Lta heatmaps 7.0.1 pyropel va napatnendel 6t to Random Forest emituyydvel
To VYNAG TocooTtd axpifelag yia OAec T TWES TwV mopauéteny. O péooc ypdvog exnaldevone wotdéoo
avEdveton avdhoyo Pe Tov dplpd TV exTUNTOY. ‘000 0 aplludc TRV EXTUNTOV-TWY ETPEEOUS BEVTPWY
ano@doewyv- avgdvetal, o ypdvoc exnaideuons awidvetot. Aedopévou evog aplduol EXTIUNTOY, TO HEYLOTO
Bddoc Sev emnpedlel tov ypbdvo exnaidevone, ahhd 600 To Yéyloto Bddoc peyoldvel mopotnpeiTol Xt
oyeth adénom oty axpiBeta Tou Yovtélou.

To povtého SVM, 6nwe unopotue va dolpe ota heatmaps 7.0.2,nopousctdlel younhd yedvo exnaidevong
Y10t OAEC TG TOPAUUETPOUSC X0 Too0oTd oxpifelac ntdve omd 87%. Edwdtepa, o nuphvac-kernel 'rbf’
emTUYYAvEL TNV LdmAdTeEN axpifela xau 600 o mapdyovtoac C auldvetar To Tocootd axplBelac avEdveTon
avtiotouya. o 6ha tor kernels , 1 ad&non tou napdyovta C odnyel oe abinon tne axpifeloc. O ypdvoc
eEXTAUBEVONE TUPUPEVEL OE OAEC TIC TEPLTTWOELS UPXETH YUUNAOS, %dTw amd 1 BeutepdAENTO, WLlTERA VLo
Tov muprva ‘sigmoid’.

A6 to heatmaps 7.0.3, ynopotye va napatnercoupe 6Tt to poviého MLP emtuyydvel udnid tocootd
axp(Beloc, oAAd TNy (Bia oTiyur| oL yedvol extaldeuong elvon opxetd ueydiot. Idwiitepa, yia tov fertiotonol-
Nt ’sgd’ xan yio TV cuvdptnor evepyonoinong ‘tanh’ o péoog yedvog exnandevong Aapfdvel Ty YEyiotn
wyy. Enlong, otov Bertiotonomty 'sgd’ to mocootd axp(Belag elvon tar younidtepa. H addoyn tov
CUVAPTHOEWY EVERPYOTOINGNG BEV EMPEREL HEYEAT, alharyY) oTnv oxpBeta TV PHoVTEAWY.

Tao heatmaps 7.0.4 delyvouv 6T T0 yovtého Logistic Regression emtuyydver to younidtepo oxop
axp(Beloc cuyxpltnd pe To undholrta poviéha. Emniéov, ol ypbdvol exmaldeuone dev elvar apxetd younhol.
ISiadtepa yior Tov Bedtiotonowmty 'saga’ o ypdvoc avtoc amodewmvieton udnioc. Tao xahltepa TocooTd
axp{Beloc xan oL younhdtepol ypdvol exmaldeuong onueidvovtol e Toug PBedtiotonountéc lbfgs’ xon
‘newton-cg’. Mdhiota, 660 o napdyovtac C audvetan 1 axpifetor Tou povtéhou audveton.

H tehueh napapetpuonoinom twv poviéAwy nopouctdletar atov nivoxa 7.1 .Apol mpoyuatonowniel 7
eXTAUBEVOT TWV LOVTEAWY Ue aUTEG TIC TopopéTpous, e€etdleton 1) axpifelo TOU ONUELDVOUY Ta LOVTENA
670 6OVOAO BEBOPEVWY BoXIUNG, AAAG oL GTA BESOUEVA TWY EQPAPUOYWY OTIC OToleC BeV €youv exnandeutel
ta povtéha. Ta mocootd axpifetac twv Hovtéhwy ato alvolo doxurc Topouctdlovtal oTov Tivaxa 7.2
XalL Tol T0G0aTY axpiBetag ot dedouéva Twv epappoYdY cuvoilovton otov mivaxa 7.3.

Ané Ty Yerétn aUTOY TV Toc0oTWV axpifelag, puropel va mapatnendel ot dho Tor LOoVTEND ETULTUY Y -
vouv uPnAd mococtd oxpifelag, mdve and 90%. Mdhota, To povtého MLP xoaw SVM xotagépvouy va
@pTdoouy T udmidtepec Tiéc axplBeloc oe dha tor olvoha Bedouévwy 6mou Boxwdlovtar. Omdte Yo
unopoloay vo etval xatdhAnhec AUoelg yio TNV TEoBAedn TNg cuumERLPoRds TwV epapUoY®y. 2oTdoo,
avahoyllouevol Toug ypbévoug exmaidevong, to wovtého MLP moapousidlel apxetd vdmidtepous ypdvoug
EXTAUBEVONE XA TOAUTAOXATNTOG CLUYHELTIXG UE TOUS Ypdvoug exnaideuvong Tou SVM. Mnopolue, Aoimdy,
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1.7. Yuurepdouata 1o EANOVTIXEG EMEXTACELS

VoL LOYUPLGTOVPE OTL 1] ETAOYY] TOU wovtéhou SVM Do ATay pio To ixovomonTixn xou anodotixn emthoy
HOVTENOL unyavxrc udinomng.

Me Bdon tnv to€ivouncn twyv egapuoyoy, Yo unopovoay vo toploly ano@dcels Yid ToV TpOTO TOTo-
VETNone TV EQUPUOYHOY OTIC UVAUES Tou etepoyevolc cuoThuatoc. O egapuoyéc mou optodetodvan
ond v pviun (memory-bound), Waitepa autée nou dev elodyouv udPniéc xaduotephioelc oTo CUOTNUA,
Yo umopovoav va tonodetnioldv oty uvAun Optane DCPM Aoyw e audnuévne xmentixdtntde e
ouyxpitixd pe v pvAun DRAM. Avtideta, eqoppoyéc mou mepiopilovton amd tov eneepyacth| TOU
ovothpatog (cpu-bound) Yo Arav mpotwdrepo vo tomodetolvton oty uvihun DRAM Adyw tng avin-
pévne TaydTNTaG avTamoxelone e oto clotnua. O egapuoyéc mou neptopilovtan and to edpoc Ldvng
elte tnge DRAM pvAunc eite tne Optane DCPM o pnogoboav va tonodetodvton avdroyo oty DRAM
X0 VOl ETAUPEPOVTAL XOTA TNV Oidpxela extéleong otny Optane. AAAwoTe, 1 cuumEELPopd OAWY TwV
EQapUOY®Y elvon dBuvouer) xon Umopel vo UeTaBdAAeTaL xorTar TNV eXTEAEDY) Toug. 'Btol Yo mpémel var yivov-
Tou TROPBAEPELS avor Ta T YEOoViXd Sloc THUOTL Xak VoL AaBdvovTon ex VEOU oL amopdoeic Tonodétnong xau
Olayelplong ToU CUGTAULATOC UVNUOY.

1.7 vuncpdopoto xou LEANOVILXES ENEXTACELS

1.7.1 Xvuunepdopato

Yuvodilovtag, otny mapoloa gpyacio Topouctdleton 1 EXTENEDT), 1| TELOUATIXT] AVAAUGCY) XL O Y OopOX-
TNELOUOS EQUPUOYWY Bdoewy dedouévwy ot éva chotnua etepoyevols uviung. Ta neipdporta Sie€iydn-
ooV OE €VOl OTOUOVWUEVO CUCTNUA ol Ot éva olotnua Pe enlyvwon mdovody napeufoldy, ol omoleg
EMTUYYAVOVTOL PE TNV EXTEAECY) TUREAANAWY TEOYEAUUUUAT®Y TTOU oELOTOLOUY TARPWS TOUS TOEOUE TOU
ovotiuatoc. Kéde egappoyr) exteréotnne Eeywplotd 1600 oty DRAM 660 xou oty Optane DCPM.
Me v ohoxhfpwor xon TNV avIAUCT TV EXTEAECEWY QUTWY, UTOPEL Vo mapatnendel 6T xde eqogp-
poy" mopouctdlel Blapopéc 0TV an6doct] TS avdhoyo Ue TNV Uviun otnyv onola extelelton. ‘Oleg ol
eQapoYEc TapoLGLElouy Lol AoUUHETElO OTIC TPOCBACE oTNY UVAUY XaL oTNY XadUCTERNOT| oV ELGY-
youv oto obotnua. Mdhiota, 1 Onapén mapeyBoldy oto clotnua odnyel o emfBdpuvon otny anddoor
TWV EQUPUOYWY OTIC TEPLOTOTERES TEPINTWOELC. ITpoximtel,Aoindy, 6Tl 1 GUUTERLPOPd TOUC BeV UTOopEl
vo tpoBieqlel edxola xan e€aptdton and molhamhole napdyovtes. ot Tov oxomd autd, mpoyuatonolel-
Tol 1) EXTUBEVGT LOVTENWY pMyavixrc pdinong yio vor tagivopoly autés tig egappoyéc. To dedopéva
exmalBevofc Toug cUAAEYOVTOL XadOAN TNV BLdpXeld EXTERECNC TWV EPUPUOY®Y amd To epyahela xoto-
Yeoprc tne andédoone (pem,pem-memory). Ot egappoyéc tadivopolvtan pe Bdorn autd to dedopéva, we
memory-bound,cpu-bound, DRAM Bw bound, PMM read and write bandwidth bound. AnodewxvieTou
OTL T OVTENA PTopolY va emtOy oLy axpiBeto tpoBrédewy mdve and 90%. Mdéhota, To poviého SVM
umopel vo emtOyEL TIg xahUTERES Pordporoyieg axplBelag oTov eEAdyLoTO Uéco Ypbdvo exmaideuone. Me Bdon
ot Ty TeEvouno, Yo propodoay vo 50000V GUYXEXPUIEVES XATEVTUVTAPIES YEUUUES Yiol TN SUVOLXT
Tono¥étnon Twyv epapuoywy oto Etepoyevéc Lootnua Mviunc.

1.7.2 MeAhovTixéc enexTACELS

Avuty) 1 gpyaoia Ga unopodoe va Bektiotonomiel nepattépwy YE TNV EVOWHUATWON TWV EXTOUOEVPEVLV
povtédwv ML oty nohtix] Mne ano@doewy yia Ty Tehxr] TOTOVETNOT QUTMY TWY EPUPUOYOY GTO
oLOTNUO PVNUOY xatd Ty extéheon] toug, oe DRAM xa oe Optane DCPM. Emnhéov, uio mdoavy
Behtlwon Ya Aoy 1 exnaldeuct) evog TeoNYUEVOU VEUPWVIXOU Bixtbou i evog LLM yia tnv mpdfiedn tne
am6d0CNE TWV EQPAUPUOYDY Xou TN AN auTtoduaTa anopdoeny Yo Tny TeAxy| Totodétnon. ‘Ocov apopd v
TELROUATIXTY] AVAAUOT), TO OOVOAO TWV EQUEUOYQOY Yo uropoloe va olohoyniel xal omd TNV XATUVIAWoT)
evépyelog. Enlong, n anédoor| toug o unopolioe va eheyyvel yior Tol BlapopeTixd yopoxTneloTxd Bdoewy
BEBOUEVLV, OTWE TO GYAUN TWV TULVEX®WY, 0 optdUdc TWY YUEAXTNELOTIXDY, 0 BaciXdC XATAXEPUIATIONOC
TV XAy x.At. Téhog, Yo unopotoay va e€etooTtel oL 1) GUUTEPLPOPS ETULTAEOV EPUPUOYWY UE UEYAAES
AMOUTACELS UVAUNG, OTIWS OL EQUPUOYES UMY ovVIXAS uddnone.
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Chapter 2

Introduction

Over the recent years, the growth of data applications have caused great demands of big storage
and need for process at high pace. Several domains of applications based on databases, loT networks,
cloud services or Machine learning algorithms often rely on in-memory and in-place data processing
over complex memory hierarchies to avoid expensive data transfers.[5|In this way, severe pressure is
exerted on the main memory system.

At the same time, DRAM technologies have reached their physical limits in terms of scalability and
sustainability [6]. Increasing DRAM Dimms in a memory system to achieve greater performance and
higher capacity is becoming inefficient, due to increased energy consumption attributed to leakage and
refresh power of the DRAM technology.[5] Main memory subsystem consumes up to 50% of the energy
of a typical HPC system [7]. Given that information, new technologies of Non Volatile or Persistent
Memories have gained interest. Technologies such as 3D-XPoint [8], Resistive RAM (ReRAM) [9],
and Spin Transfer Torque Magnetic RAM (STTMRAM) [10] serve as examples of NVMs. These
technologies typically offer data persistence, reduced energy consumption, and higher density than
DRAM, resulting in increased memory capacities at lower costs [11]. In this work, we investigate the
operation of the Intel Optane DPCM, which is the only commercial NVM up to now and it is based
on 3D-XPoint technology.

However, Non Volatile memories technologies poses several disadvantages into the memory system.
They introduce higher access latency, lower bandwidth, and limited write endurance. At the same
time, they present asymmetrical latency and energy consumption between read and write operations.
Replacing DRAM directly with an NVM reduces performance. So,NVM DIMMs are typically paired
with DRAM modules, consisting a heterogeneous DRAM/NVM memory system. These systems aim
to expand memory capacity sustainably and cost-effectively, offering users a diverse range of memory
technologies.

The contribution of this work is based on the deployment and the profiling analysis of database
workloads that execute in a heterogeneous DRAM /NVM memory system and on their classification and
characterization in order to manage their placement in this memory system. More specifically, we focus
on the profiling analysis and characterization of database workloads, due to the fact that they have to
handle large volumes of data and consequently they have increased memory requirements. Therefore, it
is interesting to examine their behavior and their performance using multiple cores in a Heterogeneous
memory system. The queries that each workload pose into the system are executed either using
DRAM or Optane and then their performance is compared. Furthermore, an innovative approach
of this work is that all the workloads are tested not only in an isolated environment, but also in an
interference-aware system, where multiple applications run simultaneously and the system’s resources
may be occupied.This simulation is achieved by concurrently running some specific benchmarks that
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Chapter 2. Introduction

stress the system’s memory and the processor. As a final step, we train different machine learning
models to predict if the workloads are memory-bound, bandwidth-bound or cpu-bound based on input
data from the profiling analysis. The performance and the accuracy of these models are compared and
guidelines are established for the placement of the workloads in the heterogeneous system.

The rest of this paper is organized as follows. Chapter 3 presents an overview of the related work
and Chapter 4 illustrates the fundamental background. In Chapter 5 the profiling analysis and charac-
terization are described in detail. Chapter 6 shows the proposed methodology to classify the workloads
and Chapter 7 presents the experimental evaluation of the models. Finally, Chapter 8 concludes this
work and proposes future work.
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Chapter 3

Related Work

In an heterogeneous memory system, deciding which data or objects to host in each memory subsys-
tem, in DRAM or in PMEM, is not trivial and poses notable performance implications. Hardware based
and software based methods have been proposed through years. Hardware-based mechanisms are usu-
ally efficient, but they lack flexibility and sometimes yield to inconsistent performance. Software-based
approaches pose management overheads, but in the same time they require knowledge and intrusive
code changes. Some of the methods that have been proposed for placement in an heterogeneous
memory system, are presented in this section.

Kannan et al. intoduce KLOCs, which are logical groupings that capture the kernel objects asso-
ciated with OS entities requested by applications. It is an OS abstraction which permits fluid tiering
of kernel objects and fast allocation of kernel objects while supporting relocatability. KLOCs migrate
related cold kernel objects en masse and the knodes are further associated with a variable for tracking
their hotness (age) and whether they are active (inuse). MOCA is another method for object clas-
sification and allocation in an Heterogeneous memory system, proposed by Narayan [12]. It includes
a profiler that names, profiles, and classifies memory objects within an application based on their
memory access behavior as well as an allocation scheme at the OS level. MOCA focus particularly
on heap objects as these often substantially contribute to the performance or energy bottlenecks of
a memory-intensive application. The classification is stored as part of the application binary. OS is
responsible for allocating pages from a particular virtual memory heap partition to physical pages in
memory device with the desired characteristics.

Kammerdiener et al. [13] introduces a software modular user-level framework that collects and
analyzes object-level information to guide memory tiering. Employs a custom memory allocator,
known as bkmalloc, and a system-wide profiling and management tool called the Memory Auto Tiering
(MAT) Daemon. bkmalloc allocates new objects into page-aligned regions of virtual memory and MAT
Daemon profiles the memory usage of each known data object and then uses this information to create
and enforce tier recommendations across the platform. Other works propose object allocation scheme
which performs on the fly object admission and eviction, to and from the High Bandwidth Memory
(HBM), based on software and hardware related attributes, which are incorporated into a cost model.
Particular in [14] the cost model estimates the benefit of having an object in one memory over the
other and then the Knapsack algorithm is applied. As an output, the algorithm lists the objects that
are the best candidates to reside on HBM for a particular phase. The proposed method, presented
in [15], is based on the idea of an Heterogeneous Memory Advisor, which aims to reduce the CPU
stall cycles due to memory accesses by placing the most accessed objects in the memory subsystem
with highest bandwidth. The base algorithm of the Advisor is based on a greedy relaxation of the 0/1
multiple knapsack problem. The workflow starts by an offline profiling a production-ready binary to
generate a trace-file and extract the performance metrics around the data-objects created during the
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Chapter 3. Related Work

application execution. The Advisor considers memory access patterns, bandwidth requirements, and
object lifetimes to optimize the placement of objects in DRAM or PMEM.

Some other works, such as [16] [5] focuse on placing pages over heterogeneous DRAM/NVM memory
systems. More specifically, authors in [16] provide a run-time decision making scheduler for efficiently
placing pages, in order to optimize performance and energy consumption.The main objective is to
maximize the number of application’s memory requests that are served from DRAM, thus to maximize
performance, while reducing the energy consumption by placing data on low-power NVM when they
are not frequently processed. The proposed scheduler consists of three major components:the Critical
Page Selector,the Adjacent LSTM-based Predictor and the History based Predictor. Finally, the
work that is presented in [5] is based on three mainly steps. First, it consists of the optimization of
data organization, which leverages design space exploration for performing source-to-source data-flow
transformations at application-level that improve the data organization via pareto optimal solutions.
Next step is the memory object analysis and profiling, which is based on memory trace and profiling
tools and analyzes the pareto optimal solutions. The last step is the placement on the heterogeneous
memory system. The output of the methodology is a set of Pareto optimal solutions. Each point of
the Pareto curve corresponds to a version of the application with a specific data organization, placed
on a specific DRAM/NVM system.

In this work, we propose a novel software and high-level approach, that is efficient for indexes and
data placement among DRAM and Optane persistent memory. We focus on the profiling analysis
of applications, that are based on a NewSQL relational database, CockroachDB. These applications
process big amount of data and have great memory and cpu demands. Furthermore, we characterise
these apps in a realistic system environment, where applications and other commands run in parallel,
by introducing noise into the system via benchmarks that span the system resources. The last step
is to predict the performance of the applications by training a ML model. Our approach is an user-
friendly approach without requiring changes in the code applications or in the OS. We propose a
model that predict the performance of applications and classify them into memory-bound, cpu-bound
or bandwidth-bound. Given that predictions, we manage to pose some guidelines in order to determine
their placement and achieve better performance.
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Chapter 4

Background

4.1 Heterogeneous memory systems

In the field of computer science, traditionally, memory systems consists of main memories based
on DRAM technologies. DRAM memories store data in arrays, where each element is a one bit-
memory cell. Each memory cell consists of a pair of a transistor and a capacitor, which is periodically
refreshed to retain information. In modern technologies, memory data is organized into multiple banks
hierarchies, where each bank is an array of rows and columns and can be accessed in parallel through
buses. The dynamic nature of DRAM memories relies on periodic refresh of the capacitors to maintain
the information within them.[17] These memories do not retain their data without power supply,
meaning they are volatile memories. Memories based on DRAM technologies have high speed, low
latencies and they offer significant capacity. However, their endurance and their power performance
are low.

Throughout the years, as application demands grew, DRAM memory technology scaled accordingly.
However, the reduction in accesses latency did not keep pace with the increase in their capacity. This
has significant impact on application execution time, performance and their energy consumption during
usage. DRAM technology is among the biggest energy consumers of high-performance computing
(HPC) systems, posing over 25% of the system energy consumption. In addition, its evolution shows a
flattening of the power consumption curve in the last years, being a factor of 1.5 per generation from
2000 to 2010, while being only a factor of 1.2 from 2010 to 2020.[33] DRAM memories have reached
their physical limits in terms of scalability, sustainability and lifespan.[5]

At the same time, the amount of application data is growing rapidly, particular in applications such
as databases, loT applications, which require real time processing, and in machine learning algorithms
for training complex models.The integration of multiple DRAM DIMMSs to enable higher performance
and satisfy increased memory capacity requirements is becoming inefficient, due to increased energy
consumption attributed to leakage and refresh power of the DRAM technology. Therefore, the main-
tainability cost of state-of-the-art super-computing systems makes it highly unattractive to invest in
memory capacity increase, entirely based on DRAM. Thus, the development of other memory tech-
nologies has begun, including non-volatile memory technologies, such as Intel Optane DPCM (Data
Center Persistent Memory)[18].

Intel Optane DPCM memory is a non-volatile memory based on the 3D XPoint architecture. Each
memory cell can be accessed individually within a memory grid in a three-dimensional array [19]. In
this way, the density, the enhance performance are improved and durability is provided. Compared
to existing SSD technologies (including Optane SSDs), which connect via external interfaces such as
PCle, Optane DC PMM delivers superior performance and utilizes a memory interface capable of

35



Chapter 4. Background

byte-level access. Compared to DRAM, Optane offers higher density and durability.[?] A single CPU
socket can support up to six Optane DC PMMs, achieving a maximum capacity of 6 TB of Optane
DC memory. It is connected directly to the memory bus and interfaces with the integrates memory
controller (iMC) on the CPU, similar to a traditional DRAM. These support up to 2666 MT/s.[19] To
ensure data persistence, Optane DC PMM integrates with Intel’s asynchronous DRAM refresh (ADR)
feature, which guarantees that CPU stores reaching the ADR domain will survive a power failure and
be flushed to the NVDIMM within a hold-up time of less than 100 ps. Optane DCPM uses a 72-bit
data bus, similar to DDR4, and transfers data in 64-byte cache-line granularity.[19]

Optane memory can operate in two distinct modes, Memory mode and App-Direct Mode, which
must be selected based on the specific use case and workload requirements. In Memory mode, DRAM
becomes a direct-mapped write-back cache to PMM and can only cache accesses to NVDIMMs attached
to the same iMC [19].The PMem is exposed as the main system memory to the operating system. One
impact of this cache mechanism is that DRAM on one socket cannot cache accesses to PMM on the
other socket, which contributes to NUMA effects in Memory mode [1]. This design is likely a trade-off
between flexibility and performance to avoid routing requests among iMCs. As a write-back cache,
writes are automatically buffered in DRAM, which is critical for avoiding performance degradation due
to low write bandwidth to PMM. [34] However, when DRAM is used as cached memory for Optane it
is common suffering from numerous conflict misses, especially for workloads with non-sequential access
patterns. In the app direct mode, the DRAM is used as the system volatile memory, while the Optane
PMM modules are treated as byte-addressable persistent memory.

Memory Mode
Application

App-direct Mode
Application

Volatile Memory Pool

'DRAM as Cache (Near-Memory);

: Optane DC Persistent Memory

-

Figure 4.1.1: Operating modes of Optane DCPMM.[1]

In this work, Optane is used in app direct mode to have the flexibility to manage the placement of
the applications and monitor the accesses and the memory throughput of both memories. We have
the ability to decide which data is stored in each memory. Indices can be stored in persistent memory
to avoid rebuilding them on reboot, achieving a significant reduction in restart time. Also, we avoid
the performance degradation due to the conflict misses, when DRAM is used as a cache memory to
PMEM.

Compared to DDR4 DRAM, PMEM latencies increase 2x—6x for reads and 6x-30x for writes de-
pending on the access pattern, with a read latency of up to 374.1 ns and a write latency of 391.2 ns and
memory accesses involving write-backs in DCPMM show a latency of 458.4 ns, which is 16.1% higher
than read-only accesses. Whereas bandwidth in Optane DCPM decreases around 7% for reads and
40% for writes.[20] NVMM has significantly lower write endurance (10% cycles) compared to DRAM’s
106 cycles, making NVMM unsuitable as a direct DRAM replacement. However, in terms of power
efficiency, Optane DC PMMs consume less power than DRAM when idle since they do not require
constant refreshing. When it comes to value, a second point can be made: persistent memory modules
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are more affordable than DRAM. So, Optane DCPM can be chosen to build servers with less DRAM
but more Optane DC persistent memory to maintain a reasonable, or larger, memory footprint for
workloads that might not require as much of the nanosecond latency that DRAM offers.

Despite the undeniable benefits on NVM technologies, their limitations present significant challenges
for developers. NVMs exhibit increased access latency and lower bandwidth compared to DRAM
technologies. Also, they display asymmetry in latency and energy consumption during read and write
operations. The direct replacement of DRAM with NVMs, such as Intel Optane DCPM, significantly
reduces performance, resulted from phenomena such as write throttling and access contention. That is
why, NVM DIMMS are typically combined with DRAM modules to form a heterogeneous DRAM /NVM
system. This approach combines the advantages of both technologies, utilizing DRAM for high-speed
and high-frequency operations and NVM for higher capacity and persistence.

4.2 Relational Databases

Relational databases have been a common used technology for many decades for storing and manag-
ing data, employing SQL to combine and summarize data[?]. A relational database organizes data into
rows and columns, which collectively form a table where the data is interconnected. The data is struc-
tures across multiple tables, which can be linked through a primary key or a foreign key, which define
the various relationships between tables. Relational databases are also associated with transactional
databases, which execute commands or transactions as cohesive units. Transactions are character-
ized by specific properties known by the acronym ACID (Atomicity,Consistency,Isolation,Durability).
These ensure that each transaction is executed as an independent and isolated operation, maintaining
data consistency and ensuring that changes made to the data are preserved.

The emergence of new technologies, such as World Wide Web and cloud computing, created the need
to manage more complex databases capable of supporting scalability and high performance. NewSQL
technology is the latest evolution, combining the scalability and availability offered by Not Only SQL
databases while maintaining the ACID properties that characterize relational databases[21]. In this
work, CockroachDB database is used, which is an example of a NewSQL relational database.

CockroachDB [22] is a SQL-based database that is source-available and enables simple and efficient
data management. It supports horizontal scaling, distributing workloads across multiple machines or
across multiple nodes in a cluster, without the need for specialized hardware. In addition, CockroachDB
employs a distributed consensus algorithm, based on Raft, to replicate data across nodes, ensuring
durability and fault tolerance. It is user-friendly database using a SQL interface compatible with
PostgreSQL, while also leveraging its distributed nature to enhance scalability and performance [23].

In this work, we investigate the memory profile of workloads based on CockroachDB. More specif-
ically, these workloads are bank kv,tpcc and ycsb. Bank models a set of accounts with currency
balances. Kv executes reads and writes to keys spread (by default, uniformly at random) across the
cluster. Tpcc simulates a transaction processing workload using a rich schema of multiple tables and
Ycsb simulates a high-scale key value workload, either read-heavy, write-heavy, or scan-based, with
additional customization.

4.3 Supervised Machine Learning Algorithms

Machine learning represents a large field of creating algorithms that allow the computer to learn
and predict via a training process of finding statistical regularities or other patterns of data. These
algorithms are created to be able to represent the human approach of learning some task[24]. They
can be discriminated into multiple categories of algorithms based on their learning method or the
problem that are able to solve. The two most commonly used subcategories are the supervised and
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the unsupervised algorithms. Supervised learning is the task of learning a function that maps an input
to an output based on example input-output pairs. Unlike, supervised methods, the unsupervised
learning algorithms learn few features from the data and it uses the previously learned features to
recognize the class of the data. It is mainly used for clustering and feature reduction.

In this work, we try to classify and characterise the applications by leveraging the data obtained
from the profiling analysis on the applications. Performance modeling using empirical evaluation can
be done using supervised machine learning algorithms[25]. In supervised learning methods, a labelled
dataset is used to make algorithm learn the function f(x) which maps inputs Xi to an output Yi[25].
The input dataset is divided into train and test dataset. The train dataset has output variable which
needs to be predicted or classified. All algorithms learn some kind of patterns from the training dataset
and apply them to the test dataset for prediction or classification[2]. In classification problems,the
classes are predetermined. These classes are created in a manner of finite set, defined by the human,
which in practice means that a certain segment of data will be labeled with these classifications [24].

Data
Source

Figure 4.3.1: Supervised machine learning method.|2]

Tune

Train Model

‘_
()

Evaluate Model

Our purpose is to classify the running applications based on their performance and their memory
behavior, into memory-bound, cpu-bound or bandwidth-bound applications.In order to classify our
applications, we choose to apply and compare four machine learning algorithms, that are based on
different methods of learning and predicting the final output. These methods are presented below.

4.3.1 Random Forest

A random forest is a classifier consisting of a collection of tree-structured classifiers h(x, ©k), k = 1,
. where the ©k are independent identically distributed random vectors and each tree casts a unit
vote for the most popular class at input x[26]. It takes different random parts of the dataset to train
each tree and then it combines the results by averaging them.Each Decision Tree make predictions
independently. Each node in a decision tree represents a feature in an instance to be classified, and
each branch represents a value that the node can assume. Instances are classified starting at the root
node and sorted based on their feature values|[27]. This approach is called as model ensemble learning
and helps improve the accuracy of predictions [26]. The accuracy of a random forest depends on the
strength of the individual tree classifiers and a measure of the dependence between them[35]. Decision
trees usually employ post-pruning techniques that evaluate the performance of decision trees, as they
are pruned by using a validation set[27]. Random Forest are used for classification and for regression
problems.
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Figure 4.3.2: Random Forest Algorithm.[?]

4.3.2 Support Vector Machine

SVM is a discriminant technique that aims at finding, based on an independent and identically
distributed training dataset, a discriminant function that can correctly predict labels for newly acquired
instances. Unlike generative machine learning approaches, which require computations of conditional
probability distributions, a discriminant classification function takes a data point x and assigns it to
one of the different classes[36].The key idea is to find the hyperplane, a decision boundary separating
different classes in feature space, that best separates two classes by maximizing the space -margin
between them. This margin is the distance from the hyperplane to the nearest data points (support
vectors) on each side[37]. In the following image the hyperplanes for two classes classification problem
are presented.
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Figure 4.3.3: Random Forest Algorithm.[3]

For non-linear functions, the kernel trick is used to map Xi into a higher dimensional space called
kernel space to make better predictions. Svm uses insensitive loss function and penalizes predictions
that are far from the actual output [25].

4.3.3 Multi-Layer Percepton

MLP is a sort of an artificial neural network and is consisted of a large number of interconnected
neurons that are working in parallel to complete their task and classify the input data. It is organised
in layers with a feed-forward information flow. The main architecture of an MLP network consists of
signals that flow sequentially through the different layers from the input to the output layer. Between
the input layer and the output layer are intermediate layers, that are also called hidden layers. Each
unit is first used to calculate the difference between a vector of weights and the vector given by the
outputs of the previous layer. To generate the input for the next layer, a transfer function also called
activation function is applied to the result [28]. The algorithm is executed , until all the predictions
are correct in the training set. Each time the error signal between the output of the network and the
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desired output is back-propagated to the network and then the adjustments that are needed, are made
on the synaptic weights.

Features

X)

Output

Figure 4.3.4: Mlp algorithm for one hidden layer.[4]

4.3.4 Logistic Regression

Logistic Regression is a discriminative classifier algorithm, which extracts some set of weighted
features from the input, takes logs and combine them linearly. Each feature is multiplied by a weight
and then added up[38]. So, the goal of logistic regression is to map a function from the features of
the dataset to the targets to predict the probability that a new example belongs to one of the target
classes. The objective is to find a set of weights such that the negative log likelihood is minimized
over the defined training set using optimization techniques such as gradient descent or stochastic
gradient descent [29]. Minimizing the negative log likelihood also means maximizing the probability
the parameter estimate, pi, of selecting the correct class. The loss function that measures the difference
between the ground truth label and the predicted class label is referred to as the cross-entropy. If the
prediction is very close to the ground truth label, the loss value will be low. Alternatively, if the
prediction is far from the true label, the resulting log loss will be higher. [29] The cost function for
logistic regression is given as:

J(0) = 3 [pilos(y) + (1~ po)los(1 — )
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Profiling Analysis and
Characterization

The first step, in order to determine the placement of the databases applications in the heterogeneous
memory system, is the profiling analysis and the characterization of the workloads, that are based on
CockroachDB|22], as far as it concerns their memory behavior and their performance. These workloads
are the following:

e Bank: models a set of accounts with currency balances.

e Kv: executes reads and writes to keys spread (by default, uniformly at random) across the
cluster.

e TPCC: simulates a transaction processing workload using a rich schema of multiple tables.

e YCSB: simulates a high-scale key value workload, either read-heavy, write-heavy, or scan-based,
with additional customization. For Ycsb workload, we distinguish 4 types of the same workload.
Type A is update heavy(50% reads and 50% writes), type B is read mostly version, type C is
read only and type F is read-modify-write.

More specifically, we examine the memory throughput (DRAM reads, DRAM writes, PMEM reads,
PMEM writes) of the above workloads, the read and write accesses in persistent memory and finally
the query latency that they incorporate into the system. The basic tools that are used for this purpose,
are Intel@®) Performance Counter Monitor (Intel® PCM)[30] and ipmctl tool [31]. The experiments
were conducted on a server integrating a 2x20 core Intel Xeon Gold 5218R CPU @2.10GHz with 2
sockets and totally 80 CPUs, with 4x32GB DDR4 DIMMs and 6x256GB Optane DC DIMMs. The
virtualized system is consisted by 3 numa nodes, 2 nodes connected to DRAM and 1 node connected
to Optane DCPM. Intel Optane DCPM was configured in App-Direct mode with the EXT4-DAX file-
system. Version 1.11 of the Persistent Memory Development Kit (PMDK) and gce-13.3 were employed
for the deployment of the applications.

5.1 Experiments in Isolated System

In this section, we execute the four workloads independently two times, one using DRAM and
the other using Optane DCPM. The two different executions are implemented through the use of
the numactl command —membind. We examine their memory behavior and their performance in
an isolated environment, while the server is not occupied with other procedures. Every workload is
executed for 5 minutes for each different concurrency value. We use 1,2,4,8,16,32,64 and 80 threads
and we keep records about the memory throughput, the persistent memory accesses and the outputs
of the workloads.
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First, with the use of ipmctl command, we observe the memory accesses in the 6 Optane DC DIMMs.
The results are presented below.

Accesses in Optane Memory
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Figure 5.1.1: Persistent memory accesses

It can be noticed that persistent memory accesses for all workloads are between 10'° and 10!
and read accesses are always greater. As the number of threads increases, the memory accesses also
increase, without observing abrupt increases. More specifically, workloads bank, kv, tpcc have a sustain
behavior with small increases depending on the number of threads. They also record the least memory
accesses. Ycsb type A and type B consistently record the highest values.

From the outputs of the workloads, we collect the latency’s that the queries add to the system and
plot them for each workload and each concurrency value in violin plots.
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Latency (p99) in DRAM Memory
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Figure 5.1.2: P99 in DRAM execution
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Latency (p99) in Optane Memory
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Figure 5.1.3: P99 in PMEM execution

We can observe that query latency has wide range and it is not clustered around a specific value for
most workloads. The values are between 10 and 10° ms in DRAM and in Optane execution. Bank
and Tpcc workloads introduce the greater latency into the system, and Ycsb introduces the smallest,
especially type C, which is a read only version of the workload. As the number of threads increases,
latency tends to increase and the range of the values becomes wider.

Finally, via PCM Memory tool, we investigate for each workload their memory throughput in DRAM
and Optane DCPM for each concurrency value. The results for each workload are presented separately
for DRAM Reads/Writes in both executions and PMM Reads/Writes in the following sections.

5.1.1 Bank
DRAM Throughput
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Figure 5.1.4: Memory DRAM Reads/Writes plots for different concurrency values - Bank Workload

We can observe that DRAM Reads are greater than DRAM writes for all the concurrency values in
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both executions (DRAM and Optane). Up to concurrency value 8, DRAM throughput is higher in
Optane execution. The values range from 3000 until 9000 for reads and from 1000 up to 7000 for
writes. As the concurrency value increases, the throughput increases. However, it can not be noticed
a specific pattern or a symmetry neither at reads nor at writes throughput. From concurrency value 8,
it seems that DRAM execution reaches higher read and write throughput. The throughput increases
as the value of concurrency increases and the throughput reaches up to 20000. At the same time, the
throughput in Optane execution remains almost stable, after concurrency value 8.
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PMM Throughput
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Figure 5.1.5: Memory Optane plots for different concurrency values - Bank Workload
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Persistent memory throughput is clearly lower than the DRAM throughput at both executions. The
values range from 200 to 1700 for reads and from 200 to 1200 for writes. As the concurrency value
increase the throughput increase. PMM Reads and PMM Writes are higher in Optane execution until
the concurrency value equal to 8, then the throughput is similar in both executions and sometimes
higher in DRAM execution.

5.1.2 Kv

DRAM Throughput

48



5.1. Experiments in Isolated System

- - - - I

I Iz MW““%WI - I- ﬂ I- WJW JM‘ I

e stebaonal T el M7
(a) Concurrency value: 1 (b) Concurrency value: 2

" ! - . i
: "\W‘Wﬂ N Wm, MU N
} i bt ,M i i I | i\ ‘
i ’MWF : e S | A W Wﬁ L\
w1 - "
. WMWJW il ., W LA R DY MWMWWW A
(c) Concurrency value: 4 (d) Concurrency value: 8

HE

st
H

gy e

Z
£11]
Eil
T
&

' L]
"“MMMWMMJ MM l

IR EEEEE]
BEggEgs
¥ o8 o8 8 B &
¥ o8 08 8§ 8B ¢

WMMWMWW e S W W” Sl
(e) Concurrency value: 16 (f) Concurrency value: 32

IEENARE
=

=

%

=

£

EX

EENEEER
=
—_—
f{
=
=
=

B
T

—

£

:

%)_

£

=

=

s 1
kS
Nl

(g) Concurrency value: 64 (h) Concurrency value: 80

Figure 5.1.6: DRAM throughput plots for different concurrency values - kv Workload

From the above diagrams, it is noticed that DRAM throughput is higher in DRAM execution for
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all the concurrency values. DRAM reads are higher that DRAM writes with values that range from
4000 to 12000 for reads in DRAM and from 2000 to 7000 in Optane execution. DRAM writes are
between 1000 and 5000 in Optane execution and between 2000 and 10000 in DRAM execution. As the
concurrency value increases the memory read and write throughput increases in both executions.

PMM Throughput
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Figure 5.1.7: PMM throughput plots for different concurrency values - kv Workload
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In the Optane execution, read and write memory throughput is lower. PMM reads and writes range
from 600 to 1200. There is not great difference between memory reads and memory writes and memory
writes are often proved to be more than memory reads. As the value of concurrency increases, the
memory throughput tends to increases, without observing abrupt increases. However, the memory
throughput remains low in all the different executions and parameters.

5.1.3 TPCC

DRAM throughput
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In Tpcc workload, memory read throughput is higher than memory write throughput. Moreover,
Dram throughput is higher in DRAM executions for all the concurrency values. We can observe that
memory throughput is greater in the small values of concurrency. From concurrency value 4, the
throughput decreases in both executions. For memory reads, the throughput range is 3000- 1200, with
peak values between 14000-16000 in DRAM execution and 2000-8000 in Optane execution. As for
memory writes, the values range from 1000 to 10000 in DRAM execution and from 1000 to 7000 in
Optane execution.

PMM Throughput
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The PMM throughput is similar in DRAM execution compared to Optane execution, where it shows
a small superiority, but it remains relatively low for all the concurrency values. In fact, the memory
throughput increases as the number of threads increases, but for the concurrency values 4 and 8 a
throughput decrease is observed . In DRAM execution,the values of memory reads are from 200 to
1500 and memory writes from 100 to 1400. In Optane, for reads the values range from 200 to 1750
and for writes range from 100 to 1600.

5.1.4 YCSB

Type A: DRAM throughput
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Type A: PMM Throughput
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Figure 5.1.12: DRAM throughput plots for different concurrency values - ycsb B Workload

Type B: PMM Throughput
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(a) Concurrency value: 1

(c) Concurrency value: 4

(e) Concurrency value: 16

(g) Concurrency value: 64
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Figure 5.1.13: PMM throughput plots for different concurrency values - ycsb B Workload

Type C: DRAM Throughput
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Type C: PMM Throughput
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Type F: DRAM throughput
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The YCSB workloads achieve relatively high DRAM throughput during their execution on both types
of memory. Specifically, in forms A and F, the read throughput reaches values as high as 18000-20000.
The lowest throughput is observed in form C. The memory read throughput is, in most cases, higher
than the write throughput. During DRAM execution, the memory throughput achieves higher values
compared to Optane execution. Additionally, during the execution of the YCSB workload, an increase
in the concurrency value leads to an increase in throughput, though without extreme fluctuations in
the values, expect value 64, where the increase of throughput is noticeable in all the types of workload.
The values rich the value 20000 for read and write DRAM throughput. In the following table, we can
observe the ranges of throughput for the different types of YCSB Workload.

Type |Read Throughput in DRAM execution | Write Throughput in DRAM execution
Type A 2000-18000 1000-17000
Type B 4000-20000 2000-20000
Type C 3000-17500 2000-20000
Type F 4000-22500 2000-25000

Table 5.1: YCSB Memory DRAM Throughput-DRAM Execution

Type |Read Throughput in Optane execution|Read Throughput in Optane execution
Type A 2000-16000 1000-15000
Type B 3000-20000 2000-16000
Type C 4000-18000 3000-22000
Type F 2000-20000 1000-22500

Table 5.2: YCSB Memory PMM Throughput-DRAM Execution

Regarding the throughput of persistent memory, it is observed to be significantly lower than the
throughput of DRAM. The highest values are noted in forms A and B, ranging between 1800 and
2200. In contrast, in form F, the throughput is considerably lower, particularly during execution in
Optane, with values not exceeding 1000. The memory throughput for reads proves to be higher than
the memory throughput for writes. The throughput of persistent memory is higher during execution
in Optane for all YCSB forms, except for form F, where the values are generally very low. In the
following table, we can observe the ranges of throughput for the different types of YCSB Workload.

Type |Read Throughput in DRAM execution|Write Throughput in DRAM execution
Type A 2000-1800 200-1250
Type B 600-2000 500-1500
Type C 100-2000 300-1300
Type F 200-2500 200-1500

Table 5.3: YCSB Memory DRAM Throughput-Optane Execution

Type |Read Throughput in Optane execution|Read Throughput in Optane execution
Type A 200-2000 600-1300
Type B 400-2000 500-1750
Type C 200-1750 100-1400
Type F 100-1000 100-750

Table 5.4: YCSB Memory PMM Throughput-Optane Execution
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In general, we conclude that all applications exhibit asymmetric behavior regarding accesses to
DRAM and Optane DCPM, with considerable fluctuations per second. In all applications, both during
execution in DRAM and execution in Optane, the throughput of persistent memory is lower than
the throughput of DRAM. However, as throughput values decrease, this difference becomes smaller,
and similar performance is observed. In addition, when the concurrency value increases, the DRAM
throughput increases too, but PMM throughput remains similar depending on the concurrency. So, it
can be noticed that workloads do not scale well in PMM and maybe a bottleneck is caused by NVM.
Memory reads seem to outperform memory writes in almost all cases. The application with the lowest
throughput values could be TPCC. A possible cause is that during its execution transactions occur
at regular intervals rather than throughout the entire execution period. The highest throughput is
observed during the execution of the YCSB application, specifically in type A.
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5.2 Experiments in Interference-aware System

We introduce the profiling analysis for the same workloads and the same parameters,but this time
we add interference in the system. In a real computer system, many workloads have to be done in
parallel, CPUs are working at the same time executing different procedures and memory bandwidth
is often stressed by requests from other applications. In order to simulate a more realistic system,
we execute ibench benchmarks, that increase the intensity in resources, in parallel with the workloads
execution. Then, we examine the results.

5.2.1 iBench Benchmarks

IBench [32] consists of a set of carefully-crafted benchmarks that induce interference of increasing
intensity in resources that span the CPU, cache hierarchy memory storage and networking system.
There are seven benchmarks and every benchmark stresses one resource at time, there is not overlap-
ping. Each benchmark progressively puts more pressure on a specific shared resource until it reaches
the requested limit. More specifically, the benchmarks [39] are ’cpu’, '11d’, "111°; "12’; ’13’, 'memCap’
and 'memBw’. In this work, we take advantage of the three of them, 13,;memBw and cpu. L3 bench-
mark maps a block in the cache size and while it is executing it accesses memory block, via memcopy
instruction. MemBw defines an array of size 2N and performs reads on one half of the array and writes
on the other half of the array in parallel. Finally, cpu gradually engages the threads of the system.

5.2.2 Results

First, with the use of ipmctl command, we measure the memory accesses in the 6 Optane DC DIMMs
when each benchmark runs in parallel. The results are presented below.
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Figure 5.2.1: Memory Optane accesses plots for different concurrency values and benchmarks

We can observe that when the benchmarks of bandwidth and L3 cache run in parallel with the
workloads, the total Optane accesses increase, leading to a performance degradation. However, with
the cpu benchmark the memory accesses vary within a similar range of values. In all the cases, memory
reads exceed memory writes. Moreover, the total memory accesses increase while the number of threads
increases without extreme variations. More specifically, in Bandwidth benchmark the most accesses
are observed in Ycsb_F workload and the least accesses are observed in Bank, Kv and Tpcc. The
values of Yesb accesses range in (0.9 — 1.1) x (10'1) for reads and in (0.4 — 0.7) x (10'!) for writes,
while the values of the other workloads range in (0.2 —0.3) x (10*!) for reads and in (0.1 —0.2) x (10*!)
for writes. Similar behavior is appeared with the L3 benchmark.The values of Ycsb accesses range
n (1.5 — 2.3) x (10'1) for reads and in (0.9 — 1.5) x (10'!) for writes, while the values of the other
workloads range in (0.1 — 0.25) x (10'!) for reads and in (0.1 — 0.2) x (10'!) for writes. However,
with the CPU benchmarks the accesses are reduced. The least accesses are noticed in Tpcc workload
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with values (0.7 — 1.5) x (10'°) in range of for reads and in range of (0.1 — 0.5) x (10'°) for writes.
Yesb workload reaches the highest accesses values, except ycsb F which appears similar behavior with
the Tpce workload. For reads the values are between (3 — 4) x (10'°) and for writes are between
(0.6 — 1.1) x (10'%). For Bank and Kv workloads, the values range between (2 — 3) x (10'°) for reads
and between (1 — 1.5) x (10°) for writes.

From the outputs of the workloads, we collect the latency’s that the queries add to the system and
plot them for each workload and each benchmark in violin plots.
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Figure 5.2.2: Query latency’s for different benchmarks in DRAM execution
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Figure 5.2.3: Query latency’s for different benchmarks in Optane execution

It can be noticed that, compared to the isolated system, the latency’s in the system with interference
stay almost the same. The values vary in a range of (10 — 10°) ms in both executions. In Optane
execution, the latency tend to be a litle bit higher. Also, the values appeared to have a relative big
variance in each workload. In Tpcc workload, for both executions and every concurrency value, the
latency exhibit a big range and high values. Furthermore, in Bank workload when the concurrency
value is equal to 32 or greater than that, the values increase up to (10® — 10°) and start to disperse in
the whole range. However, in Kv and Ycsb workload, the query latency remain within a specific and
low range. In fact, Kv workload introduces the lowest latency into the system.

As a next step, we examine the DRAM throughput and the PMM throughput in both executions, in
DRAM and in Optane DCPM. We measure the memory reads and writes for each workload separately,
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under the operation of each benchmark independently. From the results, we can observe that the
benchmarks achieve to stress the resources of the system. Also, while the workloads are running in
parallel with the benchmarks, the systems metrics and memory throughput are affected depending on
the executed benchmark.So, we have decided to analyse the particular outputs of the workloads and
consequently, analyze the impact of benchmarks on their performance. For this purpose we evaluate the
operations per second through runtime for every workload under the operation for every benchmark.

In the following plots, we present the impact of ibench benchmarks in the operations per second,
that each workload achieve.

5.2.3 Bank

I111g
arggl

(a) Execution in DRAM (b) Execution in Optane

Figure 5.2.4: Ops/sec with benchs for Bank

71



Chapter 5. Profiling Analysis and Characterization
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5.2.5 TPCC
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Figure 5.2.6: Ops/sec with benchs for tpcc

5.2.6 YCSB
Type A
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Figure 5.2.9: Ops/sec with benchs for ycsb C

Type F

(a) Execution in DRAM (b) Execution in Optane

Figure 5.2.10: Ops/sec with benchs for Ycsb F

The above diagrams show the impact of each benchmark in the performance of every workload.
In particular, they picture the operations per second which fluctuate depending on the benchmark
and over time. First of all, it can be noticed that for all the workloads, the number of operations
per second increases while concurrency values increase. The impact on performance depends on the
type of interference and the memory that we execute the workload. In Optane memory, it is always
noticed a bigger degradation. In DRAM memory, sometimes interference do not cause degradation.
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The behavior of each workload differs from each other, so it is preferable to analyze each workload
separately.

In 5.2.4a and 5.2.4b we can observe the impact of benchmarks on the performance of Bank workload.
In the Optane execution 5.2.4b, the values of ops/sec start from 160 and reach the value of 1500. Band-
width benchmark leads to an increase of the ops/sec and exceeds all the other benchmarks, especially
for concurrency value equal to or greater than 8. L3 benchmark presents similar performance with
the execution without interference, except concurrency value 64 or 80, where the 'no-noise’ execution
exhibits the lowest operations per second. Finally, CPU benchmark shows high value of ops/sec for
all the concurrencies and the highest value for concurrency 1,2 and 4. In fact, as a function of time,
for each concurrency value, the initial values of ops/sec are higher, due to the fact that the threads
are occupied gradually and through time the occupied threads increase. In DRAM execution 5.2.4a,
the values of ops/sec starts from 300 and reach the value of 3000. This time, CPU benchmark shows
the lowest operations per second for all the concurrency values. L3 benchmark shows similar behavior
with 'no noise’ execution,with a little bit higher values, so it has mediate impact on the performance
of Bank workload. Bw benchmark affects the performance of the workload, it degrades the operations
per second for all the concurrency values, except the value of 32.

In 5.2.5a and 5.2.5b we can observe the impact of benchmarks on the performance of Kv workload. In
both executions, we can notice that all the benchmarks lead to a decrease in the number of operations
per second.In the Optane execution 5.2.5b, the values of ops/sec start from 500 and reach the value
of 22.500 .Bandwidth benchmark reaches the highest values compared to the other benchmarks and
cpu the lowest.In DRAM execution 5.2.5a, the values start form 500 and reach 25000. Cpu benchmark
presents again the lowest values of operations per second. In fact, it can be noticed that for all the
concurrency values, while the cpu benchmark is executing, the operations per second is decreasing
over time, due to the gradual increase of the occupied threads. L3 and Bandwidth benchmark and 'no
noise’ executions present similar behavior, so they do not have a great impact on the operation of Kv
workload.

In 5.2.6a and 5.2.6b we can observe the impact of benchmarks on the performance of Tpcc workload.
Tpcc workload has the peculiarity that queries simulate a transaction processing among different tables
and they are not performed every second but at more frequent intervals, like 5 seconds. So the number
of operations per second are low in both executions and for every concurrency values. The values
vary in a range of (0.2-1.75) ops/sec. Benchmarks do not show great impact on the performance of
the workload.Although, L3 and Bandwidth benchmarks seem to have a mediate impact leading to an
increase of the operations per second at some cases.

In 5.2.10, it is shown the impact of the benchmarks on the performance of Ycsb workload in every
type (A,B,C,F) separately. More specifically, for type A, where the reads and the writes operations are
equal, all the benchmarks affect the performance. In Optane execution 5.2.7b, the values start from
80 and reach 2500. Cpu benchmark leads to the highest increase of operations per second and the
bandwidth benchmarks leads to the biggest decrease in the performance, especially for the concurrency
values 8 and 16. L3 shows a mediate impact compared with the execution without interference, except
at the concurrency value 32, where it shows the highest increase in the operations per second. In DRAM
execution 5.2.7a, the values range from 80 to 8000. Bandwidth benchmark presents the highest increase
in the number of operations for all the concurrency values. However, Cpu benchmark also appears
to have great impact on the performance and leads to an increase of operations. L3 degrades the
performance of workload for all the concurrency values, especially for the initial values of 1,24 and 8
threads.

For type B, which is a read mostly approach, the affect of the benchmarks is critical. In DRAM
execution 5.2.8a, the values of operations per second range between 300 and 8000. For the initial
concurrency values, until 16, bandwidth and L3 benchmarks lead to a great decrease of the operations
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per second. After that, the bandwidth benchmark increase the number of operations,which maybe
suggests a memory bottleneck, while L3 continue to decrease them. Cpu benchmark behavior change
over time and introduce higher operations into the workload as the concurrency value increases. In
Optane execution 5.2.8b, the values of operations start from 300 and reach 3000. Cpu benchmark
increase the number of operations for all the concurrency values. At the same time, the affect of
bandwidth and L3 benchmarks is obviously less that in DRAM execution. Especially, L3 benchmark
shows a similar behavior with the 'no-noise’ execution, except for the concurrency values 16 and 32,
where it presents a degrade in operations. Bandwidth benchmark leads to a decrease of operations
until the concurrency value of 32, especially for the values 8, 16 and 32.

The type C of Ycsb workload is a reads only form of this workload.In DRAM execution 5.2.9a,
the values range between 100 and 25000 operations per second.Bandwidth benchmark shows a great
impact on the workload’s performance and it presents the biggest increase in the ops/sec after the
concurrency value of 8 threads. Cpu benchmark affects the operation of the workload and its affect
changes through time. In most cases it leads to an increase of operations. L3 has the lowest number
of operations, except for the 8 threads. In Optane execution 5.2.9b, we can notice that all of the
benchmarks affect the behavior of the workload. Cpu and Bandwidth benchmarks lead to an increase
of the operations per second for all the concurrency values. However, L3 benchmark presents similar
performance with the execution without interference, except when the concurrency value is equal to
16 and L3 has obviously higher number of operations.The general values of ops/sec start from 150 and
reach 8000 ops/sec.

Type F is a read-modify-write version of ycsb workload. In DRAM execution 5.2.10a, the values
are between 60 and 4000 operations per second. L3 benchmark has a mediate impact on workloads
performance, except for concurrency values 16 and 32, where it leads to a decrease and a abrupt
increase of operations. Bandwidth benchmark gets higher performance as concurrency increase and
exceed the number of operations in the no-interference execution after the concurrency value 8. Cpu
benchmark has a high impact on the performance for all the concurrency values and increases the
number of operations per second. In Optane execution 5.2.9b, the values of operations are 30-2500.
In this execution, it can be noticed again that bandwidth and cpu benchmarks have a great impact
on performance and lead to an increase of operation for all the concurrency values. L3 has a mediate
impact and presents similar behavior, except from values of threads equal to 8 and 16, where the
ops/sec are higher than the no-interference execution.
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Chapter 6

Proposed Methodology

In this chapter, we present our proposed methodology in order to determine the placement of appli-
cation data and indexes through the heterogeneous memory system. More specifically, we introduce
the idea of training a machine learning model in order to classify the applications into five main
classes, depending on their performance and their memory behavior.The classes discriminate the ap-
plications into Memory Bound,DRAM-Bandwidth Bound,PMM-Read Bandwidth Bound, PMM-Write
Bandwidth Bound, CPU-Bound and undefined. Based on that classification, decisions can be made
regarding the allocation of applications to the memories of the DRAM/NVM Heterogeneous system.

The first step in order to train the ML model is creating the appropriate input dataset. We collect the
data from the Performance Counter Monitor (PCM) and the Performance Counter Monitor specified
for Memory (PCM-Memory), that generate data every second while the workloads are executing.
The data obtain information about the system, the processor, the memory accesses and the memory
footprint. We choose to utilize the data obtained from the profiling analysis in the interference aware
system by using iBench Benchmarks. From these data, we exclude the data referred to the metrics
of the system and we combine in one dataset the data from the PCM monitor and the PCM-Memory
monitor. The next goal is to determine the class of each element in the dataset.

In order to classify our input data and then train the model to predict this classification, it is
necessary to pose specific thresholds in the memory and the processor metrics. The thresholds are
based on the values of the IPC, in order to decide if an application is CPU-bound or not. In order
to decide if the application is Memory bound or not, we examine the miss rate of the last level cache
(L3) during the execution in DRAM and the execution in Optane. The miss rate is calculated as the
percentage of misses relative to the total accesses in the L3 cache. Finally, we compute the maximum
bandwidth that it can be achieved in DRAM and in Optane for reads and writes and compare them with
the bandwidth that the workloads achieve, in order to decide if the workloads are DRAM bandwidth
bound, PMM Read bandwidth bound, PMM Write bandwidth bound or not.

For the computation of the maximum bandwidth of the memories we execute specific benchmarks
that stress the memory bandwidth. In particular, we take advantage of the Intel®) Memory Latency
Checker and via the command 'mlc —-max_bandwidth’ the maximum bandwidth of the memories is
known. This command prints maximum memory b/w (by automatically varying load injection rates)
for various read-write ratios with all local accesses. So the values of the maximum bandwidth are the
following:
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DRAM Max Bw 42324.47 MB/s
Optane Max Read Bw | 1700.55 MB/s
Optane Max Write Bw | 930.76 MB/s

Table 6.1: Max Bandwidth Values

In the following table, the declaration of the classes are presented.

Class 1 Memory Bound L3 miss rate > 0.6

Class 2| RAM Bw Bound |DRAM Bw > 0.6 x DRAM Max Bw (Read or Write)
Class 3| PMM Read Bw Bound| PMM Read Bw > 0.6 x PMM Max Bw (Read)
Class 4|PMM Write Bw Bound| PMM Write Bw > 0.6 x PMM Max Bw (Write)
Class 5 CPU Bound IPC > 1

Class 0 Undefined

Table 6.2: User-Level Thresholds for Classification

The distribution of the classes are presented in the diagram below:

Class Distribution in Input Dataset

04 38.8%

Percentage (%)
8
|

L)
o
L

10 A

Class

Figure 6.0.1: Distribution of Input Samples into the Classes

The majority of the applications are classified as memory-bound. The rest of the samples are
distributed among PMM Read or Write Bound and CPU-bound classes. The least samples are included

into DRAM BW Bound class and the undefined class, which indicates a more basic operation of
workloads.

Then, we apply the percentage split method to divide our input dataset into two sets, the train and
test set, with a random factor equal to 42. We use 70% of the data to train the model and the 30% of
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the data to test the trained model. The comparison of the predicted labels and the real labels of the
data are useful in order to evaluate the accuracy of the model afterwards. The data is conducted by
Bank and Tpcc Workload. Furthermore, an important step is the pre-processing of numerical data to
facilitate the training of the model, especially those based on propagation and iterations according to
a loss function, such as MLP and Logistic Regression. For this purpose, we use the following pipeline
for the preprocessing:

numeric__transformer = Pipeline(steps=|
("imputer’, SimpleImputer(strategy="mean’)),
(’scaler’, StandardScaler())])

SimpleImputer() function from sklearn library with strategy ‘mean’ fills in the missing values with
the mean value of the specific system characteristic and StandardScaler() function standardize the
numerical features of the input dataset by subtracting the mean and dividing by the standard deviation
of each system characteristic separately. In this way, errors due to missing values and dominance of
features with larger magnitudes are prevented during the training of the model.

We choose to examine four supervised machine learning algorithms: MLP, Random Forests, SVM
and Logistics Regression. These algorithms are based on different machine learning algorithms, so it
is interesting to compare their accuracy and their performance. Also, all of them support the process
of big datasets during the training and can make predictions into multiple classes and not necessarily
for linear problems.

Finally, before starting to train the models, it is necessary to define the appropriate hyper parameters
of the models to increase their performance and select the best configuration. More specifically, for
Random Forests we execute GridSearch ,testing the values [50,100,150,200,250] for estimators and the
values [10,15,20,25,30] for the max depth. For SVM(), we examine the kernels ['rbf’,’sigmoid’,’poly’]
and the values [0.1,1,10,100] for C, which is the regularization factor. For MLP, we test its perforamce
by using the activation functions:[tanh’, ’relu’, ’logistic’] and the solvers [adam’,’Ibfgs’, ’sgd’]. For
Logistic Regression, we use OneVsRestClassifier for multiple classes and we try two different solvers
[newton-cg’, ’saga’, 'Ibfgs’] and the values [0.1,1,10,100] for C factor.

The overall proposed methodology is summarized in the following diagram:
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Chapter 7

Experimental Setup and Evaluation

In this chapter, we present the evaluation of the models after the training process. In order to
evaluate the different machine learning models and conclude in the final model’s choice , we take into
account some specific metrics. First of all, we examine their performance depending on the different
values of hyper parameters. For this purpose, it is important to consider the accuracy score and the
mean fit time that is needed for the training. Besides, the final choice of a Ml model is a trade off
between accuracy and performance. Then, we evaluate the models by the accuracy of their predictions,
their precision and their recall in the test input dataset. Accuracy computes how many labels are
predicted right, precision refers to the number of instances predicted as a class which actually belong
to that class and recall measures how many actual instances of a class were correctly predicted. As a
final step, we evaluate the accuracy of models in datasets that have not been trained for.

First of all, in Chapter 6 we describe the way that we choose the best parameters for the model’s
configurations via GridSearch. In this section, we present heatmaps that shows the way that accuracy
and mean fit times change depending on the parameters for all the MI models.
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Figure 7.0.1: Heatmaps of Mean Fit time and Accuracy for Random Forest

It can be noticed that Random Forest achieves high accuracy scores during GridSearch of parameters
for all the values of max depth and n_estimators. However, the mean fit time increases depending
the number of estimators. As the estimators increase,mean fit time increases. Given a specific number
of estimators, the parameter of maximum depth does not introduce additional fit time to the system,
but as max depth increases there is a relative increase in accuracy score.

81



Chapter 7. Experimental Setup and Evaluation

Mean Fit Time (sec) Accuracy

-0.96

poly

05

0.94

-04

Kernels
bf
Kernels

“03 0.92

-02
0.90

0.9103

sigmoid

0.88

Value of C Value of C

Figure 7.0.2: Heatmaps of Mean Fit time and Accuracy for SVM

SVM model presents quite low mean fit time for all the parameters and accuracy scores over 87%.
In particular, the kernel of ’rbf’ achieve the highest accuracy scores and this scores increases as the
regularization factor of C increases. The increase of factor C improve accuracy score for all the kernels.
The mean fit time stays low for all the kernels, especially for the ’sigmoid’. As the factor C reach the
value 100 there is an increase in the mean fit time for kernels 'rbf’ and ’poly’, but time remains low,
below 1 second.
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Figure 7.0.3: Heatmaps of Mean Fit time and Accuracy for MLP

From the above heatmaps we can observe that MLP achieves high accuracy scores, but mean fit time
is quite high for all the parameters. Especially, for optimization solver ’sgd’ and for ’tanh’ activation
function, fit time presents the highest values.Also, for solver ’sgd’ the accuracy score is the lowest.
Different activation functions have mediate impact on the models accuracy scores.
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Figure 7.0.4: Heatmaps of Mean Fit time and Accuracy for Logistic Regression

Logistic regression achieves the lowest accuracy scores compared to the other models. Additionally,
for the ’saga’ solver mean fit time turns out to be relatively high.The best accuracy scores and the
lowest fit time are done with ’lbfgs’ and 'newton-cg’ solvers. In fact, as factor C increases the accuracy
score also increases.

The final configurations of the best models are the followings:

Random Forest | n_estimators = 250 |{max_depth = 25
SVM kernel = 'rbf’ C =100

MLP activation = ’logistic’| solver = ’adam’
Logistic Regression| solver = 'newton-cg’ C =100

Table 7.1: ML Model’s Best Parameters

After the test of the ML models into the input test dataset, the following results are obtained.

Model Accuracy | Precision | Recall
Random Forest 0.9968 0.994 0.9274
SVM 0.9852 0.9849 0.9013

MLP 0.9898 0.953 0.8867
Logistic Regression 0.9593 0.9682 0.8066

Table 7.2: Accuracy,Precision and Recall for each model

Finally, we examine the accuracy of the ML models at Kv and Ycsb workloads. The models are
not trained in these workloads, so we can derive more objective measurements of accuracy and avoid
over-fitting phenomena. The results are presented in the following plot:
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Figure 7.0.5: Accuracy of Workloads Predictions for Different Models

Random Forest| SVM | MLP |Logistic Regression
Kv 0.9886 0.9235[0.9576 0.9133
Yesb A 0.9456 0.9411/0.9424 0.9249
Ycsb B 0.8977 0.9321]0.9416 0.8946
Yesb C 0.8853 0.939610.9424 0.9070
Ycsb F 0.8799 0.948 {0.9435 0.9325

Table 7.3: Accuracy of Workloads predictions for the different models

From the above accuracy scores, we can observe that all the models achieve a high accuracy score,
over 88%. In fact, MLP and SVM achieve the highest values of accuracy in all the datasets that are
tested in. So, they could be appropriate solutions to classify data and predict the performance of the
workloads. However, as we can notice at the heatmaps 7.0.2 and 7.0.3, the mean fit time of MLP is
much higher than the mean fit time of SVM. In a trade off performance and accuracy, SVM model
would be a more sufficient choice.

Based on the final classification of the data, we could decide the way the workloads could be
placed into the heterogeneous memory system. Memory-bound applications, which are not so latency-
sensitive, could be placed into Optane DCPM, due to its increased capacity compared to DRAM.
However, applications which are CPU-bound, it would be preferable to be placed into DRAM for
lower latency accesses. DRAM and PMM bandwidth bound applications could be placed into DRAM
and migrate to Optane during runtime based on a possible priority function.
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Chapter 8

Conclusion and Future Work

8.1 Conclusion

In this work, the deployment, the profiling analysis and the characterization of Database workloads
in a Heterogeneous memory system are presented. The experiments were conducted into an isolated
system and in an interference-aware system by using specific benchmarks that stress the resources
of the system. Fach workload was executed separately in both DRAM and in Optane DCPM. We
can observe that each workload shows differences in their performance depending on the memory
that are executed at. All the workloads present an asymmetry in their memory accesses and their
latency that introduce into the system. Their behavior can not be easily predicted.In fact, inference
leads to a further performance degradation. For this purpose, machine learning models are trained to
classify these workloads based on the data collected from the experimental analysis through runtime.
The workloads are classified as memory-bound, cpu-bound, RAM-Bandwidth bound, PMM Read
Bandwidth bound and PMM Write Bandwidth bound. So, it is proven that models can achieve
accuracy of predictions over 90%.In fact, SVM model can achieve the best accuracy scores in the
least mean fit time. Based on that classification, specific guidelines could be given for the dynamic
placement of workloads in the Heterogeneous Memory System.

8.2 Future Work

This work could be further optimized with the integration of the trained ML models in the runtime
decision making placement policy through memories in the Heterogeneous memory system, DRAM
and Optane DCPM. Moreover, a possible improvement would be the training of an advance neural
network or a LLM to predict the performance of the workloads and take automatically decisions of
the final placement. As far as profiling analysis is concerned, the workloads could be evaluated also
by their energy consumption. Also, their performance could be tested for different databases features,
like the shape of tables, the number of attributes, the key hash seed etc. Finally, other applications
could be examined, that have great memory demands, such as Machine learning applications.
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